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Abstract - In this paper we introduce a new active queue 
management (AQM) algorithm called GREEN. GREEN 
provides high link utilization whilst maintaining low delay 
and packet loss. GREEN enables low latency interactive 
applications such as telephony and network games.  GREEN 
is shown to outperform the current AQM algorithms. Certain 
performance problems with current AQMs are discussed. 
 

1. INTRODUCTION 
 

The Internet is essentially a network of interconnected 
queues. The two most fundamental experiences of a packet 
whilst traversing this network are delay and loss. The 
Internet is facing increasing packet loss rates and queuing 
delays. Lost packets waste resources, and may result in 
congestion collapse [2], whereas queuing causes packet 
delay which reduces the quality of interactive applications. 

Active queue management (AQM) algorithms were 
introduced to alleviate the problems of network 
congestion.  In general, AQM schemes control congestion 
by controlling flow. Congestion is measured and a control 
action is taken. There are two approaches for measuring 
congestion: (1) queue based, and (2) flow based. In queue 
based AQMs congestion is observed by queue size.  The 
drawback of this is that a backlog of packets is inherently 
necessitated by the control mechanism, as congestion is 
observed when the queue is already positive. This creates 
unnecessary delay and jitter. Flow based AQMs, on the 
other hand, determine congestion and take action based on 
the packet arrival rate.  For such schemes, backlog, and all 
its adverse implications, is not necessary for the control 
mechanism. 

The total Network delay is essentially the sum of 
queuing delay (in routers and switches) and propagation 
delay. Currently queuing delay dominates most round trip 
times (RTT). The goal should be to reduce the network 
delay to just the propagation delay.   

Currently packet loss is both a signal of congestion and 
result of overflowing queues. The Internet engineering 
task force (IETF) are introducing explicit congestion 
notification (ECN) to feedback congestion by packet 
marking instead. (We will refer to congestion notification 
to mean either packet dropping or ECN).  With ECN, 
AQM queues can operate with minimal packet loss.   

The next generation of network paradigm will have 
AQMs that maintain high link utilisation whilst achieving 
the QoS requirements of limited packet loss and delay.  In 
this paper, we introduce a new AQM algorithm called 
GREEN that achieves this objective. The paper is 
organised as follows: in Chapter 2 we describe current 
AQMs, pointing out their drawbacks. In Chapter 3 we 

demonstrate the performance of GREEN versus the other 
AQMs. In Chapters 5 and 6 we discuss the implications of 
deploying GREEN or REM in on the Internet. 
 

2. CURRENT AQM ALGORITHMS 
 

In this section, we describe the currently proposed AQMs 
and discuss performance issues. 

Droptail:  Under Droptail when queue overflow occurs, 
arriving packets are dropped. This leads to high queue sizes 
and high loss rates at congested links. Droptail is 
effectively ‘no management’. 

Random Early Drop (RED) [2] [3] [5]: RED is a first 
generation AQM. The rate of congestion notification is a 
function of the queue size. As discussed in depth in [5] 
RED suffers from severe shortcomings. The queue size is 
not a good indicator of the severity of the congestion, and 
the level of congestion notifications issued may be too 
great and bursty, leading to excessive packet loss. RED is 
prone to periods of high loss followed by link under-
utilization.  

BLUE [5]: BLUE is a hybrid flow and queue based 
congestion control scheme. It uses packet loss (queue) and 
link under-utilization (flow) events to adjust the rate of 
congestion notification. The congestion notification rate pm 
is increased at a set rate if the queue size exceeds a 
threshold L, and it is decreased if the link is idle. The 
amount of increase is d1, and decrease d2, at a rate of 
1/freezetime.  

We uncovered a subtle drawback with BLUE that may 
limit its practicability. BLUE behaves well if operated 
within a region of RTT and number of connections N for 
which the parameters d1 and d2 were set. However, 
changes in the dominant RTT of the connections going 
through the queue, or a significant change in N can 
invalidate the parameter settings and lead to queue backlog 
oscillation between loss and under-utilization.  The amount 
of change of notification rate pm during a queue full or link 
idle event, is the product of the time spent in this event 
multiplied by the rate of change d(1,2)/freezetime.  This 
time is related to the delay in the response of the TCP 
sources to the changed notification rate (2 x RTT). The 
greater the RTT, the greater will be the pm adjustment. If 
the RTT increases, so does the change in pm and this may 
result in backlog oscillation. This was observed in 
simulations using the recommended parameter settings of 
[5].  Another cause of instability is a large change in the 
number of connections.  It is not our intention to explore 
BLUE in depth here, but this instability is the result of the 
adjustment of congestion notification rate pm by a constant 
d1 or d2, despite the non linear relation of pm and N. Recall 



 

 

that based on the TCP Friendly Equation [2] the function 
of pm versus N requires larger changes of pm for larger N. 

Random Exponential Marking (REM) [6]: REM is a 
framework for communicating congestion information 
from links to sources by exponential marking. A complete 
implementation consists of REM marking at the link and 
REM decoding at the source, however operation on the 
current Internet with only the link algorithm and TCP has 
been suggested [6]. 

 Three different alternative pricing algorithms PC1-PC3 
constitute REM. PC3 is evaluated here Eq (1), because of 
its superiority over PC1 and PC2 [6]: 
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where xl is the aggregate arrival rate, cl link capacity, bl 
backlog, and α and γ are pricing constants. An exponential 
function determines the marking probability from the link 
price: 

)(1 tplm −−= φ      (2) 
 
where φ controls marking.   Although REM works very 
well in a steady state situation, the behaviour in transient 
conditions, and with realistically constrained buffer sizes is 
not necessarily optimal. The experimental results detail 
how in an environment with a wide variation in N and 
finite buffers the performance suffers. 
 

3. GREEN 
 

The GREEN algorithm is a feedback control function 
which adjusts the rate of congestion notification in 
response to the flow based congestion measure, xest, the 
estimated data arrival rate. GREEN is based on a threshold 
function. If the link’s estimated data arrival rate xest is 
above the target link capacity cl, the rate of congestion 
notification, P, is incremented by ∆P at a rate of 1/∆T. 
Conversely, if xest is below cl, P is decremented by ∆P at a 
rate of 1/∆T.  The algorithm applies probabilistic marking 
of incoming packets at the rate P, either by dropping 
packets, or setting the ECN. Let the step function U(x) be 
defined by: 
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Therefore, 
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The target link capacity, ct is assigned a value just below 
the actual link capacity c, typically 0.97 c, so that the 
queue size converges to 0.  Incoming data rate estimation 
is performed using exponential averaging:  

 
xest = (1-exp(-Del/K))*(B/Del)+exp(-Del/K)* xest (5) 

 
where Del is the inter-packet delay, B the packet size and K 
the time constant. Other arrival rate estimation techniques 
could also be used successfully. In [4] Eq (5) is shown to 
converge to the actual data rate under a wide set of 
conditions.  

There is a relationship between REM PC3 and GREEN.  
If Eq (2) is linearised, m = P, the exponential marking is 
eliminated. Furthermore if the buffer term α = 0, and the 
linear constant γ is replaced with the step function (3), 
GREEN’s congestion notification rate P becomes 
equivalent to REM’s Price pl.  
 

4.  PERFORMANCE EVALUATION 
 

A number of simulations were performed to compare the 
performance of GREEN, REM, BLUE, RED and Drop-
Tail using the NS-2 simulator [8]. The network topology 
(Fig 1) and parameters common to all trials are described 
here. The nodes A-J are the sources and Node 2 is the sink. 
The AQM algorithm is placed in Node 1, which represents 
the ingress of an edge router and governs the 1→2 link. 
Each trial lasted 120 seconds with measurements being 
taken after a 20 second warm up period. Multiple TCP 
connections can originate from each source. The active 
TCP connections were evenly distributed among the A-J 
sources. Connections were started at a uniformly 
distributed time over the test period with a uniformly 
distributed duration between 3 and 23 seconds. The packet 
size was 1000 bytes. 
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The configuration parameters for each of the AQMs 

followed recommended settings: RED : minth =20% and 
maxth = 80% of the queue size. BLUE: Threshold L is 66% 
of the queue size. d1=0.001,  d2=0.0002, freezetime=10ms.   



 

 

Fig 1a: Packet Loss Probability vs 
Number of TCP Sessions
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Fig 2a: Mean Queueing Delay vs Max 
Buffer Size
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 REM: (Parameters adapted from ‘Interworking with 
Reno’ [6]) γ=0.01 φ=1.003 α=0.1 updatetime=0.01 bo=55. 
(Public domain rem-mark.cc, was used). GREEN: 
∆T=10ms, ∆P=0.001,Cl=0.97% of Capacity, K=0.1. All 
algorithms were configured to use ECN.  

Trial 1: The AQMs were tested under different traffic 
loads, by varying the number of TCP sessions. The total 
number of TCP sessions activated in a 120 s simulation 
period was varied from 100 to 1300 (11 to 141 concurrent 
sessions on average), in increments of 100 sessions. The 
buffer size was 91 packets (72.8ms), making some of the 

connections’ bandwidth delay greater than this. Table 1 
summarizes the utilisation, loss and delay of the 13 
simulation periods (100 to 1300 sessions) from each AQM.  

RED and Droptail suffered unacceptable loss and delay 
across the whole range of results.  BLUE performed well in 
packet loss and delay, at the price of utilisation. To match 
the utilisation of the other algorithms, the buffer size would 
have to be increased significantly resulting in larger 
average backlog and loss. 

GREEN slightly outperformed REM. The traffic in an 
edge router may vary from tens to hundreds of connections, 
which represents a vast change in the aggregation of the 
traffic. An AQM algorithm must cope with this range of 
traffic conditions without reconfiguration. GREEN 
performs better across a wide range of sessions for reasons 
detailed in Trail 3. 
 

Table 1. Trial 1 Result Summary 
 Droptail RED BLUE REM GREEN 

Util % 0.98 0.98 0.95 0.96 0.97 
Loss % 6.85 5.43 0.14 0.23 0.05 

Delay(ms) 52.45 52.41 13.95 21.68 18.79 
 
Trial 2: The buffer size was varied to determine the 

performance of AQMs under the realistic constrained of 
finite buffer, which is close to the bandwidth delay product 
of the network. 1000 TCP sessions over 120 seconds were 
initiated for each queue size. Utilisation, packet loss and 
delay were measured. For brevity, only the delay 
performance is shown Fig T1a. 

This trial shows clearly how queue based AQMs 
maintain a higher average backlog. Figure T1a 
demonstrates that the backlog for RED, Droptail and 
BLUE is related to the buffer size. The Flow based AQMs, 
REM and GREEN can maintain the same utilisation with 
low backlog even with high buffer sizes. This means it is 
possible to have a large buffer, to reduce packet loss, 
without the drawback of high packet delay common to 
queue based flow control algorithms. Indeed with REM 
and GREEN, it is possible to select a low target utilisation, 
and operate almost entirely in the zero queue region, 
eliminating queuing delay. 

All algorithms except BLUE maintained high utilisation 
as BLUE sacrificed utilisation for lower backlog and loss. 
There is a single ‘sweet-spot’ for BLUE at around 100 ms 
queue size, where greater maximum buffer sizes increase 
the queuing delay, and a lower buffer size decreases the 
utilisation. In contrast, GREEN has consistent performance 
across a variety of buffer sizes. By operating GREEN with 
a sufficient buffer size, GREEN is in a very robust region 
where queuing delay and packet loss probability are low. 
This makes GREEN much easier to deploy, and more 
likely to perform better with unpredictable traffic patterns. 
REM has a very similar performance to GREEN in this 
trial. 



 

 

Trial 3: Trial 3 explores further the behaviour of REM 
and GREEN in an edge router. The delay of the bottleneck 
link 1-2 was varied from 10 to 80 ms in this trial. 400 TCP 
sources were started during the 120 second simulation 
period (43 concurrent flows average). A buffer size of 91 
packets was used. 

Any AQM deployed must be robust to variations in 
RTT, which result from the wide use of RED and drop-tail. 
For an AQM to be robust, there must be a graceful 
degradation in queuing performance if the actual 
bandwidth delay product becomes greater than the buffer 
size.  Figures 3a and 3b show how the AQMs performance 
degrades when the bottleneck link’s delay is increased, 
making the bandwidth delay product greater than the 
queue size (around 30 ms link 1-2 delay). REM’s loss rate 
increased significantly beyond this threshold, whereas 
GREEN’s performance degraded more gracefully.  

The difference in performance between REM and 
GREEN originates in REM’s linear price adjustment (x-c) 
in Eq (1). REM exhibits the problem that when the traffic 
drops, the price P is decreased drastically because of (x-c). 
A drop in arrival rate does not always represent a drop in 
demand. REM PC3 misinterprets the instantaneous flow 
decrease to a decrease in demand and decreases its price in 
two situations: 

1) Finite queues mean there is a possibility of overflow. 
Upon overflow, the flow rate decreases drastically. REM 
misinterprets this as a decrease in demand and drops the 
price heavily. By dropping the link price, REM invites 
another overflow. GREEN remains calm upon overflow by 
ignoring the magnitude of x-c.  

2) With only tens of flows active, the traffic is bursty 
and reflects TCPs ramp behaviour. Smooth Gaussian 
packet arrivals begin to occur with only hundreds of flows.  
The parameters of the AQM must be valid for this range of 
traffic without reconfiguration, as the edge router lives in 
such an environment. As REM is more aggressive in price 
adjustment, the bursty packet arrivals with tens of sources 
can be misinterpreted as a drop in demand. GREEN 
maintains a more steady dropping probability in face of 
low number of sources which results in a lower packet loss 
probability as seen in Trial 2. Decreasing  γ in REM can 
achieve this for one set of operating conditions, however at 
the cost of performance at higher flow levels. 

GREEN will not always outperform REM. There is a 
sacrifice in the convergence rate by not having REM’s x-c 
term from Eq 1, however this is marginal. By definition, 
the arrival rate must be matched to the link capacity for a 
system to maintain high utilisation. With finite buffers, this 
variation in arrival rate must be tightly bounded, otherwise 
overflow will occur. So only small deviations in x away 
from c occur in a stable system with low loss and high 
utilisation, and most of the control action is done in this 
region. Large differences in x-c are more likely due to 
buffer overflow or TCP ramp behaviour in the low 

aggregation case. By using a step function as a marking 
probability adjustment, GREEN ignores large differences 
which are more likely discontinuous conditions, such as 
buffer overflow, than changes in bandwidth demand. This 
makes GREEN robust in a wide set of realistic constrained 
conditions. 

Fig 3a: Packet Loss Probability vs 
RTT
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Fig 3b: Link Utilisation vs RTT
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5.  MULTI-SERVICE IMPLICATIONS 
 

Diffserv is being proposed as a means for providing QoS 
to different services. Packets are labelled with a priority 
and a scheduling decision is made at each node based on 
this priority. With GREEN a simpler solution is possible, 
where capacity distribution is self-managed according to 
the utility functions of the sources [6]. Capacity allocation 
is performed on a macro-economic model; the congestion 
notification rate can be viewed as the ‘price’ of sending a 
byte. If capacity is oversubscribed, the price goes up and 
sources receive more congestion notifications. Sources  
that place a higher value on having more capacity, simply 



 

 

react less to the price increase, and do not reduce their rate 
as much despite the congestion notification rate increase.   

In the simplest case, let us assume there are two types of 
applications, 1) real-time (RT) and 2) non-real-time 
(NRT). RT applications require low delay and may not 
implement congestion control. NRT applications are 
insensitive to delay, and implement congestion control, 
such as TCP, ie: HTTP, FTP and Telnet. A link using 
GREEN will deliver low delay and loss to RT applications, 
as GREEN’s congestion control forces NRT applications 
to buffer at the source (slow send rate) in face of increased 
RT demand.  Assuming that the total capacity is greater 
than the RT peak demand, GREEN’s congestion 
notification controls the responsive NRT arrival rate so 
that the aggregate arrival rate (NRT+RT) is below the 
capacity. Deploying GREEN enables both classes of traffic 
to coexist, without the extra infrastructure of packet 
classification, or class capacity reservations. 
 

6.  DEPLOYMENT WITH NO ECN 
 

Currently the Internet has few ECN enabled TCP 
sources, so the significant congestion notification 
mechanism is packet dropping.  A side effect of AQM 
algorithms which reduce the network latency, (REM and 
GREEN), is that a high congestion notification rate is 
required to control TCP sessions which become very 
aggressive with low RTT. With low RTT and the resulting 
high packet dropping rates for non-ECN sources, the 
effective throughput suffers and TCP experiences 
significant timeouts. 

In a network that is not fully ECN capable, a guaranteed 
minimum packet latency is required for non-ECN TCP 
sources to keep the packet loss below a maximum tolerable 
amount lmax. The key concept is that an artificial packet 
delay is induced to minimise packet loss. This delay, D, 
can be the minimum delay required to maintain a packet 
loss requirement. ECN enabled packets need not suffer this 
delay. The full technique is discussed in [9]. 
 
 
 

7.  CONCLUSION 
 

This paper has presented some deficiencies in well 
known queue management algorithms and provided an 
alternative algorithm, GREEN. GREEN was shown to 
maintain a low packet loss rate as well as low average 
queue size. The algorithm is simple, robust, low in 
computational complexity, easily configured, and self-
contained to a single router, making it easy to deploy. 
Deployment of low delay, low loss algorithms such as 
GREEN will improve Internet performance and enable 
real-time applications.  
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