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Abstract—There are many costs associated with the build-
ing and running a telecommunications network, both capital
(CAPEX) and operational (OPEX) costs. On the one hand,
complex routing schemes activated in multi-layer networks, like
MPLS, logically imply assignment of costs to a collection of
modules, from more than one layer, so defining the cost model is a
non-trivial task. On the other hand, optimization methods based
on prices for sending packets via different paths, which include
methods using shortest path as a design principle, require a cost
model to be precise, in order to achieve a correct solution. A
well-defined cost model enables us to analyze and check costs for
each layer and for each subsystem within a layer, and provides
a step-by-step procedure for validation of prices. To guarantee
the correctness of the defined cost model, we produce a well-
structured report which confirms the validity of prices and of the
total cost. The criteria of the validation of the cost model is that
the total cost of the network when calculated from the prices to be
attributed to the traffic is equal to the total network cost (CAPEX
+ OPEX) less any discounts. This validation process is similar to
double-entry bookkeeping which is common in the business world
and which enables detection of errors in accounting systems. It is
shown that the requirement for validation justifies pricing based
optimization. We provide examples where the application of this
concept in a multi-layer network design software tool ensures
that optimization works correctly, and one example where prices
are not valid and the optimization fails.

I. INTRODUCTION

Telecommunications networks are complex entities that
involve multiple layers and a large number of switching and
transmission systems that are based on various technologies. A
large number of different elements, from a variety of different
alternative technologies can be applied in different layers or
even in the same layer, and as a result a network cost structure
is very complex. A correct cost model is the foundation in
analyzing the network architecture. We propose that correct
and detailed accounting of cost model is relevant to networking
research in the areas of network optimization, network evolu-
tion, network design algorithms, quality of service, security
architecture and design, and network management.

A. Network Cost Models

Many studies on Quality of Service (QoS) architectures for
IP networks are not economically sound because of insufficient

attention to the cost model [1], [2]. Similar comments on lack
of consideration of cost modelling have been made in [3].
According to [4], recently, network OPEX (operation expen-
diture) has been a concern for telecommunication companies
as a matter of survival. In addition, the authors of [4] suggested
that a more careful and articulated understanding of costs
may be crucial to successful deployment of new services and
enhancement of Internet protocols.

In [5], it is pointed out that the cost of the network
architecture is dominated by the node costs in both wireless
and Ethernet LAN networks. The Layered Decision Model
(LDM) of [6] aims to design a cost-effective defense for a
network. It assesses the cost that each threat might incur,
and enables the network manager to choose between different
network defense plans or decision sets.

The authors of [7] use three models to describe the cost
structure of a telecommunication network. According to [8]
network operators can control the cost of some network
elements and reduce the cost of peering and routing decisions
by using a holistic traffic cost model.

B. Cost Models and Network Optimization

In network optimization problems, a design methodology
typically requires obtaining a near optimal solution by mini-
mizing network cost CAPEX and OPEX of the designed cost
model subject to meeting QoS requirements of users [9]. In
a typical optimization problem, there is a need to specify
costs of various traffic streams as they use various network
elements which are typically of different module sizes. More
specifically, (even heuristic) solutions of such optimization
problems requires complex software the development of which
is challenging due to the complex cost model.

Many network design publications are based on the prin-
ciple that if a module is used by a given set of traffic streams,
the cost of the module is fully attributed to these traffic streams
[10]–[19]. Forcing an individual stream to “pay” for the entire
module it uses, will force streams to choose resources such
that they are highly utilized which may save energy costs
if idle resources can be shut down [20], [21], but will also
violate certain Internet design principles such as load balancing



and net neutrality. Therefore, it is important to have a longer
time view on investment and consider that a resource will
be more highly utilized in the future. There is a need to
introduce certain means to enable the designer to consider
such principles. One way to introduce such means is to modify
the cost model and the problem formulation that will lead to
optimal solutions that do not violate this principle.

Given the need to consider Internet principles and com-
plex cost structure together with the existing network design
complexities associated with network scalability, layering and
traffic burstiness, we have to rely on solutions based on
heuristic algorithms that are still very complex. Researchers
use heuristic solutions because the exact optimal solutions such
as those based on ILP [10]–[15], [18], [19] are limited to small
networks and so far have not considered the above discussed
cost structure complications.

Given the complexity of our multi-layer design algorithms,
and the lack of availability of an exact solution, we need viable
means to validate our solutions. Researchers generally consider
how individual elements contribute to operational costs, but
they lack a detailed cost structure that maps traffic flows to
the costs of carrying the traffic. In other words, this validation
requires evaluation of the assignment of costs to a large
number of network elements as well as their usage by traffic
streams. Typically, (even heuristic) solutions of optimization
problems require complex software the development of which
is challenging. Therefore, there is a need for means to validate
the software to achieve a correct solution.

It is common in the business world to use double-entry
bookkeeping to detect errors in accounting systems [22], [23].
In double-entry bookkeeping, every action generates both a
credit and a debit, which ensures that there is always one party
with a material interest in checking that the entry is too low,
while the other party has a material interest in checking if
the entry is too high. Furthermore, because the double-entry
method is threaded through the entire accountancy system of
modern business, in parallel to the breakdown into business
divisions, sub-divisions, etc., a multiplicity of constraints are
introduced, which can be used as checks on the calculations
and which enable errors to be diagnosed and corrected.

In this paper, we propose that a similar system can and
should be put into practice for validating the costs associated
with the use of network resources.

However, the validation of prices is, like double-entry
book-keeping, more fundamental and significant than merely
a method for avoiding errors. In particular, it is not merely the
calculations which must be validated in this way, but also the
procedure for doing the calculations, commonly referred to as
developing a cost model. Cost models are only recently being
recognized as necessary, and requiring further development
[5]–[7].

The validation of the prices and the allocation of costs
also guides our choice of network architecture and network
evolution. In order to properly understand the cost of installing,
maintaining, and running a network, it is useful to be able to
analyze all of these costs in a manner which enables us to
recognize easily how the costs are incurred.

In Section II the principles of network cost models are

considered; in Section III we discuss how network cost models
can be used to validate designs; in Section IV, the application
of network cost models to the Multi-layer Market Algorithm
(MMA) is considered; Section V presents two experiments
with the MMA where these methods have been applied;
conclusions are presented in Section VI.

II. NETWORK COST MODELS

The resources required to build and maintain a network
cost money which must be paid for by revenues generated
by traffic. In this paper we do not consider revenue, or how
it is generated. But we do assume that the traffic will pay
for the costs. These are the basic principles of network cost
modeling. In addition, we need to consider four ways in
which costs are analysed, transferred, modified and aggregated:
sharing, aggregation, discounting, and transfer between layers.
It should be clear, after considering these issues, that accurate
calculation of the cost of resources to traffic across a network
is sufficiently complicated to require systematic procedures for
its validation.

A. Sharing

Each network resource will generally be used by many
traffic flows, so these traffic flows will need to share the cost
of the resources they use. In many cases there is a natural and
appropriate way to subdivide costs. However, a clear plan for
how to share costs is a necessary component of a cost model.

Assigning costs for modules to individual packets is greatly
complicated by the fact that modules of transmission or
switching may be shared in a variety of ways across the traffic
carried by a network. In the Netml system [24] designed for
describing and analysing networks, and also in real networks,
resources may be shared in certain distinct ways, which we
now consider.

1) Basic allocation: The most basic allocation is termed,
in the Netml interface to the MMA, ”unsharing”. This scheme
is an option for transmission capacity, at any layer. In this
scheme, the resource can only be used by the specific traffic
which is assigned the resource. Unused capacity of a module
cannot be used, and the cost of the unused capacity should be
borne by the traffic which is using this resource. This is the
appropriate sharing model to use for SDH.

2) Link-shared allocation: Traffic can also be assigned to
a transmission resource without having exclusive access to it.
This is termed, in Netml, link-sharing. The traffic might take
the form of a virtual or dynamic link. This link has a certain
capacity, which might be allocated in a certain number of
modules. However, if the traffic within these modules doesn’t
fully use them, the unutilised capacity can be used in the
containing link by other links which share this containing link.
This is the appropriate sharing model to use for ethernet.

3) Node-shared allocation: The significant resources used
by an IP flow, in the IP layer, are associated with routers,
which are nodes in the network, not links. An IP flow makes
use of resources from lower layers also, but to model the way
the cost of IP layer resources are allocated to flows we need to
allow that the IP flows share the resources provided by nodes.



B. Aggregation

The total resource cost of a flow can then be calculated
as the sum of the all the resource costs needed by this flow.
Thus, by adding the appropriate share of each of the required
resources we arrive at the cost per unit of flow of the traffic.

It will be useful to calculate not only the costs of individual
traffic flows, but also of collections of flows. Likewise, it will
be useful to calculate and reference collections of resources.

C. Discounting

It is a common practice in business, for good reasons,
to sometimes introduce discounts, i.e. charging below normal
prices for goods. The same is also true in networks, for a
variety of reasons. Discounts are not, as they might seem at
first, an aberration, which undermines correct cost accounting.
Rather, they bring into line a practice which does not fully
transfer the cost of resources to their users, with the otherwise
strict procedures of in which all costs add up and must be paid.
A particular example of this (investment clawback) is where
unutilised capacity is not fully paid for by the traffic using
a resource on the grounds that this unutilised capacity is an
investment, and will be used and paid for in future.

D. Transfer between Layers

As pointed out in [10], logically speaking, in a multi-layer
network, the links of one layer becomes the traffic of the layer
below. Hence, one the costs of the links and nodes has been
shared between all the traffic in one layer, the costs calculated
from this traffic becomes the cost of the resources (nodes and
links) of the layer above.

III. VALIDATION OF NETWORK COSTS

The general validation strategy adopted in accounting, and
recommended here for networks, is to record costs in two
ways, thereby creating many constraints (i.e. different formulae
which should give the same answer) which can be checked
to confirm that calculations have been carried out correctly.
In particular, we need to check the cost of the network as
calculated via traffic against the total network cost for the
modules of transmission, switching and routing.

All such constraints, including this one, can be applied to
just a part of the network, for example, to just one layer. This
is useful when a discrepancy is discovered, because it makes
it easier to find the source of the discrepancy.

It should be possible to analyse the cost-per-packet, at every
point where a packet is processed, into all its components:
so much for transmission, switching, protection against link
failure, protection against cyclones, special events, etc. The
numbers will be very small. And if all the calculations are
correct, when we add up the cost-per-packet, for every packet
carried in the network (or carried according to the plan),
it should be very close to the total obtained by adding up
the same costs in a completely different way. Or several
completely different ways.

The Netml system provides a cost report in which network
costs for each resource are totalled, for each layer, and costs
for each layer are also calculated via traffic. An sample from

one of the reports is shown in Figure 3. Ensuring that these
reports tally exactly has been completed only for some network
configurations at this time.

A. Validity of Price-based Optimisation Algorithms

The concept that optimisation problems can be solved by
finding optimal prices rather than by selecting the allocation
of resources directly has a long history [25, Section 8.6],
[26, Section 20]. The most familiar example of this duality
occurs in Linear Programming, where it is well known that
every optimisation problem has a dual problem of finding
the optimal prices, and the solution of the original problem
can be found from the solution of the dual, and conversely.
Furthermore, even though the dual of a maximisation problem
is a minimisation problem, the value of the objective function
at the optimum is the same in the two problems.

The equivalence of the objective function expressed in
terms of resource costs and in terms of traffic prices, which
holds in networks, can be expressed as follows:

M

∑
k=1

CkNk =
T

∑
t=1

ptµt (1)

where M is the number of different types of module used in
the network, Ck is the cost of a module of type k, Nk is the
number of modules of type k, T is the number of traffic flows,
pt is the price charged, per unit of traffic, for flows on the path
currently adopted by traffic t, and µt is the size (e.g. in bits/s)
of traffic flow t.

The principle (1) should hold not only for the network as
a whole but also for each layer.

Proposition 1. In a solution to an optimisation problem of
minimising cost for providing services (e.g. traffic) which
satisfies equation (1), if each service used is chosen from the
available providers by price, and prices are stable (they do not
change significantly) in a region around each configuration, the
solution is locally optimal. In addition, if the algorithm allows
a full collection of arbitrage strategies to operate, whenever
applicable, the solution must be globally optimal.

Proof: Suppose an alternative path with a lower price is
available for a traffic flow. Since moving one flow is a small
change, the prices for links will not change significantly when
this flow is moved. Hence the total cost according to the RHS
of (1) is lower after the traffic is moved. This shows that
shortest path routing provides a locally optimal solution.

If there is a lower total cost solution which provides the
services required, than an existing solution, the strategy which
purchases the services required in this solution, and provides
the services needed in the original solution, can be regarded as
an arbitrage. Hence, by assumption, this arbitrage will be able
to operate, and the lower cost solution will be obtained. Since
(1) holds, the new solution will be optimal in the conventional
sense.

B. Spare Capacity and Investment Clawback

Around almost all network scenarios, i.e. ones in which
the capacity of no link is exactly exhausted by the traffic
currently being carried, a small change to routing will not



Fig. 1. Undiscounted and discounted cost vs investment discount proportion

cause any links to become overloaded, and so, the total cost
of the network will remain the same. This implies that prices
are not sufficiently stable for Proposition 1 to apply.

However, if the operator of the network being optimised
anticipates that traffic will be greater in future, and hence the
spare capacity in the network is regarded as an investment
rather than purely as a cost, it is unreasonable to pass on the
full cost of this capacity to the traffic being carried on the link.
Instead, only a proportion, φ ∈ [0,1] say, of unused capacity
cost of each link, should be included. Let us call this proportion
the Investment clawback. For growing networks a choice of φ

bigger than 0 is rational.

If the investment clawback, φ > 0, the total discounted cost
will be the modular (undiscounted) cost less D = φ× total
nominal cost of spare capacity. Equation (1) should include
an extra term, −D. Now the objective function will increase
in response to any routing change which decreases the cost,
in current prices, of spare capacity. Under these circumstances
prices for links and paths will be stable in the sense required
by Proposition 1 and the price-based objective function now
has a strict local minimum at any of its global minima.

For a medium sized example network, a plot of total
undiscounted, and discounted cost of networks designed by
the MMA vs φ is shown in Figure 1. This shows that
the undiscounted cost varies only slightly as the investment
clawback increases from 0 to 1. The discounted cost decreases
dramatically, but this is merely because of the discount. In
effect, the designed network barely changes as the investment
clawback changes; it is not important what precise value is
chosen. All values between 0.2 and 0.8 produce much the
same result. This provides some reassurance that an investment
clawback does not distort the choice of optimal network.

IV. THE MMA AND ITS COST VALIDATION

MMA is a heuristic algorithm that we proposed in [9],
[27], which aims to find the optimal physical and virtual
topologies and capacities of physical and virtual links that
minimize the cost of transporting traffic subject to meeting
grade of service (GoS) requirements. In MMA, we consider
a multi-layer communication network with N nodes, in which

traffic between any origin destination (OD) pair is modeled
as a combination of Poisson Pareto Burst Process (PPBP)
and Gaussian processes. Transport technologies in the various
layers are available in all nodes. Cost of network node, network
link modules, transmission, switching and overheads associ-
ated with setting up or maintaining dynamic and virtual links
are given. The design problem is to minimise total network
cost subject to constraining the buffer overflow probability on
all links to below the target GoS.

Layer 0 is the physical transmission layer and Layer L
represents the demands from customers. Each Layer l, l =
1 . . .L−1 can be viewed as a business that can either meet the
demand itself, using Layer 0 directly if connection to Layer 0
is available, or outsource it to a layer among 1 . . . l−1. The cost
of each layer includes the cost of lower layers and each layer
generates demand for the layers below. A flow transported end-
to-end may use different layers at different points on its path
depending on cost.

The MMA applies fixed-point iterations to iteratively as-
sign link capacities in each layer to meet the required GoS
constraint after adopting shortest path routing using the link
costs determined in previous iterations of routing and capacity
assignment.

In particular, for each l, l = 1 . . .L, we implement shortest
path and capacity assignment in Layer l−1 based on demands
from Layer l and costs in Layer l−1, starting from Layer L
downwards. The capacity assignment in each link is performed
based on the required GoS. We comment that a certain number
of edges (“virtual links”) can be randomly added in each
iteration to allow opportunities to save cost, while unused
edges can be deleted in the process.

The MMA approximates the Internet operation as business
practice largely dictates adoption of least-cost alternatives, and
routing in the Internet is largely based on the shortest-path
principle.

The validity of the MMA is to a large extent determined
by the accuracy with which the cost-per-packet is computed in
each layer. Ensuring that these values used in the optimization
are accurate and correctly implement the cost model assumed
by the optimization developer is a complex task. Thus, we
propose the following principles.

1) The cost-per-packet for a certain packet, in a certain layer,
should be the sum of the cost-per-packet for each node
and link in the path, in that layer.

2) The cost-per-packet for each node and link in a certain
layer should include the cost of all resources used to de-
ploy and maintain this node or link, and all the resources
in lower layers which are used to deploy and maintain
this node or link.

3) Costs should be disjointly allocated in each layer, in the
sense that if the same resource is used in the deployment
and maintenance of a certain node (or link), and another
node (or link), then a proportion of the cost of that
resource should be allocated to each node (or link),
according to some logical (or perhaps arbitrary) principle.
These proportions, for any resource used in this way,
should sum to 1.

4) All costs, including capital costs, are expressed as annual
running costs. For items normally regarded as capital



expenditure, the cost will be expressed as an annual cost
by the usual method (this is known as amortising).

5) The total cost of a network layer is the same when
calculated by summing the cost-per-packet, in that layer,
for all the packets carried in a year, as when adding up
the cost of all resources assigned to that or lower layers.
Total network cost is the same as the cost of the top layer.

6) In addition to adding up the cost-per-packet contributions
or each resource, to packet delivery cost associated with a
certain node or link, in a certain layer, these contributions
to the cost of delivering a packet need to be recorded,
in association with that node or link, together with any
relevant details.

Note: the clients of a resource must exist in higher layers,
and the resources used by any packet, at a certain link or
node, must be from layers at or below the layer where the
link or node resides. However, to pin down this relationship
more tightly, it is desirable that we focus only on the resources
used in the layer immediately below, plus the cost of the
facility at that layer, of a certain link or node, and when we
consider clients, only the client links or nodes in the layer
immediately above. The relationship between layers further
apart can be inferred from the relationship between adjacent
layers. If adjacent layers have a valid cost relationship, the
relationship between all layers will be valid.

Some principles imply a greater degree of attention to detail
than has been typically applied in optimization software in the
past. On the other hand, the task of managing cost assignments
is also potentially made easier now that we can see, more
easily, where the mistakes are taking place.

In particular, according to principle (6), we will be able
to check that the cost of each resource is fully accounted
for. In other words, if we do the job properly, or even with
some mistakes, the place where the mistakes are occurring will
be obvious, and therefore easy to correct. In addition, if we
carry out this cost assignment task in a system, like Netml,
where all the data associated with a network can be visually
displayed, we can not only check for costing mistakes, but
visually display them, so that they can be seen at a glance.

V. EXPERIMENTS

Experiment 1 Cost Validation

The implementation of the MMA in Netml produces a
cost report in which costs for each layer are broken down by
resources, and also by traffic. An example of such a report, on
the layered design of the network shown in Figure 2, is shown
in Figure 3. Costs calculated by links and costs calculated via
traffic are virtually identical for all layers in this report, despite
the fact that the sequence of calculations used to derive these
two figures are very different.

Because the MMA algorithm is defined solely on the
principle of always choosing the cheapest option according
to price, there are no restrictions on the complications and
variations of technology and deployment of technology that it
can accomodate. However, accurately incorporating all these
features can be quite difficult. For some combinations of
features, the designs produced by the MMA in its current
implementation does not produce valid reports (in which costs

Fig. 2. A six node example network with Netml labeling of nodes and links

Cost Report for Network sixnodePt
Cost Per Layer and Module Type

Layer 0
opticalmod: number of modules (of type 0): 7 ($100000 per module) , total cost for modules: $700000
Discount for unutilised capacity: $ 0.0
Total cost of Layer 0 and below: $700000

Layer 1
wdmmod: number of modules (of type 0): 20 ($100 per module) , total cost for modules: $2000
Discount for unutilised capacity: $ 0.0
Total cost of Layer 1: $2000.0
Total cost of Layer 1 and below: $702000

Layer 2
ethmod: number of modules (of type 0): 10 ($10000 per module) , total cost for modules: $100000
Discount for unutilised capacity: $ 0.0
Total cost of Layer 2: $100000.0
Total cost of Layer 2 and below: $802000

Layer 3
IP: number of modules (of type 0): 12 ($10000 per module) , total cost for modules: $120000
Discount for unutilised capacity: $ 0.0
Total cost of Layer 3: $120000.0
Total cost of Layer 3 and below: $922000

Cost Per Layer and Traffic Flow from cost-per-packet
This network has 4 layers and its average packet size is 1000
Layer 0.
trafficname: traffic(bits/s) x price = cost-below + transport + flowsetup

+ pathsetup = cost-for-traffic
T_link_3_Lay1_final_20_467: 500000 pkts/s x 0.2$/packet = 0 + 100000 + 0 + 0 = $100000 ( 100000 )
T_link_4_Lay1_final_20_468: 250000 pkts/s x 0.4$/packet = 0 + 100000 + 0 + 0 = $100000 ( 100000 )
T_link_7_Lay1_final_20_469: 250000 pkts/s x 0.4$/packet = 0 + 100000 + 0 + 0 = $100000 ( 100000 )
T_link_9_Lay1_final_20_470: 500000 pkts/s x 0.2$/packet = 0 + 100000 + 0 + 0 = $100000 ( 100000 )
........
Total cost of Layer 0 and below: $700000.000000 (700000)
........

Fig. 3. Cost report for the six node example network

calculated via links equals the cost calculated via traffic). In
these cases we cannot rely on the MMA to produce good
designs.

Experiment 2 Impact of Invalid Costs

To observe the effect of (1) failing in a controlled way
we can introduce an error in the calculation of costs. Such an
error can easily be introduced by setting the parameters for
the introductory discount on virtual links, which is a facility
in the MMA which enables the algorithm to successfully
deploy virtual links, when they are appropriate, so that the
introductory discount doesn’t reduce (as it is meant to), but
remains the same throughout the iterative algorithm. When
this is done, the algorithm chooses to use many virtual links,
producing a design which is far from optimal. The resulting
design in shown in Figure 4 (See netml.org).

When we check (1) in this example, we find that it fails by
a substantial margin. Furthermore, the cost of the higher level
layers, when calculated by traffic, is significantly lower than
when calculated by adding up the resources. This is why the
MM algorithm is diverted into making more and more use of
paths which increase the real cost of the network.



Fig. 4. The six node example network designed with invalid discount settings
links in red are virtual)

When the introductory discount on virtual links is correctly
configured, so that it reduces to zero during the iterations of the
algorithm, the design no longer has a large number of virtual
links, and is much cheaper.

VI. CONCLUSIONS

We have proposed the idea of using a principle similar to
double entry bookkeeping to validate network cost models and
thereby the implementation of network design optimization.
The key validation technique is to ensure that total network
cost calculated from traffic is the same as total network cost
calculated from summing the cost of modules. We have also
shown theoretically that this principle justifies pricing based
optimization. We have provided two examples that illustrate
the importance of this principle, one illustrating how double
entry bookkeeping ensures correct results and one which shows
that optimization fails when the prices are invalid.
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