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Abstract 

Observations of both Ethernet traffic and variable bit 
rate (VBR) video traffic have demonstrated that these 
traffics exhibit “self-similarity” and/or infinit l e asymp- 
totic index of dispersion for counts (IDC). We report 
here on measurements of traffic an a commercialpublic 
broadband network where similar characteristics have 
been observed. For the purpose of analysis and di- 
mensioning of the central links of an ATM network 
we analyse in this paper the performance of a single 
server queue f e d  b y  Gaussian trafic with infjlnite IDC. 
The analysis leads t o  an approximation fo,r the per- 
formance of a queue in which the arriving trafic is 
“fractal” Gaussian and consequently where there does 
not exist a dominant negative-exponential tail. The 
term ufractal” is used here in the sense thtzt the au- 
tocovariance of the traffic exhibits self-similarity, that 
is to say, where the autocovariance of an aggregate of 
the trafic is the same, or  asymptotically the same for 
large time lags, as the original traffic. We are not con- 
cerned with proving or exploiting this self-similarity 
property as such, but only with performancle analysis 
techniques which are effective for  such processes. In 
order to be able to test the performance analysis for- 
mulae, we show that trafic with the same arutocovari- 
a w e  as measured an a real network over a wide range 
of lags (sufficiently wide a range for the traffic to be 
equivalent from the point of view of queueing perfor- 
mance) can be generated as a mixture of two Gaussian 
AR(1) processes. In this way we demonstrate that the 
analytic performance formulae are accurate. 

1 Introduction 

Future network developments are likely to be based 
heavily on Broadband ISDN (B-ISDN). Acc’ording to 
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standards developments, B-ISDN uses Asynchronous 
Transfer Mode (ATM) switching equipment. In ATM 
networks, 513 octet cells are switched according to in- 
formation contained in their headers between ATM 
switches. VVhen cells arrive at  a switch, they may be 
stored in a buffer awaiting transmission to their new 
destinations. If within a certain period of time the 
number of arriving cells, which may come from differ- 
ent and often bursty sources, is larger than the number 
of cells that can be served, the buffer may overflow and 
cells may be lost. For data services, such cell loss leads 
to retransmissions which delay messages, or may even 
cause network congestion collapse. In video services, 
cell loss reduces picture quality. Therefore, designers 
of ATM networks are faced with the challenge of how 
to provide required quality of service hut still maintain 
sufficient network utilization to operate an economi- 
cally viable network. In particular, there is a need for 
effective tools for dimensioning and connection admis- 
sion control. In fact, problems related to bursty traffic 
characterization and performance evaluation of statis- 
tical multiplexers have been considered amongst the 
most important teletraffic research challenges during 
the last 15 years See for example [lO], [14] [18], [20], 
[22], [25], [27], [29], [30], [31] and references therein. 

In [3]-[SI we have prolposed a new traffic model based 
on a stationary Glaussian process which can be used as 
a model of a superposition of a quite large variety of 
processes including the autoregressive model of [25]. It 
has the following, three important characteristics: (1) 
it is more general thain some of the other traffic mod- 
els, (2) it is amenable to queueing analysis, and (3) 
it is closed under superposition without the difficulty 
of computing performance measures increasing as the 
number of superposed processes increases. It is worth 
mentioning that the analysis of correlated Gaussian 
queues in [3#]-[8] extends beyond that of [13, 281 (and 
references therein) which provide solution only under 
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heavy traffic conditions. Results for the full range of 
utilization value are especially important in cases of 
ATM statistical multiplexers where quality of service 
requirements are related to very low loss probability 
and low utilization. 

Although the introduction of the Gaussian traffic 
model with its queueing related analysis seems to be a 
useful step in queueing theory, it is not general enough 
to produce accurate queueing performance results in 
many practical cases of queues fed by real life traf- 
fic streams. This is due to two reasons: (1) the re- 
sults of [3]-[S] only provide the negative exponential 
tail of the unfinished work distribution. That is they 
rely on the fact that the tail is dominant, and that 
index of dispersion for counts (IDC) (or the autoco- 
variance sum) is finite, and (2) they rely on the as- 
sumption that the amount of work ariving within a 
time interval has a Gaussian distribution. Work in 
[2, 16, 23, 241 and references therein show that this 
is not always the case. Real traffic, both data and 
video, exhibit in many cases “fractal” characterization 
with self-similarity and infinite (or very large) IDC (in 
such a case the tail of the unfinished work distribution 
is not dominant), and the tail of the distribution of 
the amount of work arriving within an interval is very 
heavy. Following these discoveries there were several 
contributions to model fractal traffic (see [17],[32] and 
references therein), and to develop mathematical tools 
for performance evaluation of queues with fractal in- 
put [15, 261. In this paper we use the term fractal 
to refer to processes that exhibit randomness at all 
time scales, and in particular processes for which the 
variance of the amount of work arriving within an in- 
terval of size n has greater than linear growth for a 
considerable range of n values. In fact we shall limit 
ourselves to the case where for large n the variance 
of the amount of work arriving in a time interval of 
length n is proportional to nP for some ,Ll between 
1 and 2 . The traffic will be considered to be “frac- 
tal” when ,8 > 1 . The special case where the amount 
of work arriving in an interval is Gaussian will be re- 
ferred to as fractal Gaussian. 

The contributions of this paper are as follows: (1) 
measurements of traffic in a commercial, public broad- 
band data network are reported which demonstrate 
that this class of traffic is “fractal”, (2) development 
of a model for fractal traffic based on a combination 
of two first order autoregressive (AR(1)) processes, 
and (3) derivation of approximate queueing perfor- 
mance results for a queue fed by Gaussian fractal traf- 
fic (which is tested by simulation, using the model 
based on AR(1) processes), extending the work of [3]- 

(81 to the case where the unfinished work distribution 
does not have a dominant negative exponential tail 
(see [14] which recommends caution when relying on 
dominant tail). The queueing performance result is 
consistent with that provided in [26] and further dis- 
cussed in [15] with the difference that the formulae 
provided here include a term for the mass of the prob- 
ability distribution and hence can be used for explicit 
computation of probabilities. 

2 The Model 

Consider a FIFO single server queue. Let time be di- 
vided into fixed length sampling intervals. The model 
allows arbitrary choice of interval length. Let A, be 
a continuous random variable representing the amount 
of work entering the system during the n t h  sampling 
interval. The process {Am} is assumed to be sta- 
tionary and ergodic. Let A be the arrival rate, i.e. 

Let T be a fixed number representing the amount of 
work which can be processed by the server per sam- 
pling interval. We assume here for simplicity that the 
service takes place at the end of the interval. As usual, 
the utilization p is defined by p = X/T. Let the se- 
quence of continuous random variables Y, be the net 
input process defined as 

x = E{Am} . 

Y, = A,  - T. 
Let V, represent the unfinished work at the begin- 
ning of the n th  sampling interval. Using the above 
notation, the system unfinished work process, for the 
case of infinite buffer, satisfies Lindley’s recurrence re- 
lation: 

(1) 

Vn+l = (V, + y n ) + ,  n 2 0, (2) 
where Vo = 0 and where X +  = X if X 2 0 and 
X +  = 0 otherwise. The choice of sampling interval 
length should be made in a way which justifies the 
other assumptions of the model. For example, if the 
interval is too long, (2) will not be a good model of the 
queueing system. For further discussion of the choice 
of sampling interval, see [6]. 
Let m be the mean of the net input, that is m = A- 
T . A necessary and sufficient condition for queueing 
stability is m < 0 . Let a2 = Var{Y,}. 
The concept of the asymptotic variance rate of a sta- 
tionary and ergodic stochastic process {Z,} , denoted 
by VR ({ 2,)) for short, is defined by 

A 
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or VR({Zn}) = Er=-, Cov(zn, zn+k)  
In particular, let v = VR({Yn}) , the asymptotic vari- 
ance rate of the net input process. Notice that the 
autocovariance sum as defined in [4, 51 and denoted 
there by S is related to the asymptotic variance rate 
by v = u 2 + 2 S .  
Also note that the index of dispersion for counts [20], 
denoted I, , is related to v by 

v = IcA (4) 

In many cases, the performance of a Gaussian queue 
with infinite buffer can be approximated by its neg- 
ative exponential tail. From [4] the tail dlistribution 
(and actually the entire distribution) is approximated 
by : 

where 

and 

where 

2m 
s* = -. 

V 

- S*$(-m,a) c = -  

erf (-37) 
(7) 

and 

U =2 x 
$ ( x , u )  = - e - s  - - erfc -. 

J21; 2 

The function $(z ,a )  represents the mean of the 
random variable X+ , where X is a normally dis- 
tributed random variable with mean -x and stan- 
dard deviation U . 
These queueing performance estimates (assuming 
dominant tail), as well as those for finite buffer pre- 
sented in [5], are expressed in terms of the traffic pa- 
rameters m , u2 and v only, together with the size 
of the buffer in the case where it is finite. The for- 
mula for s* can also be derived by large deviations 
theory as in [19], although this approach has not so 
far been fruitful1 in deriving expressions for the mass 
of a negative-exponential tail as far as the present au- 
thors are aware. Because the service rate T is fixed 
and independent of the traffic, the critical three traf- 
fic parameters are X , U' and v . These three pa- 
rameters are additive. That is, the paramieters of a 
superposition of j independent processes with pa- 
rameters & , U; , vi , i = 1 , . . . , j , are given 

by X = Ai , = U; , atnd v = xi=, vi . 
Because tlhe service rate is constant, u2 = Var{An} , 
and v = VR({-An}) . 
Because the performance results are expressed in 
terms of three parameters only, if the three param- 
eters are h i t e  and the tail is dominant, the simpler 
first order autoregressive Gaussian process, which can 
realise any feasible values of these parameters, can be 
used to model stationary ergodic Gaussian traffic for 
the purpose of queueing performance evaluation [7]. In 
the next slection we use a superposition of two AR(1) 
processes to model traffic with long term correlation. 
In this paper we are interested in the case where v 
is infinite. In particular, we are considering the case 
where 

n-1 

V(n!) = V a r { x  Ai)  (10) 
i = O  

satisfies 

V(n)/an@ + 1 (11) 

as n -+ OCI , where 1 < p < 2 . This is equivalent to 

The latter is useful in obtaining B .  Simply plot 
logV(n) versus log(n) and the slope is /3 . 
This assumption is consistent with real traffic mea- 
surements taken on IFASTPAC. FASTPAC is an Aus- 
tralian high speed data network providing services of 
2 Mb/s and 10 Mb/s. FASTPAC is based on inter- 
connection of DQDE) subnetworks in all major cities 
in Australia. The tr&ffic measurements were taken by 
a bus monitor which count the nunnber of segments 
within every consecutive time interval. Each time in- 
terval is of the order of 1 millisecond. The measure- 
ments were taken in at central point of a major city and 
represent a, supe~posiition of many sc)urces. The mea- 
surements were taken for a period of one busy hour 
on six different days: March 29 and April 11-15, 1994. 
The results, of thie measurements are presented in Fig- 
ure 1. These results are exciting not only because they 
justify the assumption of Eq. (11) (in fact this result is 
approximately correct not just as a limit, but even as 
an equation) but also because they demonstrate that 
the value oif /3 (the slope for the different days in Fig 
ure 1) does not change significantly from one day to 
the next. This is consistent with results for ethernet 
traffic presented in [24]. 
It is imporlant to clarify the relationahip between our 
parameter /3 and equivalent parameters used in the 
literature [16, 23, 2411. The relationship between our 
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p and the parameter p of [16, 23, 241 is: 

our p = 2 - their p. 

The relationship between our p and the Hurst pa- 
rameter H is: 

our p = 2 H .  

Clearly, because the service rate is constant we have 
that 

n-1 

v(n)  = v a r { C  y i ) .  (13) 
i = O  

If ,B > 1 then we have what we call fractal traffic. In 
this case the tail of the unfinished work distribution is 
not dominant and using Eqs. (5) - (9) directly for the 
unfinished work distribution will not provide accurate 
results. In Section 4 we show how Eqs. ( 5 )  - (9) can 
nevertheless be used to provide accurate performance 
evaluation for fractal Gaussian queues. 

3 Fractal Traffic Modelling 

In this section we use processes which are amenable to 
queueing analysis namely Gaussian processes (in par- 
ticular mixture of two AR(1) processes) and demon- 
strate that they can capture the behaviour of V ( n )  
as defined by Eq. (11) for any value of p within 
1 < /3 < 2 . At first one may regard an Autoregressive 
Gaussian process as not suitable for modelling traffic 
streams where v = CO . This is because for an Au- 
toregressive Gaussian process v is finite. However, 
it must be made clear that for the purpose of perfor- 
mance evaluation, it is enough to have a traffic model 
in which V(n) behaves according to Eq. (11) up to 
a certain large value of n and not for all n . This 
fact is consistent with experimental results and will be 
theoretically justified in the following sections. In this 
section we show how we can have a Gaussian traf- 
fic model which has the same values for V ( n )  as a 
given real life stream for a large n . We shall begin 
with some comments on the AR( 1) process as a traffic 
model. For a more thorough treatment of this model, 
including performance analysis results, see [7]. 
Assume that A, (the number of arrivals in an inter- 
val) is an AR(1) process, i.e., 

-. 
A, = aA,-1 +bun, (14) 

where fin is Gaussian with mean 7 and variance 
a2 , and a and b are real numbers with 1.1 < 1 . 

This model was proposed in [25] for a VBR traffic 
stream generated by a single source of video telephony. 

The A, s can be negative with positive probability. 
This may seem to hinder the application of this model 
to real traffic processes. However, in modelling traffic 
we are not necessarily interested in a process which is 
similar in every detail to the real traffic. What we are 
interested in is a process which has the property that 
when it is fed into a queue, the queueing performance 
is similar to that of the queue fed by the real traffic. 
Note that although a negative amount of work may 
join the queue, by Lindley's recurrence relation (2), 
the queue size always remains nonnegative. 

(In [25] 32 = 1 3) 

BY (141, 
7b 

(1 - a ) '  
E{A,} = - 

so 

m = E{Y,} = E{A,} - r = - qb - 7, 
(1 - a)  

and 

b2Z2 
(1 -az )> '  

u2 = VAR{Y,} = VAR{A,} = - 
The utilization is given by 

It can be shown by standard derivations that the value 
of v(n)  = Var Ak is given by 

or 

n(1- an) a - na" + un-tl(n - 1) 
V(n) = 2a2[ - ]-nu2. 

l - a  (1 - a)2 
(20) 

When n + 00 we get 

n 
v ( n >  = 2u2[--- - AI - nu2 

l - a  (1 -a )2  
l + a  ~ ( n )  = nu'- - 2 u 2 a  
l - a  (1 - a)2 

Which is linear in n . As expected, in this case p = 1 
and v is finite. 
However, for a fixed arbitrarily large n when a ap- 
proaches 1,  by Eq. (19), 

8b.l.4 
980 



4 Queueing Analysis 
V(n) M u2n2. 

This tells us that if a is very close to 1, the slope of 
logV(n) versus log(n) will be equal to 2 for a long 
time until n takes a value which is large enough so 
that the first limit becomes significant and then the 
slope will slowly change to 1. Therefore we can main- 
tain “fractal” characteristics for an arbitrarily large 
n . In fact, we can generate “fractal” (i.e. traffic with 
V(n) of the form np ) traffic for any slope /? by 
mixing together 2 AR(1) processes: one with small a 
(less than 0.8 say) which contributes a slope of 1 from 
the beginning, and one with a large a (0.9999 say) 
which contributes a slope of 2 for a large in . 
We demonstrate in Figure 2 that indeed it is possible 
to obtain an accurate fit for V(n) of a real FASTPAC 
traffic stream. In this figure we fit a mixture of 2 
AR(1) processes to the traffic stream measured during 
one hour on April 13,1994. The parameters of the first 
AR(1) are a = 0.999999 , b = 0.0011 , r) = 0.0005, 
g2 = 0.85, and for the second: a = 0.6 , b = 2.2 , 
r )  = 0.03, C2 = 0.85. The proportions are 0.1 and 
0.9. That is, the mixed traffic is obtained by adding, 
in every interval, 0.1 of the work obtained from the 
first AR(1) and 0.9 of the work obtained from the 
second AR(1). The values of a2 were 0.514 and 6.428 
for the first and second processes respectively. The 
parameters of the mixed traffic processes are given by 

Amixture = 0.1 x A 1  + 0.9 x A2 

Var(n),ixture = 0.1’ x Var(n)l + 0 . 9 ~  x ~ a r ( n ) 2  

aiixture = 0.1’ x (71” + 0.g2 x (7; 

where A i  , U: , and Var(n)i are the parameters of 
the i th process for i = 1 , 2  . 
To fit the mean of the FASTPAC traffic all we need is 
to add (or subtract) a constant bit rate (CBR) process 
to the mixed process. The rate of this CBR process 
should be equal to the difference between the mean 
of the FASTPAC traffic and that of the mixed AR(1) 
process. 
Although we were able to fit the V(n) using a mix- 
ture of 2 Gaussian AR( 1) processes, this did not pro- 
vide accurate queueing results for the range of prob- 
abilities that we are interested in (between - 

). In fact it underestimated the loss probabil- 
ity by several orders of magnitude. We can speculate 
that this is because the real traffic does not have a 
Gaussian marginal distribution. In [9] we present a 
heuristic method to obtain queueing performance for 
queue fed by self similar traffic with general marginal 
distribution. 

In this section we show how the work in [3]-[8] can be 
extended Ita, cases where v is infinite and the tail of 
the unfinished work distribution is not dominant. The 
probability distribution of the unfinished work in frac- 
tal queues can be viewed as a ‘moving’exponential. I n  
other words , 

1P{Va, > t }  w E(t)e-)t (21) 

(where s * ( t )  <: 0 ). we use the results of [3]-[8] tto 
compute c ( t )  and s * ( t )  for ever!! t in a case of 
fractal Gaussian queues. We then test the results om 
a mixture of two AR(1) processes als in the previous 
section and we demonstrate that the method provides 
a very accurate approximation for the unfinished worlk 
distribution in this case. 
Queueing imodels for fractal traffic are becoming avail- 
able in the literature [15, 261 although not with quite 
the degree of dletail that the practilioners need. For 
the purpose of the present paper, we exploit the ob- 
servation in [lti, 261 that the value of the comple- 
mentary waiting time distribution att argument t is 
equal to the probability that one of the quantities 
Sk;n+l - - Yk-n tl + , . . + Yk , as n varies, exceeds t . 
This observatioii follows, in turn from the well known 
formula 

V, = max§,k-n+l 
n>O 

which is best known from [ll]. It is sufficient if we 
limit consideration to n in the region where the prob- 
ability P{§,k-,+, > t }  is greatest, for the probability 
that the olher §,k-,+l ’s exceed t will be relatively 
small. 
Let n* denote the integer which maximises 
P(S,k-,+, > t }  (by stationarity this probability does 
not depend on k. ). For example, suppose {Yk}k/o 
is stationary and Gaussian and by ( 11) and (13) 

Because S’-,+, is a Gaussian random variable with 
mean mn and variance V(n) , by definition 

Because. eirffc is a decreasing function, the maximum 
of P{Sj-n,,l > t }  occurs a t  the minimum of 

( t  - mn)2 
V(n) 

f(n) = 
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which is at  n1 

To convert this into an approximate formula for the 
workload distribution, we apply the existing queueing 
results for Gaussian queues with finite IDC given by 
Eqs. (5) - (9) for an appropriately selected non-fractal 
Gaussian queue. Note that the non-fractal (i.e. P = 
1 ) Gaussian queue achieves the maximum of 

- when n = n = . The appropriately matched non- 
fractal Gaussian queue will be one where the proba- 
bility (23) for the non-fractal queue with n = E is 
the same as in the fractal queue when n = n* . Thus, 
we must choose v , the AVR of the matching queue 
so that 

t - G m  t - n * m  - -- a d m -  
from which we obtain, 

To compute P{Vm > t} we substitute this value in 
Eq. ( 6 ) .  Then we use this value of s* to compute 
E ,  and then put s* and c“ in Eq. (5) to obtain the 
required probability. Thus we now have the values 
for s* and C as a function of t for the “moving” 
exponential distribution. 
This procedure is expected to give accurate results for 
P{VW > t} because the queueing system with finite 
IDC modelled by (5) - (9) and the queueing system 
we wish to analyse have similar joint distributions for 
S i -n+ l  for , n near the place where the probabili- 
ties P{Sj-n+l > t }  are greatest - they have identical 
probabilities of exceeding t for the corresponding n 
( n* and Fi ), and their variances as n varies also 
bear some similarity, indicating that it is not just the 
marginal distributions which are similar but even the 
joint distributions, as n varies, in the vicinity of n* 
or E .  
By this means we obtain the approximation (21) for 
the workload distribution of a queue fed by fractal 
traffic. Note that this technique is not limited to the 
case where equality holds for all n in ( l l ) ,  although 

when this is the case, the formula becomes more ex- 
plicit. In the case where equality holds in (ll), we 
can compare the decay rate of the moving exponential 
(21) with the formula in [26]. We have 

- 2 H  2 = - (1 -  H ) - 2  
1y 

which is consistent with the results of [26]. This should 
cause no surpise, because the derivation is based on 
a very similar idea. Furthermore, in [15] this result 
is shown to be asymptotically correct. The present 
argument is less precise in its conclusions than that of 
[15], however it has the advantage that it also yields an 
approximation for the mass of the moving exponential 
formula for the workload distribution. Note also that 
for large (or even moderate) v , and hence for large 
t , the formulaefor F converges to e + ( - m , o )  so 
that dependence on t in (21) is largely confined to the 
exponent. In fact, numerical tests have demonstrated 
that performance results are almost not affected when 
we use +$(-m,u) for c(t> in (21). 
We have tested these results for the mixture of two 
AR(1) processes discussed in the previous section. In 
Figure 3 we compare between analytical and simu- 
lation results and we see a very strong agreement. 
The utilization in the runs of Figure 3 is taken to be 
1/3. We also present in Figure 3 analytical results 
based on the tail where we use the v as defined by 
v = VR({Yn}) where VR( ) is defined in Ea. (3), 
and we demonstrate that the tail cannot be used to 
accurately predict performance of queues fed by frac- 
tal traffic. In fact, because in this case v is very 
large, the results for the probability of the unfinished 
work being greater than a given threshold, based on 
the tail, do not change much with the threshold - in 
a log scale the performance curve is almost parallel 
to the horizontal axis. This is definitely not what is 
demonstrated by the simulation results. 
This is consistent with [14] which argues that effective 
bandwidth based on the tail is not always effective. 
This suggests a modification to the definition of effec- 
tive bandwidth for a Gaussian queue which should be 
based on Eqs. (22) and (24). 
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5 Conclusions 

We have extended our performance results on Gaus- 
sian queues to cases where there is no dominant 
negative-exponential tail of the unfinished workload 
distribution. We have demonstrated that by using a 
mixture of two AR(1) processes, we can fit the V (n )  
function, and thus generate traffic with variability in 
different scales and long term dependencies. We have 
also obtained accurate queueing performance results 
for correlated queues where the marginal distribution 
is Gaussian including the case where the negative ex- 
ponential tail of the unfinished work distribution is 
not dominant. 
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