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Improving Scalability of VoD Systems by Optimal
Exploitation of Storage and Multicast

Chamil Jayasundara, Moshe Zukerman, Thas A. Nirmalathas, Elaine Wong, and Chathurika Ranaweera

Abstract—Today, video-on-demand (VoD) systems are chal-
lenged by a growing number of users, growing sizes of libraries,
and increasing video streaming rates. Therefore, scalability and
the bandwidth efficiency of VoD systems have become important
considerations. In this paper, we propose a scalable and band-
width efficient delivery scheme for VoD systems, which optimally
exploits the storage and multicast capabilities to reduce the
consumption of server capacity resources. Our proposed scheme,
which we call pre-population assisted batching with multicast
patching (PAB-MP), facilitates video multicast from the server
by strategic pre-placement of initial segments of videos at the
end-users’ devices. Using an analytical approach, we show how
the parameters for the PAB-MP scheme can be selected to achieve
optimal performance. Moreover, we propose methods to replicate
and place the initial video segments (IVSs) across the end-users’
devices such that load arising from IVSs is evenly distributed
among user-nodes. Using simulations, we show that our proposed
scheme effectively reduces the load on the server especially under
high load, while imposing less burden on individual user nodes.
Simulation results indicate that our proposed PAB-MP scheme
is significantly more scalable than the other popular approaches
that exploit multicast and storage.

Index Terms—Batching, content distribution, load balancing,
multicast, pre-population, Video-on-Demand

I. INTRODUCTION

THE on-demand video traffic volume is estimated to
increase by a few orders of magnitude in the next few

years as the number of users, streaming rates and library sizes
grow [1]. Thus, efficient and scalable delivery mechanisms are
becoming critically important to achieve sustainable IP video
services. Typical Video-on-Demand (VoD) systems use unicast
to deliver videos from servers to users. However, this approach
is not efficient since it requires a dedicated unicast stream to
be allocated for each user, as long as the user watches the
video. Moreover, scalability is a serious limitation of unicast-
based VoD systems since the bandwidth consumption increases
linearly with the number of simultaneous users watching the
videos. Consequently, many researchers have studied ways to
improve the efficiency of VoD delivery by enabling group
delivery methods such as broadcast and multicast using various
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strategies [2]. Likewise, strategically placing the video content
in distributed storages is another widely used approach to
optimize VoD delivery [3], [4]. While both multicast based ap-
proaches and storage based approaches have shown significant
promise on their own, the scalability of the VoD system can
be further improved by strategic exploitation of both multicast
and storage capabilities.

In this paper, we propose a scalable and efficient deliv-
ery scheme for VoD systems, which we call pre-population
assisted batching with multicast patching (PAB-MP). In this
scheme, a strategic selection of initial video segments (IVSs),
is pre-populated in each end-user’s equipment, such that the
server’s bandwidth consumption is reduced. Pre-population of
IVSs in the user equipment allows VoD server to delay the
delivery of video streams while user equipment plays those.
This facilitates the VoD server to serve a batch of requests
using a single multicast stream. Analytically, we show how
the parameters for the proposed scheme can be selected to
achieve the optimal performance. Moreover, we discuss how
the IVSs can be replicated and placed across user equipment
such that the load arising from these IVSs is dispersed.

We use simulations to evaluate the performance of our
PAB-MP scheme and to compare it to existing schemes. We
show that our scheme significantly reduces the aggregated
bandwidth consumption of the VoD server, especially during
high load conditions. Our results indicate that our proposed
PAB-MP scheme provides improved performance over existing
schemes as it is able to optimally exploit storage and multicast
capabilities. Furthermore, our results also indicate that the load
imposed on individual user nodes due to the implementation
of our proposed scheme is evenly dispersed among user nodes.

The rest of the paper is organized as follows. In Section II,
we discuss related work. The PAB-MP scheme is introduced in
Section III. In Section IV, the PAB-MP scheme is analyzed and
expressions for performance metrics are derived. Selection of
optimal set of IVSs that maximizes the scheme’s performance
is discussed in Section V, and D-PLO algorithm is proposed
for this purpose. In Section VI, replication and placement of
the pre-populated IVSs across user nodes are investigated and
GRASAR and GIP algorithms are proposed. The simulation
setup and results are discussed in detail in Section VII and
the paper is concluded in Section VIII with a short summary.

II. RELATED WORK

Early studies proposed request batching to facilitate multi-
cast for the VoD delivery [5], [6], [7]. In batching, multiple
requests for the same video that arrive within some time win-
dow are grouped together and served using a single multicast
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stream. A variation of batching is periodic broadcast [8], [9],
[10], [11]. In these approaches, videos are fragmented into
segments and each of these segments is proactively broadcast
in a dedicated channel over regular intervals. The main short-
coming of request batching approaches is the start-up delay.
That is, users have to wait until next multicast cycle of the
first segment in order to start the video playback if they miss
a cycle. Various strategies such as Pyramid broadcasting [8],
Skyscraper broadcasting [9], and Harmonic Broadcasting [10],
have been proposed to minimize this delay.

Patching is another class of schemes that enables the
exploitation of multicast [12], [13], [11]. Unlike batching
schemes, patching schemes do not introduce start-up delays.
In patching, a user who initially requests a particular video is
served by transmitting a stream from the server that runs the
entire length of that video. Clients, who request the same video
subsequently, join this multicast stream and buffer the received
frames while retrieving the missing leading portions from the
server via unicast patch streams. However, requesting clients
are restricted from joining any ongoing multicast streams in
order to keep the unicast patches short. Hence the clients who
requests the video after some threshold time of the previous
multicast stream, are served by a new multicast stream [11].

Likewise, content pre-population approaches are also been
widely studied to improve the performance, scalability as
well as the energy efficiency of VoD systems [14], [15],
[16], [17], [18]. In those approaches, the video content is
proactively stored at storages located close to users during
off-peak periods. A wide range of storage locations [3] from
customer set top boxes or residential gateways [16], [19] to
external proxy servers located closer to users [17], have been
considered in the literature.

Our proposed PAB-MP scheme differs from all the afore-
mentioned methods as it strategically combines the benefits of
both content pre-population and patching. Moreover, unlike in
batching, users do not experience start-up delays under the
proposed scheme as the locally stored IVSs are immediately
played back to the users upon receiving the requests.

Perhaps, the most related to this work are the Unicast Patch-
ing with Prefix Caching (UPatch) scheme proposed in [15]
and the Multicast with Cache (MCache) scheme proposed
in [20]. In both these schemes, a selection of video prefixes
is cached in a proxy server located close to the users, such
that multicast can be used for the VoD delivery. This is in
contrast to our proposed method in which we pre-populate the
IVSs in the end user’s devices. Unlike UPatch and MCache
schemes, our proposed PAB-MP scheme optimally exploits
both storage and multicast. For example, whereas the UPatch
scheme [15] optimally selects video prefixes for the pre-
population, it does not use multicast for patching. In contrast,
our proposed PAB-MP scheme maximizes the exploitation of
multicast by using multicast for both full and patch streams
from the server. Therefore, as we also numerically demonstrate
in Section VII, our proposed scheme outperforms UPatch
scheme. On the other hand, while the MCache scheme [20]
uses multicast for both full and patch streams, it does not
consider the optimal allocation of video prefixes under a
constrained storage capacity. If we allocate identical IVS

Fig. 1. Simplified logical architecture of the video delivery network

lengths for all the videos, the performance of our proposed
PAB-MP scheme will be comparable to the performance of
MCache scheme. However, since we optimally select the IVSs
for the pre-population, our proposed scheme outperforms the
MCache scheme.

III. PRE-POPULATION ASSISTED BATCHING WITH
MULTICAST PATCHING (PAB-MP)

In this section, we introduce the PAB-MP scheme. Fig. 1
shows the simplified logical architecture of the video delivery
network. Note that in Fig. 1, only the components relevant to
our study are shown. This network consists of a video server
and a set of clients that communicate with the server via a
transport network. When the server receives a video request
from a client, the scheduler function of the server determines
when that video will be transmitted and notifies it to the
client using control messages. When the streaming begins, the
clients will either immediately playback the video data that
they receive, or buffer those for later use. We assume that the
user nodes within the same access network segment (e.g. set-
top-boxes (STBs) connected to an optical line terminal (OLT))
can efficiently communicate with each other at minimum cost
and without a delay, and we refer to such nodes as local nodes.

The basic idea behind our proposed PAB-MP scheme is to
pre-populate a strategic selection of IVSs in each end user’s
equipment, such that the bandwidth consumption of the VoD
server is minimized. Such a pre-population enables us to use
multicast for the VoD delivery. That is, we can transmit a
single stream from the server to deliver video data to multiple
destination nodes simultaneously. Due to the exploitation of
multicast, our scheme can reduce both server and network
bandwidth consumption if the transport network supports IP
multicast. Even in the worst case that the transport network
does not support IP multicast, we can potentially use an
application layer multicast technique for our proposed scheme
to reduce the bandwidth consumption of the server. Note that
in the current paper, we discuss the multicast functionality of
our proposed scheme only from the VoD servers perspective
and how these multicast streams are transported across the
network is beyond the scope of the current paper.

In our proposed scheme, we carry out the pre-population of
IVSs considering the set of all local nodes as a single unit.
For example, we treat the set of STBs that connects to the
same OLT as a single unit and pre-populate a set of IVSs to
this unit. All the IVSs in this set will be available to all the
local nodes without delay. The local nodes within an access
network segment collaboratively store these IVSs and thus a
single local node might not store all the IVSs in this set.
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When a user wishes to watch a video, the IVS of that video
is immediately played back to the user. At the same time,
a request is forwarded to the VoD server for the rest of the
video. However, the VoD server does not immediately start the
streaming. If there is no other pending requests for the video,
the server delays the streaming until the locally stored segment
is completely played. The server notifies the scheduled stream
start time to the user through control messages. Taking ad-
vantage of this offset, the server sends out a single multicast
stream to serve a batch of requests that arrives during this
delay period. The user, who originally request the video during
this period, directly playbacks the video data receive through
the multicast stream, whereas the other requesting users buffer
those video data for later use.

In addition to the aforementioned functionality, the proposed
PAB-MP scheme uses the following patching mechanism to
further optimize the VoD server’s bandwidth consumption.
When a user requests a video soon after a multicast stream
for that video is started, the server instructs the user to join
the ongoing multicast stream. The user equipment will buffer
the video data received via this multicast stream for later use,
while the server transfers the missing initial portion through
a patch stream. Once again, the VoD server delays the patch
stream until the locally stored IVS of that video is completely
played. Hence, the VoD server looks for other users whom
it need to patch for the same video, and delivers the patches
to all those users using a single multicast stream. Note that
our proposed scheme requires the server to send out, and
the clients to receive, multiple simultaneous streams. Since
all the multicast streams originate from the server and start
from the same time-point within the video, supporting multiple
simultaneous streams of the same video is not difficult for VoD
servers as they can usually support thousands of simultaneous
streams. Likewise, latest STBs enable users to watch one
channel while simultaneously recording multiple other chan-
nels [21]. Therefore, receiving multiple simultaneous streams
is not an issue for STBs.

Let V = {v1, v2, ..., vN} denote the set of videos, where
N is the total number of videos. A variable with the subscript
i indicates that it corresponds to video vi. Accordingly, let
Ti and wi be the total length and pre-populated IVS length
of video vi, respectively. Moreover, we use the following
terminology to refer to different types of streams from the
server. First, the streams from the server that provide the
entire remaining portions of the videos are referred to as full
multicast streams. Second, the streams which only provide the
missing portions of the videos are referred to as patch streams.

Note that it is possible patch all the requests that arrive
while there is an ongoing full multicast stream. However, it
might not be efficient to do so since the length of the patch
stream can be quite high for requests that arrive long time after
the starting point of a full multicast stream. Consequently, the
server bandwidth will be utilized inefficiently if such requests
are patched. Hence, it might be more efficient to start fresh by
scheduling a new full multicast stream to serve a request that
arrives after a certain time period. Thus, a patching threshold
τi, measured from the start of the most recent full multicast
stream is defined. The requests that arrive until τi seconds from

A request for video vi arrives

Is there
a full multicast

stream scheduled in
[tr, tr + wi]

?

Add the request to
the batch of requests

served by this full
multicast stream

Is there
an ongoing multicast
stream started within

[tr − τi, tr)
?

Schedule a full multicast
stream to start at tr + wi

Instruct the requesting
user to immediately join

this multicast stream

Is there a patch
stream scheduled within

[tr,min(tr + wi, tm + τi)]
?

Add the request to the
set of requests served
by this patch stream

Update the length of
patch stream to tr − tm

Schedule a patch stream
of length tr − tm to start
at min(tr +wi, tm+ τi)

yes

no

yes

no

no

yes

Fig. 2. PAB-MP server-side scheduling

the start of a full multicast stream are patched whereas a fresh
full multicast stream is scheduled for the first request arrive
after that. Patching threshold can also be thought of as the
maximum allowable length for a patch stream. We refer to the
time interval of length τi seconds, immediately following the
starting point of a full multicast stream, as patching window.

The PAB-MP scheme operates as follows. Suppose that a
client requests a video at time tr. The server first checks
whether there is a full multicast stream scheduled to start
during the interval [tr, tr + wi]. If such stream is scheduled,
the server adds the client to the set of clients served by
this scheduled multicast stream. Otherwise, the server checks
whether there is an ongoing full multicast stream that started at
time tm, such that tr−τi ≤ tm < tr. If there is such a stream,
the server instructs the client to join the ongoing multicast
stream immediately and checks whether there is a patch stream
scheduled for the interval [tr,min(tr +wi, tm + τi)]. If there
is no patch stream scheduled to start during this interval, the
server schedules a patch stream to start at min(tr+wi, tm+τi)
and sets the length of this patch stream to tr−tm. Conversely,
if there is a patch stream scheduled to start during the interval
[tr,min(tr +wi, tm+ τi)], the server adds the new request to
the batch of requests served by that scheduled patch stream
and increases the length of this patch stream to tr − tm. On
the other hand, if there is no full multicast stream scheduled
to start during [tr, tr+wi], nor there is a full multicast stream
that started during [tr−τi, tr), the server schedules a multicast
stream to start at tr+wi. In any case, users immediately start
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the playback using the IVS that is pre-populated. The server
side scheduling operation of our proposed PAB-MP scheme is
illustrated as a flowchart in Fig. 2. Note that the videos that
are not pre-populated will be delivered from the server as in
controlled multicast (CM) [22].

Fig. 3 illustrates an example scenario for the operation of
PAB-MP scheme. In Fig. 3, the horizontal axis represents
the time and the vertical arrows represent the video requests.
Moreover, the unshaded rectangles represent the pre-populated
IVSs, whereas the shaded and the textured rectangle represent
the full multicast and the patch streams from the server
respectively. In the illustrated scenario, the first request arrives
at t = 0 and there are no ongoing or scheduled full multicast
streams at that time. Thus, the server schedules a full multicast
stream to start at t = wi. Meanwhile, the client immediately
starts the playback using the pre-populated IVS. The server
sends out a single full multicast stream at t = wi to serve
all requests that arrive during the interval [0, wi]. The first
request, after the commencement of the full multicast stream,
arrives at t = t1,F . Since the server can delay the patching
by a maximum of wi, the server schedules a multicast patch
stream to start at t1,F +wi (suppose t1,F +wi < wi+ τi). All
requests that arrive during [t1,F , t1,F +wi] are patched by the
same multicast patch stream. The length of this multicast patch
stream is t1,L − wi, since the last request during this interval
arrives at t = t1,L. All requests that arrive before the expiration
of the patching threshold, i.e., in the interval (wi, wi + τi],
are patched in the same manner. The first request outside
the current patching window arrives at t = tk. The server
schedules a new full multicast stream to start at t = tk + wi
and the same process is repeated.

IV. SCHEME ANALYSIS

In this section, we analyze our proposed scheme and we
derive expressions for key performance metrics. We make
several simplifying assumptions for tractability. We assume
that user request arrivals at the VoD server follow a Poisson
process. Let λi be the request arrival rate for video vi. Recall
that the patching mechanism in our scheme requires the STBs
to temporary buffer the video data that received through the
full multicast streams, while the leading portions are been
played. We assume that we do not have any capacity constraint
for temporary buffering. This is without a loss of generality
as the worst case temporary buffer capacity required at the
end-user’s equipment is equivalent to the size of the largest
video in the library, which is not a significant issue given
the storage capacities available in latest STBs. However, we
assume that the storage space allotted for us in each STB to
store the pre-populated IVSs is limited. Moreover, we assume
that the streaming rate is the same for all the videos. Hence,
we measure the sizes of the videos and also the storage
capacities in seconds rather than in Bytes. Finally, we assume
that all the transmission and processing delays are negligible
so that the server can deliver the requested videos to the users
without delay. Note that the last two assumptions are made to
improve the clarity of the discussion and one can extend our
proposed methods to relax these assumptions. For example, if

Fig. 3. Operation of PAB-MP scheme

the transmission and processing delays are substantial, we can
add an estimate of those delays to the server side scheduling
algorithm to consider their effect. Moreover, it is not difficult
to modify our equations and the algorithms, to relax the
assumption of equal streaming rates.

We use the server bandwidth consumption as our perfor-
mance metric. Lower server bandwidth consumption implies
that the server can support increased number of users and
thus high scalability. We define the average server bandwidth
consumption due to video vi by:

Bi = d
E[Ai]

E[Si]
, (1)

where d is the video streaming rate, E[Si] is the mean time
duration between two consecutive full multicast streams of
video vi, and E[Ai] is the mean total length of video vi streams
(in seconds) that needs to be delivered from the server in order
to serve the requests that arrive during this time. The metric
Bi represents the average rate at which the bytes are sent out
from the VoD server to serve the user requests. This expression
for Bi can be proved more formally using renewal theory
(see a similar derivation in [22]). The average total bandwidth
consumption (ABC) of the server is obtained by summing Bi
across all videos as:

ABC =

N∑
i=1

Bi. (2)

It is not difficult to prove that the average time duration
between two consecutive full multicast streams in the PAB-MP
scheme is wi+τi+1/λi. Without loss of generality, we assume
that a full multicast stream starts at t = 0 for our analysis.
Hence, the requests that arrive during the patching window
[0, τi] are patched using multicast patch streams. All requests
that arrive during [−wi, τi] are served by the full multicast
stream that starts at t = 0. Hence, the total length of video vi
streams that the server needs to send out for the requests that
arrive between two multicast streams, is consists of: (a) the
length of the full multicast stream, Ti − wi, and (b) the total
length of all patch streams denoted by random variable (r.v.)
Li.

Let r.v. Y represent the number of patch streams of video
vi that the server sends out during a given patching window.
We consider a scenario in which exactly n patch streams of
video vi are served during a patching window, i.e., a scenario
where Y = n. This scenario is graphically illustrated in Fig.
4. In Fig. 4, t = 0 represents the point in time at which the
full multicast stream starts. For the ease of analysis, we divide
the patching window into patch intervals. The patch intervals
are the time intervals between any two consecutive streams
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Fig. 4. A scenario where n patch streams served during the patching window

of video vi coming out from the server. For example, first
patch interval is the interval between the full multicast stream
and the first patch stream; the second patch interval is the
interval between the first and second patch streams; the third
patch interval is the interval between second and third patch
streams, and so on. All the requests that arrive during a patch
interval are served by a single multicast stream which starts at
the end of that patch interval. Let µj denote the time duration
between the start of the jth patch interval and the arrival of the
first request during this patch interval. Then, for the scenario
shown in Fig. 4, the first patch interval is [0, µ1+wi], the
second patch interval is [µ1+wi, µ1+µ2+2wi], and so on.
Let uj be the arrival time of the first request during jth patch
interval, measured with respect to t = 0. As shown in Fig.
4, the first request during the first patch interval, arrives at
u1 = µ1 seconds. Since µi < τi and there are no patch streams
scheduled in the interval [µ1, µ1 +wi], the server schedules a
patch stream to start at µ1+wi (we assume µ1+wi < τi). This
scheduled patch stream initially has a length of µ1 seconds.
The length of this scheduled patch stream is updated whenever
a new request arrives during the interval [µ1, µ1+wi]. The last
request during this interval arrives at µ1+wi−α1 seconds, and
thus the length of the first patch stream eventually becomes
µ1 +wi −α1 seconds. Likewise, as shown in Fig. 4, the next
request arrives µ2 seconds after the starting time of the first
patch stream, i.e., at u2 = (µ1+wi)+µ2 seconds. Given that
u2 < τi and that there are no patch streams scheduled to start
during the interval [u2, u2 +wi], the server schedules a patch
stream to start at u2 +wi seconds (we assume u2 +wi < τi).
Since the last request during this second patch interval arrives
at u2+wi−α2 seconds, the length of the second patch stream
eventually becomes µ1 + µ2 + 2wi − α2 seconds. Likewise,
given that there are exactly n patch streams during the patching
window, the length of kth patch stream is

∑k
j=1 µj+kwi−αk

for k = 1, 2, . . . , n− 1.

There will be exactly n patch streams of video vi during
the patching window, if and only if:

1) un =
∑n
j=1 µj+(n−1)wi ≤ τi, because otherwise there

will be less than n number of patch streams during the
patching window.

2) un + wi + µn+1 > τi, because otherwise there will be
more than n patch streams during the patching window.

Henceforth, we refer to these conditions as n-patch conditions.

Theorem 1: The probability of serving exactly n patch
streams during the patching window is:

Pr(Y = n) =



0 if (n− 1)wi ≥ τi

γ(n, λ(τi−(n−1)wi))
(n− 1)!

if (n−1)wi<τi ≤ nwi

λne−λ(τi−nwi)(τi − nwi)n

n!

+
γ(n, λ(τi − (n− 1)wi))

(n− 1)!
− γ(n, λ(τi − nwi))

(n− 1)!

otherwise

(3)

where, γ(.) is the lower incomplete gamma function.
Proof: See Appendix A.

Note that the length of the 1st patch stream is µ1+wi−α1,
the total length of the 1st and the 2nd patch streams is 2µ1 +
µ2 + wi + 2wi − (α1 + α2), and so on, until the (n − 1)th

patch stream. Let the r.v. Ln−1 represent the total length of
first n− 1 patch streams of video vi. We can express this r.v.
as:

Ln−1i =

n−1∑
j=1

(
(n− j)µj + jwi − αj

)
. (4)

Therefore, the expected total length of first n − 1 patch
streams, given that exactly n patch streams are served during
the patching window, is given by:

E[Ln−1i |Y =n] =

n−1∑
j=1

(n− j)E[µj |Y =n]

+ wi

n−1∑
j=1

j −
n−1∑
j=1

E[αj |Y =n]. (5)

Theorem 2: The expected values of µ1, µ2, µ3, ...., µn con-
ditional on having exactly n patch streams during the patching
window is given by:

E[µj |Y =n] =

γ(n+1, λi(τi−(n−1)wi))
λin! Pr(Y =n)

if (n−1)wi<τi≤nwi

λni e
−λi(τi−nwi)(τi − nwi)n+1

Pr(Y =n)n!(n+ 1)

+
γ(n+1, λ(τi−(n−1)wi))−γ(n+1, λ(τi−nwi))

λin! Pr(Y =n)

if τi>nwi

(6)

for j = 1, 2, . . . , n.
Proof: See Appendix B.

Theorem 3: The expected values of α1, α2, α3, ...., αn−1
conditional on having exactly n patch streams during the
patching window, is given by:

E[αj |Y =n] =
1

λi

(
1− λiwie

−λiwi

1− e−λiwi

)
(7)

for j = 1, 2, . . . , n− 1.
Proof: See Appendix C
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Now, (5) can be further simplified using Theorems 2 and 3.
Substituting (6) and (7) in (5):

E[Ln−1i |Y =n]

= E[µ|Y =n]

n−1∑
j=1

(n− j) + wi

n−1∑
j=1

j −
n−1∑
j=1

E[α|Y =n]

=
n(n−1)

2
E[µ|Y =n]+

n(n−1)
2

wi−(n−1)E[α|Y =n].

(8)
So far, we have analyzed the average total length of the first

n−1 patch streams of video vi, given that there are exactly n
number of video vi patch streams during the patching window.
Now we analyze the average length of nth patch stream, given
that Y = n. Let the lni denote the r.v. which represents the
length of the nth patch stream.

Theorem 4: The expected length of the nth patch stream
given that there are exactly n patch streams served during the
patching window, is given by:

E[lni |Y =n] ≈

τi if (n− 1)wi < τi ≤ nwi

λni e
−λi(τi−nwi)(τi−nwi)n(τi+wi)
(n−1)! Pr(Y =n)(n+1)

+ τi
γ(n, λi(τi−(n−1)wi))−γ(n, λi(τi−nwi))

Pr(Y =n)(n−1)!

if τi > nwi.

(9)
Proof: See Appendix D.

Now, the average total length of patch streams given that
Y = n is given by:

E[Li|Y =n] = E[Ln−1i |Y =n] + E[lni |Y =n]. (10)

Note that there can be a minimum of 0 and a maximum of
d τiwi e patch streams during a patching window. Hence, we can
find the average total length of patch streams for the general
case by un-conditioning (10) on n. Since the total patch length
is 0 when n = 0,

E[Li] =

d τiwi e∑
n=1

Pr(Y =n)
(
E[Ln−1i |Y =n] + E[lni |Y =n]

)
,

(11)
where Pr(Y = n), E[Ln−1i |Y = n] and E[lni |Y = n] are
given by (3), (8) and (9) respectively. While deriving a close
form expression for (11) is not straightforward, E[Li] can be
efficiently computed using a computer program.

Finally, we have:

Bi(wi, τi) =


0 if wi = Ti

d
Ti − wi + E[Li]

wi + τi +
1
λi

otherwise, (12)

since the VoD server does not need to stream any part of the
video if the video is pre-populated in full. Hence the average
total server bandwidth consumption is:

ABC(w1, .., wn, τ1, ..τn) = d
∑

i,vi∈Sv

Ti − wi + E[Li]

wi + τi +
1
λi

, (13)

where Sv is the set of videos that are not fully pre-populated.

V. OPTIMAL IVS LENGTHS AND THE PATCHING
THRESHOLDS

In this section, we discuss how the set of IVSs and patching
thresholds can be determined for each of the videos such that
the optimal performance can be achieved.

A. Objectives and Constraints

Our objective is to determine the IVS length and the
patching threshold for each of the videos such that ABC is
minimized. That is, we intend to:

minimize
w1,..,wn,τ1,..τn

ABC. (14)

This minimization is subject to the following constraints.
First, there is a constraint on the capacity of the content that
can be pre-populated in the local nodes within each access
network segment. We refer to the total capacity of content
that is allowed to pre-populate in all local nodes, as the pre-
population capacity, and denote it by C. Then:

N∑
i=1

wi ≤ C. (15)

Secondly, the length of the IVS that will be pre-populated
from each of the videos, is non-negative and does not exceed
the length of the video. That is,

0 ≤ wi ≤ Ti i = 1, 2, . . . , N. (16)

Finally, the patching threshold for each of the videos is
non-negative and does not exceed the length of the remaining
portion of the video. That is,

0 ≤ τi ≤ Ti − wi i = 1, 2, . . . , N. (17)

Since, τi and wi are continuous variables, this minimization
problem is a continuous non-linear minimization problem.
Moreover, ABC of PAB-MP expressed in (13), is not a convex
function. Hence, this optimization problem cannot be easily
solved. However, observing that in practice these continuous
variables are in fact discrete, as a video is normally fragmented
to discrete time intervals (slots chunks, or frames), we will
solve this optimization problem by modelling it as a discrete
optimization problem.

B. D-PLO Algorithm

In this subsection, we model the problem of finding the
optimal IVS lengths as a discrete optimization problem, and
we use a dynamic programming based approach to solve it.
We assume that each video is made up of a number of chunks
of equal size, where a chunk is the smallest granularity that a
video can be decomposed into. For example, one chunk can
be 1 minutes or 1 second of the video. Now, the IVS length
wi, video length Ti, as well as the pre-population capacity C,
can be represented as an integer multiple of chunks.

We associate each video vi with two vectors, Wi and
Ui. The vector, Wi = [0, 1, 2, ...Ti] includes the set of all
possible IVS lengths for video vi, measured in chunks. The
set Ui = [B

(0)
i , B

(1)
i , . . . , B

(Ti)
i ] consists of minimum server
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Algorithm 1 D-PLO Algorithm
Input: {W1,W2, . . . ,WN}, {U1,U2, . . . ,UN}
Output: minABC, {w1, w2, . . . , wN}
1: A(1, i)← ABC(0) for i = 1, 2, . . . , N + 1
2: A(h, 1)← ABC(0) for h = 1, 2, . . . , C + 1
3: for i← 1 to N do
4: for h← 1 to C do
5: A(h+1, i+1)← min

pi∈Wi,pi≤h

(
A(h−pi+1, i)+Ui(pi+1)−Ui(1)

)
6: P (h+1, i+1)← argmin

pi∈Wi,pi≤h

(
A(h−pi+1, i)+Ui(pi+1)−Ui(1)

)
7: end for
8: end for
9: minABC ← A(C + 1, N + 1)

10: x← C // now start back tracking
11: y ← N
12: while y > 0 do
13: wy ← P (x+ 1, y + 1)
14: x← x− wy
15: y ← y − 1
16: end while

bandwidth consumptions for video vi that can be achieved
by pre-populating the IVS lengths in Wi. For example, the
element Wi(pi + 1) represents the IVS of video vi that has
a length of pi chunks. The associated element Ui(pi + 1),
represents the minimum server bandwidth consumption with
respect to video vi that can be achieved by pre-populating
this IVS. Note that the optimal patching threshold τi of video
vi, does not depend on the pre-population capacity C. Thus,
given wi, we can find the value of τi that minimizes the server
bandwidth consumption of video vi, by minimizing Bi over
all possible values of τi for 0 ≤ τi ≤ Ti − wi. This can be
done either by differentiation or numerically. Thus, given the
set Wi, the set Ui can be easily computed.

Our objective is to pick only one element from each of the
W1,W2, . . . ,WN, subject to the constraint on the pre-popu-
lation capacity, such that the ABC is minimized. Each element
that we pick represents the IVS length of the corresponding
video. Now consider a matrix A of size (C + 1)× (N + 1).
The element A(h + 1, i + 1) represents the minimum ABC
that can be achieved by pre-populating IVSs from a subset of
videos {v1, v2, . . . , vi}, when the pre-population capacity is h.
Observe that matrix A has the following properties:

1) A(1, i) = ABC(0) for i = 1, 2, . . . , N + 1
2) A(h, 1) = ABC(0) for h = 1, 2, . . . , C + 1
3) A(h+1, i+1) = min

pi∈Wi,pi≤h

(
A(h−pi+1, i)+Ui(pi+

1)− Ui(1)
)

for h > 1, i > 1.
Note that ABC(0) is the minimum ABC that can be achieved
without using the pre-population (recall that without the pre-
population, our proposed PAB-UP scheme acts similar to the
controlled multicast). The first and second properties are due to
the fact that none of the videos are pre-populated when h = 1
or i = 1. This is because, the first row of matrix A represents
the cases where the pre-population capacity is zero whereas
the first column represents the cases where none of the videos
are considered for the pre-population. The third property is
because, at the column i, the decision on the pre-population
length of video vi that minimizes the ABC, is dependent
on the solutions to smaller sub-problems of same kind. For
example, consider the intermediate state where the subset of
videos {v1, v2, . . . , vi} is considered for the pre-population.
Given a pre-population capacity h, the minimum ABC that

can be achieved by pre-populating pi length of video vi, is
dependent on the minimum ABC that can be achieved by
pre-populating the subset of videos v1, v2, . . . , vi−1 using the
rest of the capacity, h− pi.

The matrix A is filled starting from A(1, 1). The value of
the element A(C + 1, N + 1) gives the minimum ABC that
can be achieved by pre-populating IVSs from all N videos,
when the pre-population capacity is C. This is precisely the
ABC we would like to achieve. The optimal pre-population
lengths that yield this ABC can be found by backtracking as
follows. The matrix A is associated with a matrix P, such that
the element P (h + 1, i + 1) stores the pre-population length
of video vi that is used to achieve the ABC given in element
A(h+1, i+1). Going backwards starting from element A(C+
1, N+1) and P (C+1, N+1), the set of pre-population lengths
that yields the ABC given in A(C+1, N+1) can be found. We
name this dynamic programming based pre-population lengths
optimization algorithm as D-PLO algorithm. The pseudo-code
of the D-PLO algorithm is shown in Algorithm 1. Note that the
outputs of the D-PLO algorithm are the minimum achievable
ABC, and the set {w1, w2, . . . , wN} of IVS lengths for the
videos, which we need to pre-populate in order to achieve this
ABC at the server.

VI. PRE-POPULATED CONTENT PLACEMENT

So far, we have treated all the local nodes within an access
network segment as a single unit. In this section, we will
discuss how this pre-population is carried out across the local
nodes within the access network segment.

The STBs today have hundreds of gigabytes of storage [21].
However, we may not be allowed to use all the storage capacity
available at each STB. For example, only a fraction, say a
few tens of gigabytes, may be reserved for our IVS pre-
population with the rest assigned to the user. Thus, the storage
capacity available in a single user node might not be sufficient
to store all the IVSs that are pre-populated. In this case,
each user node stores only a selected set of IVSs and all
the local nodes collaboratively store all the IVSs. The local
nodes exchange the IVSs between each other when the video
is requested by the users. Of course, the local nodes can store
all the pre-populated IVSs if a sufficient storage capacity is
available. However, capacities of videos are rapidly increasing
with the introduction of new technologies such as 3D and HD,
whereas the user nodes are upgraded relatively less frequently.
Therefore, storing IVSs collaboratively across local nodes is
a more scalable approach.

On the other hand, the total storage capacity available in all
local nodes can be more than the capacity of all IVSs. In this
case, some of the IVSs can be replicated across multiple local
nodes. The IVSs should be replicated in such a way that the
load due to the IVS transfer is dispersed. Hence, the IVSs that
will potentially generate high load needs to be replicated many
times whereas the IVSs which will generate low load can be
replicated only a few times or may be restricted to a single
copy depending on the availability of storage. In this section,
we discuss how this IVS replication is carried out and how
these replicas are placed in local nodes, such that the load is
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balanced. We term the procedure of determining the number of
replicas for each of the IVSs as IVS replica allocation problem
and we term the procedure of placing these IVS replicas across
local nodes as IVS replica placement.

A. IVS Replication

Allocating the number of replicas for each of the IVSs
has a significant resemblance to the classical apportionment
problem. The apportionment problem originated due to the
U.S. constitutional requirement on allocating the seats in the
House of Representatives to each state, on the basis of their
respective populations [23]. Likewise, the number of replicas
allocated for each of the IVSs should not be uniform across
the IVSs with different popularities and lengths. Allocating
the number of replicas proportional to the popularity, is one
of the common intuitive approaches [24]. In contrast, for the
current case, the load generated by each IVS also depends on
its length, in addition to its popularity.

In consistent with the previous analysis, let wi be the length
of the pre-populated IVS of video vi measured in chunks.
Suppose the storage capacity available in each user node is Su,
again measured in chunks. Let M be the number of local nodes
within the access network segment. Note that, C ≤ MSu,
where C is the total pre-population capacity that is defined
in the previous section. We assume that there is no restriction
on splitting a replica of an IVS to chunks and storing those
across different local nodes if required. That is, we assume it is
possible to store a given IVS replica across more than one user
node by separating it to chunks. Moreover, we assume Su <∑i=N
i=1 wi ≤MSu, i.e., the total storage capacity available in

all local nodes is sufficiently large to store at least a single
copy from each of the IVSs but the storage space available
in a single local node is not large enough to store all the
IVSs. Otherwise, pre-populating the selected set of IVSs is
not feasible in the former case whereas we can store all the
IVSs in each of the local nodes in the latter case.

We use the expected number of simultaneous streams (i.e.
logical channels) generated by an IVS in steady state, as the
measure of the potential load generated by that IVS. Since the
lengths of the IVSs are in the order of seconds or minutes,
we assume that each of the IVSs is played completely when
the corresponding video is requested by the user. Then, by
Little’s formula, the average number of simultaneous streams
generated by the IVS of video vi is given by, λiwi. Our
objective is to determine the number of replicas for each of
the videos such that average number of simultaneous streams
served by a single replica is minimized. That is, if ri denotes
the number of replicas allocated for IVS of video vi, our
objective is to:

minimize
r1,r2,...,rN

1

N

N∑
i=1

λiwi
ri

. (18)

This optimization is subject to two constraints. First, the
total number of chunks resulting from the replication of IVSs,
should not exceed the total number of chunks that can be

stored across all local nodes. That is,
N∑
i=1

riwi ≤MSu. (19)

Second, for a given IVS, there is no point of having more
replicas than the number of local nodes. Also, we need to
store at least one copy from each of the pre-populated IVSs.
Moreover, the number of IVS replicas is an integer value
as we do not consider partial IVS replication here since it
complicates the stream scheduling at the VoD server. Hence,

1 ≤ ri ≤M, ri ∈ Z, for i = 1, 2, . . . , N. (20)

Note that the above IVS replica allocation problem is a
non-linear integer programming problem. More specifically,
this problem belongs to the family of non-linear knapsack
problems [25]. The field of integer programming is already
NP-Hard and the introduction of the non-linearity further com-
plicates the problem. Thus, solving the IVS replica allocation
problem is not possible in polynomial time unless P = NP.
Hence, we propose a heuristic solution to this problem.

If we relax the integer constraint on ri, the above problem
becomes the following convex optimization problem.

minimize
r1,r2,..,rN

N∑
i=1

λiwi
ri

subject to
N∑
i=1

riwi =MSu

1 ≤ ri ≤M for i = 1, 2, . . . , N.

(21)

Unlike the original problem, the optimization problem (21)
can be solved exactly using the methods of Lagrangian multi-
pliers and KKT conditions. It can be shown that the solution
to the relaxed optimization problem is,

ri =


1 if

√
λi
α′ ≤ 1

M if
√
λi
α′ ≥M√

λi
α′ otherwise,

(22)

where α′ is a constant. Note that, (22) reveals an important
property for a good solution for the original problem. Observe
that in the optimal solution of the relaxed optimization prob-
lem (21), 1 ≤ ri ≤M and,

r1√
λ1

=
r2√
λ2

=
r3√
λ3

= ... =
rN√
λN

. (23)

Thus, a good solution to the IVS replica allocation problem
can be achieved by allocating replicas such that the values of
r1/
√
λ1, r2/

√
λ2, . . . , rN/

√
λN , remain as uniform as possi-

ble. This can be achieved by starting from ri = 1 for all
i = 1, . . . , N , and recursively allocating a replica to the IVS
that deserves a replica the most, until the total storage capacity
available in all local nodes has been saturated. The IVS that
deserves a replica the most, is the IVS that has the minimum
value for ri/

√
λi, calculated for the current allocation of

replicas. We refer to the algorithm which allocates replicas
for IVSs based on the value of ri/

√
λi, as Greedy Replica

Allocation based on Square rooted Arrival Rate (GRASAR).
The pseudo-code of the GRASAR algorithm is shown in



9

Algorithm 2 GRASAR
Input: V, Su,M
Output: {r1, r2, ..., rN}

1: ri ← 1 for i = 1, 2, . . . , N + 1
2: Ω← V
3: St = SuM
4: while ST > 0 AND |Ω| do > 0

5: j = argmin
i,vi∈Ω

(
ri√
λi

)
6: if rj =M OR wj > ST then
7: Ω = Ω− {vj}
8: else
9: ri = ri + 1

10: ST = ST − wi
11: end if
12: end while

Algorithm 2. Note that in Algorithm 2, each element vi in
the set of videos M, is associated with an arrival rate λi and
an IVS length wi. However, this is not explicitly shown under
the input of the algorithm for brevity.

B. IVS Replica Placement

Once the number of replicas for each of the IVSs is
determined, we need to place these replicas across local nodes
such that the load is evenly distributed. We refer to the
procedure of distributing IVS replicas across local nodes as
IVS replica placement, and we propose a method for the IVS
replica placement in this subsection.

Due to the assumption that there is no restriction on placing
the chunks of the same IVS replica across multiple local nodes,
we represent each IVS replica as a set of independent chunks.
Since we assume that each of the IVSs is played completely
when the corresponding video is requested, all the chunks in a
set have the same arrival rate. For example, an IVS replica of
video vi that has a length of wi chunks, can be represented by
a set of wi chunks with arrival rate λi. Moreover, we have ri
number of such sets for video vi since each IVS of video vi is
replicated ri number of times. Let the sets Ci = {1, 2, . . . , ri}
and Gi = {1, 2, . . . , wi} denote the set of identifiers for
replicas and chunks of video vi respectively. Then, each chunk
can be identified by a unique tuple (i, ci, gi), that represents
the gith chunk of cith replica of the IVS of video vi, where
i = 1, 2, . . . , N , ci = 1, 2, . . . , ri, and gi = 1, 2, . . . , wi. Let
T denote the set of all chunks, and Ou denote the set of
chunks stored in the local node u, where u = 1, 2, . . . ,M .
The notation (i, ci, gi) ∈ Ou means that chunk (i, ci, gi) is
stored in the local node u.

The objective of our IVS placement is to distribute the
IVS replicas across local nodes, such that the load is evenly
distributed. Let λ̃i,ci,gi be the load generated by chunk
(i, ci, gi). As in the previous subsection, we use the average
occupancy of logical channels to measure the load. Therefore,
λ̃i,ci,gi = λi,ci,gi × chunk size, where λi,ci,gi is the request
arrival rate for chunk (i, ci, gi) in the steady state. Since all
the chunks have the same arrival rate, λi,ci,gi = λi, where λi
is the request arrival rate of video vi. We refer to the sum
of all λ̃i,ci,gi stored in a local node as the aggregated load
on that node. Now, the problem is to allocate chunks among
local nodes, such that the aggregated loads on local nodes are
uniformly distributed.

We have two constraints for the IVS replica placement
problem. First, the total capacity of all chunks that we place in
any given local node should not exceed the storage capacity
allocated for us in that node. Second, there is no point of
storing more than a single copy of the same chunk in the
same user node.

Proposition 1: The replica placement problem is NP-Hard.
Proof: The proof is straightforward. Consider the replica

placement problem without the constraints. Then, the problem
can be thought of as dividing the set {λ̃i,ci,gi , vi ∈ V, ci ∈
Ci, gi ∈ Gi} into M subsets, such that the total λ̃i,ci,gi
included in each of the sets are equivalent. This problem is
equivalent to the k-partition problem which is NP-hard [26].
The problem will become harder by adding the constraints.
Therefore, the replica placement problem is NP-hard.

Since the replica placement problem is NP-hard, there is
no polynomial time solution unless P = NP. We therefore
propose a heuristic approach. We model the replica placement
problem as a special case of multiprocessor scheduling prob-
lem [27]. Unlike the conventional multiprocessor scheduling
problem, we have a set of constraints in our case. Let the set
Fi,gi denote the set of tuples that represents the replicas of
chunk gi of video vi. That is, Fi,gi = {(i, ci, gi)|(i, ci, gi) ∈
T, ci = 1.2, . . . , ri}. Then the replica placement problem is:

minimize max
u

{∑
λ̃i,ci,gi

i,ci,gi∈Ou

}
, (24)

subject to,
1) |Ou| ≤ Su, u = {1, 2, . . . , N}
2) |Fi,gi ∩Ou| ≤ 1, ∀i ∈ V,∀gi ∈ Gi, u = {1, . . . , N}.
In the above problem, the first constraint ensures that we

do not exceed the available storage capacity of a local node.
The second constraint restricts the placement of more than one
copy of a chunk in a single local node.

We propose a greedy heuristic algorithm, which we call the
Greedy IVS Placement (GIP) algorithm, for the IVS replica
placement. This algorithm is inherited from popular First Fit
Descending algorithm. The proposed GIP algorithm iteratively
places chunks in local nodes until all the chunks have been
placed. In each iteration, the remaining chunk with the largest
arrival rate is placed in the user node which: (a) currently has
the minimum aggregated load (b) does not already contain
the same chunk (c) has sufficient storage capacity to store
the chunk. If there are more than one candidate local nodes,
then the chunk is placed in one of those nodes randomly. The
pseudo-code of GIP algorithm is shown in Algorithm 3.

VII. PERFORMANCE EVALUATION

In this section, we use simulations to evaluate the perfor-
mance of our proposed PAB-MP scheme, and compare its
performance against CM [22], UPatch [15], and also with
an approach that we refer to as controlled multicast and
replication (CM & R) that uses both CM and replication.

In CM, which is also known as patching [11], [28], [22],
each video vi is assigned a patching threshold τi. All the
requests that arrive within τi seconds from the starting point
of a full multicast stream join the ongoing multicast stream,
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Algorithm 3 GIP Algorithm
Input: T
Output: O1,O2, . . . ,OM

1: U← {1, 2, . . . ,M}
2: Ou = ∅, u = 1, 2, . . . ,M // Set of all user nodes
3: Sort T in the decreasing order of λ̃i,ci,gi , grouping into videos where

possible
4: for j = 1 to |T| do
5: Find node u ∈ U with minimum aggregated load,

which does not already contain a chunk identical to j.
6: Ou ← Ou + {chunk j}
7: if |Ou| = Su then
8: U = U− {u}
9: end if

10: end for

whereas the server send out unicast streams to each of the
requesting users to deliver the missing initial portions. If
there is no ongoing multicast stream when a user request
arrives, the server starts a full multicast stream. We use the
expressions derived in [22], [11], to calculate the optimal
patching threshold for each of the videos. In the CM & R
approach, the storages available at the user-nodes are filled
with as many most popular videos as possible and the rest of
the videos are served from the VoD server using CM.

In the UPatch scheme [15], the user nodes are pre-populated
with a set of video prefixes. When a user requests a video,
the playback is started immediately using the pre-populated
prefix while a request for the rest of the video is sent to
the server. However, the server delays the streaming until the
prefix is completely played. The server batches all the request
that arrive during this delay period and serve those using a
single multicast stream. Moreover, when this multicast stream
is started, the server patches all the subsequent requests for the
same video that arrive within τi time window, using unicast
streams. We use the method presented in [15] to find the prefix
length and τi for each of the videos.

In our simulations, we first model the user request arrivals at
the VoD server as a homogeneous Poisson process. Later in the
analysis, we also use the non-homogeneous Poisson process
to generate the request arrivals. We assume that the popularity
of videos follows a Zipf-like distribution and we assume that
the popularities of the videos are known priori. The number
of videos in the library is taken as 2000 and the lengths of
these videos are assumed to be uniformly distributed between
30 minutes and 3 hours. We assume that the streaming rate of
videos is 10 Mb/s. A chunk size of 1 minute is considered for
our simulations.

A. Bandwidth Efficiency

In this subsection, we investigate the VoD server’s ABC
under each of the schemes. For this simulation we assume
that the skewness of the popularity distribution is 0.8 [29].
Moreover, it is assumed that a capacity equivalent to 1% of
the total capacity of all videos, is pre-populated.

Fig. 5 shows the variation of ABC as a function of ag-
gregated request arrival rate at the server, for our proposed
PAB-MP scheme, as well as for CM, UPatch, and CM & R
schemes. As shown in Fig. 5, for all considered request arrival
rates, the minimum ABC is achieved by our proposed PAB-MP
scheme. Moreover, this performance gap increases when the
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arrival rate increases. This is because when the request arrival
rate is increased, the PAB-MP scheme efficiently aggregates
increased numbers of requests and serves large batches of
requests using multicast streams. Thus, it is evident that our
proposed scheme can perform well against increased server
loads, achieving high level of aggregations. Consequently, the
VoD system can support an increased number of users without
requiring an upgrade.

B. Performance Dependency on Pre-population Capacity
It is understood that the performance of our proposed

PAB-MP scheme is heavily dependent on the pre-population
capacity. The performance is expected to increase when the
pre-population capacity increases, and vice versa. In this sub-
section, we investigate this dependency. For this simulation,
we keep the aggregated request arrival rate constant at 15 req/s,
a reasonably high request arrival rate for the considered VoD
system. Moreover, we assume that the skewness of the video
popularity distribution is 0.8 as in the previous experiment.
The simulation is repeated for a range of pre-population
capacities from 0% to 20% of the capacity of all videos.

Fig. 6 shows the variation of the VoD server’s ABC, as a
function of the pre-population capacity. Here, we measure the
pre-population capacity as a percentage of the capacity of all
videos in the library. As shown in Fig. 6, for the entire range of
pre-population capacities, the ABCs of the PAB-MP scheme
is considerably less than that of the other considered schemes.
When the pre-population capacity approaches zero, the ABCs
of the VoD server under each of the PAB-MP, UPatch, and
CM & R schemes approaches to the ABC of CM.

Despite the benefit achieved, pre-populating a large capacity
of videos is not practical. This is because of the fact that
the pre-population itself incurs a cost due to the require-
ment for proactively transferring video data from the server
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to the user equipment. Hence in practice, pre-populating a
capacity equivalent to 0.5%-5% of the total video capacity is
reasonable. It is evident that our proposed PAB-MP scheme
performs significantly better the other schemes in this vicinity.
Moreover, this performance gap will increase when the video
request arrival rate increases.

C. Implications of the Skewness of Video Popularity

Strategies like caching and replication are based on the
observation that the video popularity distribution is highly
skewed [29], [30] and perform poorly if the skewness is
decreased. In this subsection, we investigate the influence
of the skewness of the video popularity distribution on the
performance of our proposed scheme.

For this simulation, we keep the aggregated request arrival
rate constant at 15 req/s, as in previous experiment. Moreover,
we assume that the pre-population capacity is equivalent to 1%
of the total capacity of all videos. The simulation is repeated
varying the skewness α of the video popularity distribution.

Fig. 7 shows the variation of the VoD server’s ABC,
with the skewness of the video popularity distribution, α.
The rest of the parameters are kept unchanged during this
simulation. As shown in Fig. 7, the performance of each
of the schemes increases when the skewness of the video
popularity distribution increases. This is due to the following
reasons. Since we keep the aggregated request arrival rate
constant, increasing the skewness increases the request arrival
rates of popular videos while decreasing the request arrival
rates of less popular videos. Consequently, we can aggregate
increasing number of requests for popular videos and serve
those using multicast. Moreover, the fractions of requests for
popular videos increases with the skewness. Consequently,
the increased aggregation of requests for popular videos sig-
nificantly increases the overall requests aggregation. Hence,
the VoD server’s ABC decreases when the skewness of the
video popularity distribution increases. In addition, when the
skewness increases, IVS transfers between the local nodes
increasingly become a large fraction of the total video data
transferred across the entire VoD system. This also decreases
the ABC since the amount of video data that needs to be
delivered from the VoD server is decreased.

As shown in Fig. 7, the VoD server’s ABC for the PAB-MP
scheme is less than that of CM, UPatch and CM & R schemes
for the entire range of αs. Besides, recent studies on VoD
user behaviours show that the skewness of video popularity
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Fig. 8. Variation of ABC when request arrival rate varied with ToD

distribution varies between 0.5 - 1 [29], [31], and our proposed
scheme significantly outperforms other considered schemes
in this vicinity. Moreover, the performance gap will further
increase when the request arrival rate increases.

D. Performance under Non-homogeneous Arrival Process

For all the simulations so far, we have assumed that the
request arrival process is a homogeneous Poisson process.
However in practical systems, while this assumption is valid
for short time periods (e.g.1-2 hours), it does not hold for
long durations (e.g. 1 day). This is because, user demand
varies significantly with time of the day (ToD). As a result,
the optimal IVS lengths calculated based on the user request
arrival rates at a particular ToD, might not be optimal for the
other times of the day. Hence, we investigate the performance
of our proposed PAB-MP scheme under a non-homogeneous
Poisson request arrival process in this subsection.

For this simulation, we assume that the skewness of the
video popularity distribution is 0.8 and the pre-population
capacity is 1%. The request arrival rate is varied according to a
typical demand pattern [29]. In the simulated demand pattern,
the aggregated request arrival rate dips to 2 req/s during the
off-peak period whereas it peaks to 25 req/s during the peak
period. The pre-population lengths are calculated considering
the request arrival rates at the peak point of the demand.

Fig. 8 shows the VoD server’s ABC as a function of the
ToD. As shown in Fig. 8, our proposed PAB-MP scheme
outperforms the other considered schemes in a clear margin
during the peak point of the demand. Even during the off-
peak period of the service, our proposed scheme performs
much better than the other schemes although the performance
gap is not as high as in the peak period. Note that the server
bandwidth consumed during the pre-population phase is not
included in the values shown in Fig. 8. Therefore, the actual
server bandwidth consumption during some interval during
the off-peak period (e.g. 4am - 5am) will be higher than
that of shown in Fig. 8. However, this is not a significant
concern since the pre-population is carried out during the off-
peak period of the demand, where the bandwidth resources
are underutilized. Therefore a slight increase in the server
bandwidth consumption is acceptable.

E. Performance under Short Viewing Times

In the current paper, we have not considered the fact that
the users can prematurely terminate the sessions before they
reach the end of the videos. Intuitively, if the lengths of
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video sessions are very short, amount of batching that we
can achieve will decrease. Hence, the performance of PAB-
MP scheme will also decrease. In this subsection, we repeat
the experiment in section VII-D, assuming that the session
lengths are extremely shorter than the respective video lengths,
in order to understand the implications of short session lengths
on the performance of PAB-MP scheme.

Let normalized view length of a video session be the ratio
between the length of the video watched by the user and the
total run time of that video. In this simulation, we assume that
the normalized view lengths of videos are Weibull distributed
with a shape parameter of 1.04 and a scale parameter of
0.185 [14]. This represents a scenario where more than 90%
of the sessions terminate before they reach half of the video.
However, such kind of extremely impatient user behaviours
might not be present in practical VoD systems [29]. Therefore
our evaluation is conservative in that it represents the worst
case scenario. We keep all the other simulation parameters
similar to what we have used in Section VII-D.

Fig. 9 shows the outcome of this simulation. As shown
in Fig. 9, our proposed PAB-MP scheme still performs well
even when the session durations are short. As evident from
Fig. 9, when the session lengths are short, the PAB-MP
scheme performs much better than the CM scheme and also
outperforms CM & R scheme in a clear margin. However,
in the current scenario, the performance of PAB-MP scheme
is comparable to the performance of UPatch scheme. This is
not surprising since the amount of batching that the PAB-MP
scheme can achieve, has been significantly reduced due to
the frequent early terminations of sessions. As this is a
conservative evaluation, we can expect the PAB-MP scheme to
perform the best, when the video sessions are not terminating
as early as considered in this simulation.

F. Load Distribution among Local Nodes

Next, we use simulations to verify that our proposed
GRASAR and GIP algorithms evenly distribute the load gen-
erated by IVSs among the local nodes. For this simulation,
we assume that each access network segment consists of 32
local nodes and each local node can store up to 10 hours
of videos. Accordingly, the total storage capacity available
within each access network segment is equivalent to ∼10%
of the total capacity of all videos. We keep the skewness
of the video popularity distribution constant at 0.8. Then, we
use the GARSAR and the GIP algorithms to replicate the pre-
populated IVSs, and place those replicas across local nodes.
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We consider a homogeneous Poisson request arrival process
for this evaluation. The upstream bandwidth consumptions of
the local nodes are evaluated under different request arrival
rates and pre-population capacities.

Fig. 10(a) shows the standard deviations (SDs) of average
upstream bandwidth consumption of the local nodes, under
different pre-population capacities and requests rates. Here, the
mean upstream bandwidth consumption of each of the local
node is separately evaluated and the SDs are calculated. A
low value of SD implies that the variation of load imposed
on different local nodes is low and thus the load is evenly
dispersed. As shown in Fig. 10(a), the SD of mean upstream
bandwidth consumption is less than 0.5 Mb/s. Fig. 10(b) shows
the SD of maximum upstream bandwidth consumptions of
local nodes. As shown in Fig. 10(b), the SDs are less than 10
Mb/s, which is no more than one stream since the streaming
rate of videos is 10 Mb/s. Thus, it is evident from these results
that the proposed GRASAR and GIP algorithms efficiently
balance the load among the local nodes.

VIII. CONCLUSION

The scalability and the bandwidth efficiency of VoD systems
have become important considerations due to the rapid growth
in number of subscribers, library sizes and video streaming
rates. In this paper, we proposed PAB-MP, a delivery scheme
which improves the bandwidth efficiency and scalability of
VoD systems by optimally exploiting the multicast and stor-
age capabilities. In our proposed scheme, we pre-populate a
strategic selection of IVSs in each of the end user’s equipment,
such that the bandwidth efficiency of the VoD system is
improved. The pre-population of IVSs allows us to batch user
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requests and use multicast for the VoD delivery. By analysing
our proposed scheme, we showed how we can determine the
parameters that yield the optimal performance in terms of ABC
of the VoD server. To this end, we proposed D-PLO algorithm
which determines the optimal set of IVSs. Moreover, we also
discussed the replication and the placement of IVSs across user
nodes in order to balance the load arising from IVSs across
user nodes. We proposed GRASAR and GIP algorithms for
the IVS replication and for the IVS placement, respectively.
Then, we used simulations to show that our proposed PAB-MP
scheme significantly improves the bandwidth efficiency of the
VoD systems in comparison to CM, UPatch, and CM&R
schemes (which also exploit the storage and multicast to
improve the bandwidth efficiency). Moreover, we showed that
our proposed GRASAR and GIP algorithms replicate and place
the pre-populated IVSs across the user nodes, such that the
load is evenly distributed.

APPENDIX A
PROOF OF THE THEOREM 1

Let the r.v. Z =
∑n
j=1 µj and let fZ(t) denote its probabil-

ity density function (PDF). Note that µj is an exponentially
distributed r.v. with rate λi. Consequently, Z is Erlang dis-
tributed with rate λi and scale n. Thus,

fZ(t) =
λni t

n−1e−λit

(n− 1)!
. (25)

When (n− 1)wi ≥ τi, the number of patch streams within
the patching window is less than n. Hence it is straightforward
that Pr(Y =n) = 0 when (n− 1)wi ≥ τi. On the other hand,
when (n − 1)wi < τi ≤ nwi, there will be exactly n patch
streams with probability of 1 if Z + (n − 1)wi ≤ τi. Thus,
Pr(Y = n) when (n − 1)wi < τi ≤ nwi is equivalent to
Pr(Z ≤ τi − (n− 1)wi). This is given by:

Pr(Z≤τi−(n−1)wi) = FZ(τi−(n−1)wi)

=
γ(n, λi(τi−(n−1)wi))

(n− 1)!
, (26)

where FZ(.) is the cumulative distribution function of Erlang
distributed Z, which is given by,

FZ(t) =
γ(n, λit)

(n− 1)!
. (27)

Consider the case τi > nwi. By the law of total probability,

Pr(Y =n) =

∫ ∞
−∞

fz(t) Pr(Y = n|Z = t)dt. (28)

It can be seen from the n-patch conditions that Pr(Y =
n|Z= t) = 0 if t > τi − (n − 1)wi, because it is impossible
to satisfy the n-patch conditions. Then, when τi− nwi ≤ t ≤
τi−(n−1)wi, Pr(Y =n|Z= t) = 1 as the n-patch conditions
are satisfied definitely. Finally, when 0 ≤ t < τi − nwi, the
n-patch conditions are satisfied only if µn+1 > τi − nwi − t
given that Z = t. Hence, Pr(Y = n|Z = t) = Pr(µn+1 >
τi − nwi − t) = e−λi(τi−nwi−t), and thus:

Pr(Y =n|Z= t) =


e−λi(τi−nwi−t) if 0 ≤ t < τi − nwi
1 if τi − nwi ≤ t ≤ τi − (n− 1)wi

0 if t > τi − (n− 1)wi.
(29)

when τi > nwi. Substituting (29) in (28), and simplifying:

Pr(Y =n) =

∫ τi−nwi

0

λni t
n−1e−λit

(n− 1)!
e−λi(τi−nwi−t)dt

+

∫ τi−(n−1)wi

τi−nwi
fz(t)dt

=
λne−λ(τi−nwi)(τi − nwi)n

n!
+
γ(n, λ(τi − (n− 1)wi))

(n− 1)!

− γ(n, λ(τi − nwi))
(n− 1)!

, (30)

for τi > nwi.

APPENDIX B
PROOF OF THE THEOREM 2

Note that E[µj |Y =n] is defined only when τi > (n−1)wi
since otherwise there cannot be n patch streams during the
patching window. Since µ1, µ2, µ3, ...., µn without the con-
dition are identically and exponentially distributed with rate
λi. The conditional PDFs, fµi(t|Y = n) are symmetric with
respect to index i and thus µ1, µ2, µ3, ...., µn conditional on
having exactly n patch streams are also i.i.d. Hence the
conditional expectations can be written as,

E[µj |Y =n] = E[µ|Y =n] =
1

n
E[

n∑
j=1

µj |Y =n], (31)

for j = 1, 2, . . . , n and we are left with finding E[Z|Y = n]
where Z =

∑n
j=1 µj .

Consider the conditional probability of Z given that Y ==
n. By definition,

fZ(t|Y =n) =
fZ(t) Pr(Y = n|Z= t)

Pr(Y = n)
, (32)

when Pr(Y =n) 6= 0. Hence the E[Z|Y =n] is given by,

E[Z|Y =n] =

∫ τi−(n−1)wi

0

tfZ(t|Y =n)dt. (33)

As discussed earlier, Pr(Y =n|Z= t) = 1 when (n− 1)wi <
τi ≤ nwi. Therefore,

E[Z|Y =n] =
1

Pr(Y =n)

∫ τi−(n−1)wi

0

tλni t
n−1e−λit

(n− 1)!
dt

=
γ(n+ 1, λi(τi − (n− 1)wi))

λi(n− 1)! Pr(Y =n)
. (34)

On the other hand when τi > nwi, substituting (29) and (3)
in (33) and integrating we have:

E[Z|Y = n]=
1

Pr(Y =n)

∫ τi−nwi

0

tfZ(t)e
−λi(τi−nwi−t)dt

+
1

Pr(Y =n)

∫ τi−(n−1)

τi−nwi
tfZ(t)dt

=
λni e
−λi(τi−nwi)(τi − nwi)n+1

Pr(Y =n)(n− 1)!(n+ 1)

+
γ(n+1, λ(τi−(n−1)wi))−γ(n+1, λ(τi − nwi))

λi(n− 1)! Pr(Y =n)
, (35)

which complete the proof of Theorem 2 since dividing (34)
and (35) by n yields (6).
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APPENDIX C
PROOF OF THEOREM 3

Note that the probability distribution of αj is symmetric
with respect to index j and also independent of Y . Hence,
α1, α2, α3, ...., αn−1 are i.i.d and can be represented by a
single r.v. α which is exponentially distributed with rate λi
and with truncation α ≤ wi. That is,

fα(t) =

{
fe(t)
Fe(w) if t ≤ w
0 otherwise,

(36)

where fe(.) and Fe(.) are the PDF and the CDF of an expo-
nentially distributed r.v. e with rate λi, respectively. Therefore,

E[αj |Y =n] = E(α) =

∫ w

0

tλie
−λit

1− e−λiwi
dt

=
1

λi

(
1− λiwie

−λiwi

1− e−λiwi

)
, (37)

for j = 1, 2, . . . , n− 1.

APPENDIX D
PROOF OF THEOREM 4

Let lni be the length of nth patch stream. There can be two
possible scenarios. In scenario 1, Z + nwi ≥ τi, and hence
the patch stream starts at τi and Z + (n− 1)wi ≤ lni ≤ τi. In
scenario 2, Z + nwi < τi and hence Z + (n − 1)wi ≤ lni ≤
Z + nwi. For simplicity, we assume that lni = τi for scenario
1 and lni = Z + nwi for scenario 2.

If nwi ≥ τi, only scenario 1 is possible given that Y = n.
Thus E[lni |Y =n] ≈ τi when nwi ≥ τi. On the other hand if
nwi < τi, then both the scenarios are possible depending on
the value of the r.v. Z. Hence, the expected length of the last
patch stream when nwi < τi can be derived as,

E[lni |Y =n] =

∫ τi−(n−1)wi

0

lni (t)fZ(t|Y =n)dt

≈
∫ τi−nwi

0

fZ(t)e
−λi(τi−nwi−t)(t+ nwi)

Pr(Y =n)
dt

+
τi

P (Y =n)

∫ τi−(n−1)wi

τi−nwi
fZ(t)dt

=
λni e
−λi(τi−nwi)(τi − nwi)n(τi + wi)

(n− 1)! Pr(Y =n)(n+ 1)

+ τi
γ(n, λi(τi − (n− 1)wi))− γ(n, λi(τi − nwi))

P (Y =n)(n− 1)!
. (38)
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