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Abstract

Two Problems in Stochastic Service Systems

by Jun Guo

Real-life telecommunications systems and computer networks are often modelled

as stochastic service systems. This thesis contributes to the fields of performance

analysis and/or resource optimization for two representative stochastic service sys-

tems: 1) a finite buffer time-division multiple-access (TDMA) system, and 2) a large

scale video-on-demand (VOD) service system.

For the first problem, we provide delay analysis for a class of finite buffer TDMA

systems. We first extend the traditional finite buffer TDMA model with constant ser-

vice rate to one that considers a state-dependent stochastic service process. The con-

siderable versatility associated with this service process allows the resulting TDMA

model to generalize all constant service models that have been so far investigated

in the literature. More importantly, it enables the new model to cater for a wider

range of applications such as the analysis of paging performance in GSM networks

[81] and the modelling of edge routers in time-slotted optical burst switching (OBS)

networks [163]. For this new model, we present a detailed analysis for the den-

sity and cumulative distribution of the waiting time experienced by an arbitrary

message admitted into the finite buffer. A matrix formalism is developed to han-

dle the complex accounting of the queueing process. The main structural results

are later unpacked to reveal the detailed analytic formulas for the density and for

the cumulative distribution of the waiting time. We show that the density can be

expressed as a linear combination of beta densities with positive coefficients that

assume different values on successive intervals of length equal to the duration of a

time slot. A recursive scheme, obtained by a matrix-analytic derivation, is presented

to allow for the highly efficient computations of these coefficients. An expression for



the mean waiting time is derived using the classical queueing formula L = λW . We

demonstrate that our methodology gives rise to more concise treatments for the tra-

ditional constant service models. A simulation study is designed that corroborates

the analytical results.

In the second problem, we focus on optimizing the assignment of movie files on

storage devices in a large scale VOD system to minimize the steady state blocking

probability of user requests subject to capacity constraints. Earlier proposals for

this file assignment problem rely on somewhat oversimplified and thus unrealistic

assumptions. We present a viable proposal using evolutionary algorithms for a realis-

tic version of this file assignment problem. We adopt a divide-and-conquer strategy,

where the entire solution space of file assignments is divided into subspaces. Each

subspace is an exclusive set of solutions sharing a common file replication instance.

We devise a greedy file allocation method to find a sufficiently good quality heuristic

solution within each subspace. We develop scalable and accurate analytical means

to evaluate the performance measure, namely, the request blocking probability of the

system for a given heuristic solution. Two performance indices are further designed

to measure the quality of the heuristic solution on: 1) its assignment of multi-copy

movie files, and 2) its assignment of single-copy movie files. We demonstrate that

these techniques enable evolutionary algorithms to operate in a significantly reduced

search space, and obtain near-optimal file assignments computationally efficiently.
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Chapter 1

Introduction

1.1 Problem Statement

Real-life telecommunications systems and computer networks are often modelled as

stochastic service systems. The random nature of the job arrival and service process

associated with a stochastic service system causes contentions for the limited system

resources. This inevitably leads to one of the two following scenarios. Firstly, if the

system provides a (finite) buffer, incoming job requests finding that all servers are

busy are placed in the buffer awaiting service, while incoming job requests finding

that all servers are busy and the buffer is full are blocked. Secondly, if no buffer

is provided, incoming job requests finding that all servers are busy are blocked

straightaway. The design and operation of stochastic service systems therefore typ-

ically require analysis and/or optimization of two important performance measures:

1) waiting time distribution, and 2) blocking probability.

This thesis contributes to the fields of performance analysis and/or resource

optimization for two representative stochastic service systems: 1) a time-division

multiple-access (TDMA) system, and 2) a video-on-demand (VOD) service system.

In the former, we present a detailed analysis for the probability density and cumula-

tive distribution of the waiting time experienced by an arbitrary admitted customer

in a class of finite buffer TDMA systems. In the latter, we focus on optimizing the

assignment of movie files on storage devices in a large scale VOD service system to

minimize the steady state blocking probability of user requests subject to capacity

constraints.

TDMA schemes are widely used in various telecommunication applications. Given

the wide applicability of TDMA, models for TDMA applications, options, and ver-

1



2 Chapter 1. INTRODUCTION

sions have been extensively studied for over four decades. Traditional TDMA mod-

els, with the assumption of infinite or finite buffers, deal with legacy applications that

feature either a constant unit service process or a constant batch service process.

The modelling of GSM paging in [81] and of optical burst switching (OBS) edge

routers in [163] have motivated a new finite buffer TDMA model that considers a

more general and versatile state-dependent stochastic service process.

Determining the cumulative distribution of message waiting time (or delay) in

finite buffer TDMA systems has remained an important problem for over 40 years.

Due to the complexity involved in the exact analysis of the waiting time distribution

in finite buffer TDMA systems, only a few results for very special cases have been

obtained in the literature. While in [13], [33] and [146] models with constant unit

service were studied, [139] and [148] treated cases with constant batch service. We

will see that the sophisticated nature of the new TDMA model with state-dependent

stochastic service makes the approaches presented in this previous work inapplicable

to handle the complex accounting of the queueing process in this context. It is

therefore our aim in this thesis to develop a new methodology to deal with this

challenging problem effectively.

With the rapid advances in multimedia, communications, and mass storage tech-

nologies, a large scale deployment of commercial VOD services to a large population

of end users has become feasible. VOD is an amalgamation of traditional video

rental businesses and cable television services. It allows a user to connect to a re-

mote system of video servers through a broadband content delivery network, view

any archived movie title on demand and in real-time coupled with full VCR-like

interactive functionalities. In addition to its conventional use for entertainment

purpose, VOD also encompasses many other applications such as home shopping,

distance learning, and advertising. VOD is therefore expected to be a major driver

of future broadband traffic.

For a large scale VOD system, there is a need to manage and store an extensive

collection of movie titles in a digitized and compressed format, using a storage

subsystem made of a large cluster of on-line disks. Additionally, given the significant

asymmetry in access demand of different movie titles, it is necessary to replicate
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popular movie titles over multiple disks so as to increase the stream capacity of

the system in serving user requests for popular movies. Because of the limited disk

capacity in both storage space and I/O bandwidth, and because of the large storage

space and I/O bandwidth required in storing and delivering movie contents, it is

important for a VOD system to manage the finite system resources effectively, so

that the maximum potential of service capacity can be exploited to handle as many

user requests as possible given the same amount of system resources.

This specifically gives rise to a challenging problem of optimizing the assignment

of movie files to minimize the blocking probability of user requests subject to ca-

pacity constraints. Notwithstanding the fact that this file assignment problem has

been extensively studied in the literature, all the earlier proposals rely on somewhat

oversimplified and thus unrealistic assumptions that significantly undermine their

practicability in real systems. Therefore, the goal of the VOD part of this thesis is

to develop efficient solutions for a realistic version of this file assignment problem.

1.2 Thesis Outline

Chapter 2 begins with a critical review for the various TDMA models studied in the

literature. These traditional TDMA models, with infinite or finite buffer, deal with

legacy applications that feature either a constant unit service process or a constant

batch service process. We extend the traditional constant service models to one

that considers a state-dependent stochastic service process. The motivation of the

proposed state-dependent service process is presented, followed by a discussion on

its considerable versatility. For this new model, we present a detailed analysis for

the probability density and cumulative distribution of the waiting time experienced

by an arbitrary message admitted into the finite buffer. A matrix formalism is

developed to handle the complex accounting of the queueing process. The main

structural results are later unpacked to reveal the analytic form of the density of

the waiting time distribution. Assuming successive intervals of length equal to the

duration of a slot, we show that the waiting time density is expressed as a linear

combination of beta densities with positive coefficients. The validity of the waiting
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time density is verified. A recursive scheme is designed to achieve highly efficient

computations of the coefficient sequences. An expression for the mean of the waiting

time is derived. We demonstrate that our methodology enables a concise treatment

for the traditional constant service models. A simulation study is designed that

further corroborates the analytical results.

Chapter 3 begins with a review of the multimedia, communications, and mass

storage technologies that enable the commercial implementation of a resource de-

manding VOD service system. We discuss the motivation of a partial replication

architecture for a large scale VOD system. We justify the impact of disk resource se-

lection as well as file assignment on the blocking performance of such a VOD system

due to the existence of multi-copy movies. Discrete event simulation experiments are

designed to evaluate the exact performance of the various resource selection schemes

for a general file assignment. Given the existence of multi-copy movies in such a

system, we observe that an effect of “disk resource sharing” of multiple-copy movie

traffic has great impact on the blocking performance of the system. This observa-

tion motivates us to establish a conjecture on how to balance the movie traffic loads

among “combination” groups of disks to maximize the level of disk resource sharing

and attain combination load balancing (CLB). We design discrete event simulation

experiments to evaluate the blocking performance of the system at the state of CLB

for each of the considered resource selection schemes. It is found that the conjec-

ture predicts in general an effective lower bound on the blocking performance of the

system for a given file replication instance. The bound is shown to be tight in some

specific scenarios. In other situations where the bound is less likely achievable, we

show how the conjecture allows the design of an efficient measure that estimates for

a general file allocation instance how well the multi-copy movie traffic are shared

between the disks, as compared with the ideal file allocation instance that attains

CLB. Moreover, we show how the conjecture motivates the design of a greedy file

allocation method that obtains a heuristic file allocation instance of sufficiently good

quality for a feasible file replication instance.

In Chapter 4, we develop an analytical framework for blocking probability analy-

sis of the partial replication VOD system that can be used to cater for a wide range
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of underlying disk resource selection schemes. We begin with a review of the earlier

studies that have been made in the literature on blocking probability analysis of

VOD systems. We discuss the difficulty in analyzing the VOD system in this con-

text, and how the successful applications of the fixed-point approximation method in

analyzing many large and complex telecommunications systems have motivated us

to develop similar approximate analysis for the VOD system. We present fixed-point

approximate solutions for the various resource selection schemes both in the context

of a general system and in the context of a CLB system. Numerical results verify

that the analytical models have sufficient accuracy and computational efficiency so

that it can be used to support the non-trivial task of file assignment optimization

for the VOD system.

With the enabling techniques that have been developed in Chapter 3 and Chap-

ter 4, Chapter 5 addresses the non-trivial file assignment problem for the partial

replication VOD system. The file assignment problem is concerned with optimiz-

ing the replication and allocation of movies on parallel disks, so that the blocking

performance of the system is minimized subject to capacity constraints. We begin

with a review of earlier proposals for this file assignment problem. We discuss the

limitations of these proposals that undermine their practicability in real systems.

We present an evolutionary approach, where we aim to find computationally effi-

cient near-optimal solutions for this challenging file assignment problem. In order

to implement a computationally efficient stochastic search using evolutionary algo-

rithms, we propose an elaborate transformation of the file assignment problem. This

essentially relies on the good performance greedy file allocation method developed in

Chapter 3. In addition, we design ad hoc methods for population initialization and

constraint handling. These techniques enable the evolutionary algorithm to operate

in a drastically reduced and yet considerably effective search space. At this stage,

the file assignment problem can be simply handled by single-objective evolutionary

algorithms. However, we find that it requires considerable CPU time to evaluate

the blocking performance for each solution explored in the evolution process, even

if we use the fixed-point approximation model developed in Chapter 4. To circum-

vent as much as possible the cumbersome blocking performance evaluation of the
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general system in each cycle of the evolution process, we propose two more compu-

tationally efficient approaches. Firstly, we show how the analytical models of the

CLB system can be utilized to improve the runtime efficiency of the single-objective

approach. Secondly, we design two performance indices to measure the quality of a

file assignment on: 1) its assignment of multi-copy movie files, and 2) its assignment

of single-copy movie files. By means of these two easy-to-compute lower level at-

tributes that jointly measure the quality of a file assignment, we convert the original

single-objective optimization problem into a multi-objective optimization problem.

Numerical results demonstrate that this approach allows us to further expedite the

stochastic search process and yet obtain file assignment solutions of comparable

quality.

Finally in Chapter 6, we give concluding remarks and a discussion of the future

research that can be pursued as extensions of this thesis.

1.3 Contributions

The main contributions of this thesis for the TDMA part are enumerated as follows.

1. We defined a state-dependent stochastic service process. This allows the re-

sulting TDMA model to generalize all traditional constant service models and

cater for a wider range of applications. (Section 2.3)

2. We derived a concise form to express the probability density of the delay of an

arbitrary admitted customer. (Section 2.5)

3. We developed a matrix formalism to handle the complex accounting of the

queueing process involved in the state-dependent service model. (Section 2.5)

4. We obtained the detailed analytic formulas for the probability density and for

the cumulative distribution of the delay in the state-dependent service model.

On each of the successive TDMA slots, we have shown that the density is

expressed as a linear combination of beta densities with positive coefficients.

The validity of the density has been rigorously verified. (Section 2.5)
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5. We designed a simulation study that corroborates the analytical results. (Sec-

tion 2.5)

6. We provided more concise treatments for the probability density and for the

cumulative distribution of the delay in several constant service models, namely,

constant unit service, constant batch service, and full service. For each model,

the validity of the density has been rigorously verified. (Section 2.8)

7. We derived an expression for the statistical mean of the waiting time. (Section

2.9)

The main contributions of this thesis for the VOD part are enumerated as follows.

1. We designed a discrete event simulation study that estimates the exact block-

ing probability of user requests in the VOD system. (Section 3.5)

2. We demonstrated explicitly the impact of file assignment as well as disk re-

source selection on the blocking performance of the VOD system. (Section

3.6)

3. We proposed a general conjecture on how movie traffic should be ideally dis-

tributed in the VOD system to achieve CLB and thus to minimize the blocking

probability of user requests. (Section 3.7)

4. We designed a discrete event simulation study that estimates the exact block-

ing probability of user requests in the VOD system that attains CLB. (Section

3.7)

5. We proposed an efficient measure that estimates numerically for a general

file allocation instance how well the multi-copy movie traffic loads are shared

among the disks, as compared with the ideal file allocation instance that attains

CLB. (Section 3.7)

6. We devised a greedy file allocation method that obtains a heuristic file alloca-

tion instance of sufficiently good quality for a feasible file replication instance.

(Section 3.7)
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7. We developed an analytical framework for blocking probability analysis of the

VOD system. (Section 4.3)

8. We developed an analytical framework for blocking probability analysis of the

VOD system that attains CLB. (Section 4.4)

9. We proposed an elaborate transformation of the file assignment problem that

enables the search method to operate in a drastically reduced yet effective

solution space. (Section 5.4)

10. We designed a single-objective evolutionary approach that obtains near-optimal

solutions for the file assignment problem computationally efficiently. (Section

5.5)

11. We designed a multi-objective evolutionary approach that further expedites the

stochastic search process and yet obtain file assignment solutions of comparable

quality as compared with the single-objective approach. (Section 5.7)
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Chapter 2

Delay Analysis for Finite Buffer TDMA Systems

2.1 Introduction

TDMA schemes are widely used in various telecommunications applications. Given

the wide applicability of TDMA, models for TDMA applications, options, and ver-

sions have been extensively studied for over four decades. Due to the complexity of

the exact analysis of the waiting time (or delay) distribution in finite buffer TDMA

models, only a few results for very special cases have been given in the literature.

While in [13], [33] and [146] models with constant unit service were studied, [139]

and [148] treated cases with constant batch service.

This chapter presents a detailed analysis for the probability density and cumu-

lative distribution of the waiting time in a new finite buffer TDMA model with a

state-dependent stochastic service process. We will see that the considerable ver-

satility associated with this service process renders the analytic formulas provided

here a generalisation of the special constant service models investigated in the liter-

ature. More importantly, it allows the resulting TDMA model to cater for a wider

range of applications that feature more flexible service processes. Such a TDMA

model, however, gives rise to an interesting, complex queueing problem of deriving

the waiting time distribution for an arbitrary customer/item/message admitted into

the finite buffer.

The methodological interest of our analysis lies in the way we handle the complex

accounting of the queueing process. The main structural results are derived by a

transparent matrix formalism that is later unpacked to reveal the analytic form of the

density of the waiting time distribution. We will see that, on each of the successive

TDMA fixed intervals, the density is given by a finite, positive linear combination

11
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of beta densities. The coefficients of those linear combinations are computed by a

recursive scheme. We thus arrive at a nearly explicit analytic characterization of the

waiting time density and at an algorithm for its numerical computation.

The organization of this chapter is as follows. Section 2.2 provides a critical

review for the various TDMA models studied in the literature. In Section 2.3, we

describe our finite buffer TDMA model. The motivation of the proposed state-

dependent service process is presented, followed by a discussion on its considerable

versatility. Section 2.4 deals with derivations of preliminary quantities. The detailed

analysis for the general model is presented in Section 2.5. Specifically, an outline of

the mathematical derivation of the cumulative delay distribution is given in Section

2.5.1. The details of that derivation are provided in Sections 2.5.2 and 2.5.3. An al-

gorithm for numerical computation of the cumulative delay distribution is presented

in Section 2.5.4. A simulation study is designed in Section 2.6 which can be used to

corroborate the analytical results. Computation and simulation results for a numer-

ical example are provided in Section 2.7, where we give an intuitive explanation for

the behavior of the waiting time density function. In Section 2.8, we study several

representative special cases of the proposed finite buffer TDMA model. We exploit

the ad hoc properties of the underlying service processes, and demonstrate how con-

cise treatments can thus be attained for these special cases using our methodology.

Finally, the results for the mean and variance of the waiting time are discussed in

Section 2.9.

2.2 Related Work

Time division multiple access (TDMA), also known as time-division multiplexing

(TDM) in digital carrier systems, is a technology that allows a number of users (or

stations) to share a single communication channel without interference by allocating

unique time slots to each user for transmission across the shared channel. TDMA

was originally designed for digital satellite communication systems. Nowadays, this

important principle has seen applications in many other modern telecommunications

systems. For example, TDMA is used in GSM (Global System for Mobile Communi-
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cations) [112] which is the most popular digital cellular standard for mobile phones

in the world. The two enhanced versions of GSM, namely, GPRS (General Packet

Radio Service) and EDGE (Enhanced Data rates for GSM Evolution) are also based

on TDMA. Applications of TDMA can also be found in several other digital cel-

lular standards, like PDC (Personal Digital Cellular), a 2G mobile phone standard

developed and used exclusively in Japan, and iDEN (Integrated Digital Enhanced

Network), among others, as well as computer communication systems. Given the

wide applicability of TDMA, models for TDMA applications, options, and versions

have been extensively studied for over four decades.

A large amount of TDMA literature has been dedicated to analyzing models for

infinite buffer capacity. With the assumptions of general independent arrivals of

variable message length for a TDMA model under which a single slot per frame is

allocated to each station, one arrives at the problem which was studied by Chu and

Konheim [30]. Their model was motivated by the need to develop a unified approach

that can be applied to the analysis of a wide variety of computer communication

systems. They derived the probability generating function for the queue size and

obtained the mean and variance of the queue size. They also obtained the expected

delay of what they called a “virtual” customer.

Using different analytical approaches, Hayes [73] and Lam [91] analyzed the

same model but for Poisson message arrivals only. They obtained the steady-state

probability generating function for the queue size and the explicit formula for the

expected message delay. Lam further studied the message delay performance of the

TDMA model under a non-preemptive priority discipline. Fredrikson [58] analyzed

the single slot per frame model in the case of binomial arrivals of constant message

length and obtained results for the queue size and mean waiting time. Pawlikowski

[127] studied the buffer behavior of a multiple slot per frame model with an arbitrary

number of preemptive priority classes of messages. Under the assumption of general

independent arrivals of variable message length, he produced an analytical formula

for the probability generating function of the message waiting time.

Significant contributions to the analysis of various TDMA infinite buffer models

with various access-control disciplines, various priority disciplines, and various switch
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disciplines were made by Rubin and his colleagues [110, 111, 133, 134, 135, 136, 137].

Rubin [134] derived the probability generating function of the queue size for the

same TDMA model considered in [91], using a yet simpler technique. He further

obtained the message delay distribution for such a model in [134] and [133]. Rubin

[133] examined the multiple slot per frame model and provided an approximate

analysis of the queue size and message delay distribution, an exact analysis of which

was later presented by Rubin and Zhang [137] under the assumption of constant

message length. The same model has also been considered in [19]. Message delays

for TDMA models under non-preemptive and preemptive priority disciplines were

analyzed in [111], [135], and [110]. Rubin and Zhang [136] analyzed the queue size

and message delay for a circuit-switched TDMA model.

Ko and Davis [87] considered the problem of deriving the exact message delay for

a model with multiple contiguous output. They obtained a closed form expression

for the average message delay, under the assumption of Poisson message arrivals of

constant message length. A more general treatment of the same problem but valid

for a general arrival process was presented in [20], which results in a closed form

expression for the probability generating function of the message delay distribution.

More recently, Khan and Peyravi [86] have used a G/D/1 queueing model to study

the delay behavior of a TDMA model assuming an arbitrary message arrival process

and an arbitrary message length distribution.

The analyses presented in the above work are all for infinite buffer TDMA models.

With the assumption of an infinite waiting room, the probability distributions of

buffer behaviors are readily calculated using the techniques of probability-generating

functions. The assumption of an infinite waiting room can be reasonable for a

practical application if the buffer is satisfactorily large so that the probability of

overflow would be negligible. However, when the size of the buffer is such that the

probability of overflow is not negligible, the analysis of the infinite buffer models

which leads to the probability-generating function is not applicable. Moreover, the

assumption of infinite buffer capacity fails to give accurate results regarding the

effect of blocking on the queueing performance of the systems [141].

The work of Birdsall, Ristenbatt and Weinstein [13] was the first report in the
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literature that provided a detailed analysis of a finite buffer TDMA model. Their

model, motivated from the analysis of an asynchronous time multiplexing system,

considers a Poison arrival process and a constant unit service process for messages of

constant length. They presented an iteration procedure1 to solve for the steady-state

buffer occupancy probabilities, instead of using the traditional approach relying on

the computation of the state transition probabilities. They derived the probability

density and cumulative distribution of the waiting time experienced by an arbitrary

admitted message. They further designed a simulation approach to examine the

buffer behavior of the system. Unfortunately, no simulation results were provided to

verify the delay analysis, nor a rigorous proof that checks the validity of the obtained

density function. Although their analysis of the waiting time density is flawed (as

will be shown in Section 2.8.1 of this chapter), for two decades, it has remained

the only work in the literature providing delay distributions for a TDMA system of

finite buffer capacity.

The same finite buffer model but for messages of variable length was studied in

[28] where Chu gave results for buffer behavior and an approximation to the average

message delay. The expression for the actual mean delay was derived by Yan [174].

Clare and Rubin [33] further derived the probability distribution for the message

delay. The model was also studied by Chu [31] for a mixed input traffic consisting

of both constant length messages and variable length messages. A detailed analysis

of a variation of the constant unit service model was conducted by Shikata and

Takahashi [146], again for constant message length but allows the case of vacation

times. Other extensions of the model to consider a constant batch service process

have been investigated in [29, 75] for Poisson arrivals of constant message length, in

[138] for binomial arrivals of constant message length, and in [105, 75] for Poisson

arrivals of variable message length. Results on waiting time distributions for the

constant batch service model assuming Poisson arrivals of constant message length

have been obtained in [139] and [148] using a rather complicated approach.

The probability density and cumulative distribution of message waiting time in

finite buffer TDMA systems has never been completely investigated. As we have seen

1A similar approach was independently reported by Dor [51].
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from the above review, there have been only a few attempts on very special cases

made in the literature. This chapter attempts to provide a detailed analysis of a finite

buffer TDMA model that considers a more general state-dependent service process.

The sophisticated nature of the resulting TDMA model makes these approaches

presented in the previous work inapplicable to handle the complex accounting of the

queueing process in this context. It is therefore our aim in this chapter to develop

a new methodology to deal with this challenging problem effectively. We restrict

our interests to the class of models for Poisson arrivals of constant message length

only. Extensions of the analysis to handle state-dependent service models with the

assumptions of other arrival processes as well as the cases of variable message length

are left for future work.

2.3 Model

We derive the waiting time distribution of an arbitrary admitted customer to a

finite buffer of size K that operates as follows. The customers arrive according to a

homogeneous Poisson process of rate λ. The probability pn(t) of n arrivals during a

time period of t is

pn(t) = e−λt (λt)n

n!
. (2.1)

If there are fewer than K customers present, an arriving item is admitted, otherwise

it is lost. The time axis is divided equally into successive frames (slots) of length

T . If at the end of a slot, there are j items in the buffer, then with conditional

probability d(i, j), i of the j items are removed on a first-come-first-served (FCFS)

basis. For 0 ≤ j ≤ K, the quantities {d(i, j)} satisfy

j∑
i=0

d(i, j) = 1. (2.2)

Such a service process was motivated by the analysis of paging performance in

GSM networks [81]. In a GSM network, a small amount of downlink transmission

capacity is allocated to a specific channel called the paging channel. This channel

carries paging messages which are used to alert the mobile stations of incoming calls.
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Two types of paging messages are supported: 1) International Mobile Subscriber

Identity (IMSI) and 2) Temporary Mobile Subscriber Identity (TMSI). One IMSI

message is roughly double the length of one TMSI message. Each paging channel is

further separated into multiple sub-channels.

As illustrated in Figure 2.1, during each time period T of a GSM multiframe,

each paging sub-channel occupies a small amount of time Tp. Within each Tp, the

base station can send one paging block, each of which can serve a maximum of

two IMSI messages, or one IMSI message plus two TMSI messages, or four TMSI

messages. Therefore, the maximum service rate of each paging sub-channel is two,

three or four paging messages per time period T , depending on the type of messages

waiting in the buffer. Because Tp is very small as compared with T , therefore, from

the point of view of a particular paging sub-channel, the server arrives every period

T , and instantly removes some messages from its buffer.

Figure 2.1: Paging in GSM networks.

The proposed state-dependent service process d(i, j) has considerable versatility.

It may cater for a wide range of applications such as demand assigned and quality

of service (QoS) based classification. In the case of demand assigned TDMA, more

TDMA “slots” are allocated to a station where the demand is higher, so that the

longer the queue in terms of the number of packets, the more packets are served.

In the case of QoS-based classification, separate logical buffers are allocated to dif-
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ferent QoS classes and each may be treated in accordance with its specific QoS

requirements.

Broader applications of this service process can also be found, for example, in

[163] to support dynamic two-way reservation (DTWR) in time-slotted optical burst

switching (OBS) networks. There, bursts from multiple OBS edge routers contend

for the finite transmission capacity on each wavelength channel within a lightpath,

from the ingress router to the egress router. DTWR ensures that a burst is sent

only after a lightpath is reserved, thus achieving higher network utilization and

eliminating burst blocking due to wavelength contention, but at the expense of a

packet queueing delay. The effective number of admitted packets in the finite buffer

of an OBS edge router that can be served (as a burst) in a time slot is dynamically

determined at the edge router. More specifically under DTWR, the effective length

of the burst is in accordance with the minimum length reservation period that is

available on each wavelength channel within a lightpath.

This service process also generalizes the cases of constant service. If the quantities

{d(i, j)} are set so that

d(0, j) = 1, for j = 0

d(1, j) = 1, for 1 ≤ j ≤ K

d(i, j) = 0, elsewhere (2.3)

our TDMA model reduces to the one with constant unit service investigated in [13].

If we have

d(j, j) = 1, for 0 ≤ j ≤ N

d(N, j) = 1, for N < j ≤ K

d(i, j) = 0, elsewhere (2.4)

it generalizes the one with constant batch service studied in [139] and [148]. Further,

if we let N = K and thus have

d(j, j) = 1, for 0 ≤ j ≤ K



2.4. PRELIMINARY RESULTS 19

d(i, j) = 0, elsewhere (2.5)

it becomes what we call the full service case to be discussed later in Section 2.8.3.

An item admitted during the frame (0, T ) may be removed at one of the epochs

kT , k ≥ 1. If it is admitted at time T − u, 0 < u < T , its waiting time is therefore

the sum of u and an integer multiple (k − 1)T of T .

2.4 Preliminary Results

2.4.1 Embedded Markov Chain

Let Jk be the number of items in the buffer at time kT+ immediately after removal

(given that the buffer was non-empty at time kT−). {Jk} is then a Markov chain

with state space {0, 1, . . . , K}, where we recall that K is the size of the buffer. Its

probability transition matrix P = {Pij} is given by

Pij = P (Jk+1 = j|Jk = i)

=
K−i−1∑

ν=max(0,j−i)

e−λT (λT )ν

ν!
d(i+ν−j, i+ν)+

[
1−

K−i−1∑
ν=0

e−λT (λT )ν

ν!

]
d(K−j, K) (2.6)

for 0 ≤ i, j ≤ K. By [π0, π1, . . . , πK ], we denote the steady-state probabilities of the

Markov chain.

We verify that P is a valid probability transition matrix, i.e.
∑K

j=0 Pij = 1, for

all i, 0 ≤ i ≤ K. We sum the expression in (2.6) over j and specifically have that

K∑
j=0

Pij =
K∑

j=0

K−i−1∑

ν=max(0,j−i)

e−λT (λT )ν

ν!
d(i + ν − j, i + ν)

+

[
1−

K−i−1∑
ν=0

e−λT (λT )ν

ν!

] K∑
j=0

d(K − j, K). (2.7)

By (2.2), the last term of (2.7) becomes

1−
K−i−1∑

ν=0

e−λT (λT )ν

ν!
. (2.8)
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We interchange the summations in the first term of (2.7) and thus obtain

K∑
j=0

K−i−1∑

ν=max(0,j−i)

e−λT (λT )ν

ν!
d(i + ν − j, i + ν) =

K−i−1∑
ν=0

ν+i∑
j=0

e−λT (λT )ν

ν!
d(i + ν − j, i + ν)

=
K−i−1∑

ν=0

e−λT (λT )ν

ν!

ν+i∑
j=0

d(i + ν − j, i + ν) =
K−i−1∑

ν=0

e−λT (λT )ν

ν!
. (2.9)

Adding (2.8) and (2.9) clearly yields a quantity which is exactly equal to one.

2.4.2 Expected Number of Items Admitted per Time Frame

Theorem 2.1. The expected number E∗ of customers admitted during a slot of

length T is

E∗ =
K−1∑
i=0

πi

[
K − i−

K−i−1∑
ν=0

e−λT (λT )ν

ν!
(K − i− ν)

]
. (2.10)

Proof. Given that there are i, 0 ≤ i ≤ K − 1, items in the buffer at the beginning

of a slot, an arriving item must occupy one of the positions r with i + 1 ≤ r ≤ K.

Using the indicator random variables of the corresponding events, we readily see

that

E∗ =
K−1∑
i=0

πi

K∑
r=i+1

∫ T

0

e−λu (λu)r−i−1

(r − i− 1)!
λdu. (2.11)

Since e−λu (λu)r−i−1

(r − i− 1)!
λ is the Erlang density function of order r − i, we have

∫ T

0

e−λu (λu)r−i−1

(r − i− 1)!
λdu = 1−

r−i−1∑
ν=0

e−λT (λT )ν

ν!
. (2.12)

Thus, (2.11) becomes

E∗ =
K−1∑
i=0

πi

K∑
r=i+1

[
1−

r−i−1∑
ν=0

e−λT (λT )ν

ν!

]
=

K−1∑
i=0

πi

[
K − i−

K−i−1∑

l=0

l∑
ν=0

e−λT (λT )ν

ν!

]

=
K−1∑
i=0

πi

[
K − i−

K−i−1∑
ν=0

e−λT (λT )ν

ν!
(K − i− ν)

]
. (2.13)
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The ratio E∗/T is the steady-state rate at which items are admitted to the buffer,

so that (E∗/T )dv is the elementary probability of an admission in (v, v + dv), and

1− E∗/(λT ) is the probability that an arriving item is blocked.

2.5 Analysis of the General Model

In TDMA models with constant service, the amount of service on each successive

time slot is deterministic. The waiting time of a customer finding a certain number

of items ahead of it, under the FCFS queueing discipline, is therefore bounded.

Later in Section 2.8, we will show that the treatment of the delay distribution in

these special cases is straightforward. On the other hand, with the general state-

dependent service, the exact number of customers that can be served is random on

each successive time slot, and depends on the number of waiting customers. If there

is a positive probability that the waiting customers do not receive service within a

time slot, the delay of a customer can therefore be arbitrarily large with positive

probability despite the fact that the customer arrives at a buffer with finite number

of customers ahead of it.

2.5.1 Outline of the Derivation

Let ψ(·) be the probability density of the delay of an arbitrary admitted item. In

this section, we present an outline of the derivation of ψ(·) with the cumbersome

details to be filled in later. We choose the time origin 0 to be the beginning of the

slot during which the arbitrary item is admitted.

We first derive the expected number dE∗(u) of items admitted during (0, T )

whose waiting time lies between u and u+du. That derivation is somewhat involved.

When that is completed, we note that

[
dE∗(u)

T

]

[
E∗

T

] = ψ(u)du (2.14)

is the elementary probability that an arbitrary admitted item waits between u and
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u + du. Therefore, ψ(·) is the probability density of the waiting time distribution.

A well-organized derivation is required because the function dE∗(u) assumes

different analytic forms on the successive intervals (kT, kT + T ), k ≥ 0. To express

the first density and to relate the form of the density on a subsequent interval to

the preceding one requires somewhat involved bookkeeping. The second task is

accomplished by using a convenient matrix formalism.

We must keep track of the buffer content at each epoch kT+ and of the position

r, K ≥ r ≥ 1, of the item that we are following. While, owing to new arrivals and

successive departures, the buffer content can increase and decrease, the position r is

non-increasing from one slot to the next. When the tracked item leaves the buffer,

we shall say that it reaches position 0.

To account for the first frame (0, T ), it is useful to introduce vectors g∗(r′; u),

for K ≥ r′ ≥ 1 and 0 < u < T . The vector g∗(r′; u) is of dimension K − r′ + 1.

The infinitesimal quantity g∗i′(r
′; u)du, K ≥ i′ ≥ r′, is the expected number of items

admitted between T − u and T − u + du, evaluated over the event where the buffer

content at time T+ equals i′ and the position of the tracked item at time T+ is

r′. As there can be at most one such an arrival, g∗i′(r
′; u)du is also the elementary

probability that between T −u and T −u+du an item is admitted, that its position

at time T+ is r′ and that the buffer content then equals i′. Expressions for the

vectors g∗(r′; u) are derived in Section 2.5.2.

Next, we define some convenient matrices that serve to account for transactions

during the first slot (0, T ). The matrices T0(r, r
′; u) are defined for K ≥ r ≥ 1 and

for r′ ≤ r. The matrix T0(r, r
′; u) is of dimensions r× (K − r′ + 1). Its row indices i

run from 0 to r−1; its column indices i′ from r′ to K. The quantity [T0(r, r
′; u)]i,i′du

is the elementary conditional probability that, given that the buffer contains i items

at time 0+, an item is admitted into the rth buffer position between T − u and

T − u + du, and that at time T+, there are i′ items present and the item we are

tracking is now in the position r′.

For K ≥ r ≥ 1, we also define column vectors T0
0(r; u) of dimension r. The

quantity [T0
0(r; u)]idu is the elementary conditional probability that, given that the

buffer content at time 0+ is i, an item is admitted into the rth buffer position
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between T − u and T − u + du and departs at time T .

To do the accounting for the subsequent slots (kT, kT + T ), we define the (K −
r1+1)×(K−r2+1) matrices T (r1, r2), for K ≥ r1 ≥ 1 and for r2 ≤ r1. The row and

column indices i1 and i2 of T (r1, r2) range from K down to r1 and from K down to

r2 respectively. The element [T (r1, r2)]i1,i2 is the conditional probability that, given

that, at the beginning of the slot, there are i1 items in the buffer with the marked

item in position r1, by the end of the slot, there are i2 items in the buffer and the

item we are tracking has moved to position r2, with r1 ≥ r2 ≥ 1.

For K ≥ r1 ≥ 1, we also define column vectors T0(r1) of dimension K−r1+1. The

quantity [T0(r1)]i1 is the conditional probability that, given that, at the beginning

of the slot, there are i1 items in the buffer with the marked item in position r1, the

item we are tracking is removed at the end of that slot.

It will be convenient to consider the block structured matrix T ∗ whose structure

is displayed in Figure 2.2 for the representative value K = 6.

T ∗ =

6 5 4 3 2 1 0

6 T (6, 6) T (6, 5) T (6, 4) T (6, 3) T (6, 2) T (6, 1) T0(6)
5 0 T (5, 5) T (5, 4) T (5, 3) T (5, 2) T (5, 1) T0(5)
4 0 0 T (4, 4) T (4, 3) T (4, 2) T (4, 1) T0(4)
3 0 0 0 T (3, 3) T (3, 2) T (3, 1) T0(3)
2 0 0 0 0 T (2, 2) T (2, 1) T0(2)
1 0 0 0 0 0 T (1, 1) T0(1)

0 0 0 0 0 0 0 1

Figure 2.2: The structure of the matrix T ∗, K = 6.

We see that this matrix is of the form

T ∗ =
T̃ T̃0

0 1
(2.15)

and we shall later verify that T ∗ is stochastic. The derivation of the cumulative delay

distribution is based on rudiments of the theory of discrete phase-type distributions.

The two essential steps of the derivation of the cumulative distribution are the
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following: Let us write π∗(r) for the vector [πr−1, πr−2, . . . π0]. The expected number

dE∗(u) of items admitted during (0, T ) whose waiting time lies between u and u+du

is given by different analytical forms on the successive intervals (kT, kT +T ), k ≥ 0.

Applying the law of total conditional expectation, we see that, for 0 < u < T ,

dE∗(u) =
K∑

r=1

π∗(r)T0
0(r; u)du. (2.16)

The direct sum of a finite ordered set of (row)vectors is the vector obtained by

concatenating these vectors into a single row vector. For convenience, we form the

direct sum γ∗(u) of the vectors g∗(r′; u) with r′ running from K down to 1. Then,

a further application of the law of total conditional expectation yields that, on the

interval (kT, kT + T ), for k ≥ 1,

dE∗(u) = γ∗(u− kT )T̃ k−1T̃0du. (2.17)

The method of computation of the function E∗(u) and, therefore, of the probability

density of the delay, is now clear in principle. By using equation (2.16), we evaluate

the function on (0, T ). Then, recursively forming the vectors T̃ k−1T̃0, we apply

(2.17) to compute the function for the subsequent frames. However, by getting into

the details, the analytic results and the algorithmic procedure can be made much

more explicit. These matters are discussed in the next two sections.

2.5.2 Delay Distribution - The First Slot

The elements of the matrices T0(r, r
′; u), K ≥ r ≥ 1, for r′ ≤ r are now made

explicit. We recall that the quantity [T0(r, r
′; u)]i,i′du is the elementary conditional

probability that, given that the buffer content at time 0+ is i, an item is admitted

into the rth buffer position between T −u and T −u+du, that at time T+, there are

i′ items in the buffer and the item we are tracking has moved to position r′. Clearly,

we can have positive probability only when r ≥ i + 1, r ≥ r′ ≥ 0. Moreover, the

initial state i cannot be K, otherwise no admission during (0, T ) is possible. The

transition during (T − u, T ) can occur with or without the buffer filling up. If it



2.5. ANALYSIS OF THE GENERAL MODEL 25

does not, then for r ≥ i+1, i′ ≥ r′ ≥ 1, i′+r−r′ < K, there must be r−r′ removals

at time T . That means that there must be i′ + r − r′ items just prior to T , so that

there are r − i− 1 arrivals in (0, T − u) and i′ − r′ in (T − u, T ).

Therefore, for r ≥ i+1, i′ ≥ r′ ≥ 1, i′+r−r′ < K, the quantity [T0(r, r
′; u)]i,i′du

is given by

e−λ(T−u) [λ(T − u)]r−i−1

(r − i− 1)!
λdu · e−λu (λu)i′−r′

(i′ − r′)!
d(r − r′, i′ + r − r′). (2.18)

If i′+r− r′ = K, the buffer fills up during (T −u, T ). The corresponding expression

for that case is

e−λ(T−u) [λ(T − u)]r−i−1

(r − i− 1)!
λdu

[
1−

K−r−1∑
j=0

e−λu (λu)j

j!

]
d(r − r′, K) (2.19)

for r ≥ i + 1, i′ = K + r′ − r, r′ ≥ 1.

The elements of the column vectors T0
0(r; u), K ≥ r ≥ 1, are similarly defined.

The quantity [T0
0(r; u)]idu, the elementary conditional probability that, given that

the buffer content at time 0+ is i, an item is admitted into the rth buffer position

between T − u and T − u + du and departs at time T , is given by

e−λ(T−u) [λ(T − u)]r−i−1

(r − i− 1)!
λdu

·
{

K−r−1∑
j=0

e−λu (λu)j

j!

j+r∑
ν=r

d(ν, j + r) +

[
1−

K−r−1∑
j=0

e−λu (λu)j

j!

] K∑
ν=r

d(ν,K)

}
(2.20)

for r ≥ i+1. When r′ = 0 the item is removed at time T . It then no longer matters

how many items remain in the buffer. The marked item is removed at time T if r

or more items are removed at that time. The two terms in equation (2.20) reflect

whether or not the buffer fills up in (T − u, T ).

The elements of the matrix T0(r, r
′; u) can be conveniently expressed as linear

combinations of beta densities

β(u; p, q) =
1

B(p, q)
up−1(1− u)q−1, 0 < u < 1 (2.21)
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where B(p, q) is the beta function

B(p, q) =

∫ 1

0

up−1(1− u)q−1du. (2.22)

By routine manipulations, we rewrite the elements of T0(r, r
′; u) as

[T0(r, r
′; u)]i,i′ =

e−λT (λT )r−r′+i′−i

(r − r′ + i′ − i)!
d(r − r′, i′ + r − r′)

1

T
β(1− u

T
; r − i, i′ − r′ + 1) (2.23)

for r ≥ i + 1, i′ ≥ r′ ≥ 1, i′ + r − r′ < K, and for r ≥ i + 1, 1 ≤ r′ ≤ r,

[T0(r, r
′; u)]i,K+r′−r = d(r − r′, K)e−λ(T−u) [λ(T − u)]r−i−1

(r − i− 1)!
λ

−
K−r−1∑

j=0

e−λT (λT )r−i+j

(r − i + j)!
d(r − r′, K)

1

T
β(1− u

T
; r − i, j + 1). (2.24)

Similarly, we rewrite the components of the vectors T0
0(r; u). From (2.20) we obtain

that for i ≤ r − 1,

[T0
0(r; u)]i =

K∑
ν=r

d(ν,K)e−λ(T−u) [λ(T − u)]r−i−1

(r − i− 1)!
λ +

K−r−1∑
j=0

e−λT (λT )r−i+j

(r − i + j)!

·
[ j+r∑

ν=r

d(ν, j + r)−
K∑

ν=r

d(ν, K)

]
1

T
β(1− u

T
; r − i, j + 1). (2.25)

The probability density ψ(·) on the interval (0, T ) can now be written explicitly

in terms of beta densities. By virtue of formulas (2.14) and (2.16), the density ψ(·)
is given by

ψ(u) = (E∗)−1

K∑
r=1

r−1∑
i=0

πi[T
0
0(r; u)]i . (2.26)

We set i = r − h − 1 and carefully interchange the summations in the resulting

formulas. This successively yields, for 0 < u < T ,

ψ(u) = (E∗)−1

K∑
r=1

r−1∑

h=0

πr−h−1

K∑
ν=r

d(ν,K)e−λ(T−u) [λ(T − u)]h

h!
λ
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+(E∗)−1

K−1∑
r=1

r−1∑

h=0

K−r−1∑
j=0

πr−h−1e
−λT (λT )h+j+1

(h + j + 1)!

·
[ j+r∑

ν=r

d(ν, j + r)−
K∑

ν=r

d(ν, K)

]
1

T
β(1− u

T
; h + 1, j + 1)

= (E∗)−1

K−1∑

h=0

e−λ(T−u) [λ(T − u)]h

h!
λ

K∑

r=h+1

πr−h−1

K∑
ν=r

d(ν,K)

+(E∗)−1

K−2∑

h=0

K−h−2∑
j=0

1

T
β(1− u

T
; h + 1, j + 1)

·e−λT (λT )h+j+1

(h + j + 1)!

K−j−1∑

r=h+1

πr−h−1

[ j+r∑
ν=r

d(ν, j + r)−
K∑

ν=r

d(ν, K)

]
. (2.27)

We see that ψ(u) is expressed as a finite, positive linear combination of beta

densities on (0, 1). Correspondingly, the cumulative distribution of the delay is

given by the same positive linear combination of beta distributions. Moreover, ψ(u)

is of the form

ψ(u) = (E∗)−1

K−1∑

h=0

b(h)e−λ(T−u) [λ(T − u)]h

h!
λ

+(E∗)−1

K−2∑

h=0

K−h−2∑
j=0

c(h, j)
1

T
β(1− u

T
; h + 1, j + 1) (2.28)

where the coefficients b(h) and c(h, j) are given by

b(h) =
K∑

r=h+1

πr−h−1

K∑
ν=r

d(ν, K) (2.29)

and

c(h, j) = e−λT (λT )h+j+1

(h + j + 1)!

K−j−1∑

r=h+1

πr−h−1

[ j+r∑
ν=r

d(ν, j + r)−
K∑

ν=r

d(ν, K)

]
. (2.30)

Next, we give explicit expressions for the vectors g∗(r′; u), for K ≥ r′ ≥ 1, for

0 < u < T . We recall that π∗(r) = [πr−1, πr−2, . . . π0]. If we pre-multiply the

matrix T0(r, r
′; u) by π∗(r), we obtain a row vector of dimension K − r′ + 1 and

with component indices running from K down to r′. The explicit computation of
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the component with index K + r′ − r requires (2.24); that of all other components

utilizes (2.23).

As g∗i′(r
′; u)du is the elementary probability that between T − u and T − u + du

an item is admitted, that its position at time T+ is r′, and that the buffer content

then equals i′, we see that

g∗i′(r
′; u) =

K∑

r=r′
[π∗(r)T0(r, r

′; u)]i′ (2.31)

for i′ running from K down to r′. We now do a careful accounting of the terms that

contribute to each component of g∗(r′; u) and we find that

g∗K(r′; u) =
r′−1∑
i=0

πi[T0(r
′, r′; u)]∗i,K (2.32)

and, for i′ = K − 1, . . . , r′,

g∗i′(r
′; u) = [π∗(K +r′− i′)T0(K +r′− i′, r′; u)]∗i′+

K+r′−i′−1∑

r=r′
[π∗(r)T0(r, r

′; u)]i′ (2.33)

where the asterisks remind us of which terms are given by formula (2.24), rather than

by formula (2.23). We now do the substitutions and simplify the resulting formulas.

It is convenient to evaluate the vectors and their components with decreasing indices,

so in the analytic expressions that follow, we define the indices accordingly as

g∗K(r′; u) =
r′−1∑

h=0

πr′−h−1d(0, K)e−λ(T−u) [λ(T − u)]h

h!
λ

−
r′−1∑

h=0

K−r′−1∑
j=0

πr′−h−1d(0, K)e−λT (λT )h+j+1

(h + j + 1)!

1

T
β(1− u

T
; h + 1, j + 1). (2.34)

and, for 1 ≤ v ≤ K − r′,

g∗K−v(r
′; u) =

r′+v−1∑

h=0

πr′+v−h−1d(v,K)e−λ(T−u) [λ(T − u)]h

h!
λ
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−
r′+v−1∑

h=0

πr′+v−h−1d(v, K)
K−v−r′−1∑

j=0

e−λT (λT )h+j+1

(h + j + 1)!

1

T
β(1− u

T
; h + 1, j + 1)

+
r′+v−2∑

i=0

r′+v−1∑

r=max(r′,i+1)

πie
−λT (λT )r−i+K−v−r′

(r − i + K − v − r′)!

·d(r − r′, K − v + r − r′)
1

T
β(1− u

T
; r − i,K − v − r′ + 1). (2.35)

In this last sum, we make the change of indices r− i− 1 = h. The result is most

conveniently written as the sum of two terms, as follows:

{
r′−1∑

h=0

r′+v−h−2∑

i=r′−h−1

+
r′+v−2∑

h=r′

r′+v−h−2∑
i=0

}
πie

−λT (λT )h+K−v−r′+1

(h + K − v − r′ + 1)!

·d(i + h− r′ + 1, K − v + i + h− r′ + 1)
1

T
β(1− u

T
; h + 1, K − v − r′ + 1). (2.36)

Thus, finally for 1 ≤ v ≤ K − r′, g∗K−v(r
′; u) is given by

r′+v−1∑

h=0

πr′+v−h−1d(v,K)e−λ(T−u) [λ(T − u)]h

h!
λ

−
r′+v−1∑

h=0

πr′+v−h−1d(v, K)
K−v−r′−1∑

j=0

e−λT (λT )h+j+1

(h + j + 1)!

1

T
β(1− u

T
; h + 1, j + 1)

+

{
r′−1∑

h=0

r′+v−h−2∑

i=r′−h−1

+
r′+v−2∑

h=r′

r′+v−h−2∑
i=0

}
πie

−λT (λT )h+K−v−r′+1

(h + K − v − r′ + 1)!

·d(i + h− r′ + 1, K − v + i + h− r′ + 1)
1

T
β(1− u

T
; h + 1, K − v − r′ + 1). (2.37)

We see that, for 1 ≤ r′ ≤ K, the vector g∗(r′; u) of dimension K − r′ + 1, is of

the form

g∗(r′; u) =
K+r′−1∑

h=0

b∗(r′; h)e−λ(T−u) [λ(T − u)]h

h!
λ

+
K+r′−1∑

h=0

K−r′−1∑
j=0

c∗(r′; h, j)
1

T
β(1− u

T
; h + 1, j + 1) (2.38)
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where the coefficient vectors b∗(r′; h) and c∗(r′; h, j) are given by

b∗K(r′; h) = πr′−h−1d(0, K), for 0 ≤ h ≤ r′ − 1; (2.39)

b∗K(r′; h) = 0, for r′ ≤ h ≤ K + r′ − 1; (2.40)

c∗K(r′; h, j) = −πr′−h−1e
−λT (λT )h+j+1

(h + j + 1)!
d(0, K), for 0 ≤ h ≤ r′ − 1; (2.41)

c∗K(r′; h, j) = 0, for r′ ≤ h ≤ K + r′ − 1; (2.42)

and, for 1 ≤ v ≤ K − r′, we have

c∗K−v(r
′; h, j) = −πr′+v−h−1e

−λT (λT )h+j+1

(h + j + 1)!
d(v,K), (2.43)

for 0 ≤ h ≤ r′ + v − 1, 0 ≤ j ≤ K − v − r′ − 1;

c∗K−v(r
′; h, j) =

r′+v−h−2∑

i=r′−h−1

πie
−λT (λT )h+K−v−r′+1

(h + K − v − r′ + 1)!
d(i + h− r′ + 1, K − v + i + h− r′ + 1), (2.44)

for 0 ≤ h ≤ r′ − 1, j = K − v − r′;

c∗K−v(r
′; h, j) =

r′+v−h−2∑
i=0

πie
−λT (λT )h+K−v−r′+1

(h + K − v − r′ + 1)!
d(i + h− r′ + 1, K − v + i + h− r′ + 1), (2.45)

for r′ ≤ h ≤ r′ + v − 2, j = K − v − r′;

c∗K−v(r
′; h, j) = 0, (2.46)

for h = r′ + v − 1, j = K − v − r′,

or for r′ + v ≤ h ≤ K + r′ − 1,

or for K − v − r′ < j ≤ K − r′ − 1.

These coefficient vectors are computed once and stored for use in the recursive

computation of the density ψ(·) on the subsequent slots.
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2.5.3 Delay Distribution - The Subsequent Slots

The accounting of the transitions in the buffer content and in the position of the

marked item during the subsequent slots is carried out by means of the partitioned

matrix T ∗ as illustrated before in Figure 2.2. We recall that the elements of T (r1, r2)

are the conditional probabilities that, given that at the start of the slot there are

i1 items in the buffer with the marked item in position r1, by the end of the slot

there are i2 items in the buffer and the marked item has moved to position r2, with

r1 ≥ r2 ≥ 1. The components of T0(r1) are the conditional probabilities that, given

that at the start of the slot there are i1 items in the buffer with the marked item in

position r1, the marked item is removed at the end of that slot.

The element [T (r1, r2)]i1,i2 is given by

[T (r1, r2)]i1,i2 = e−λT (λT )i2+r1−r2−i1

(i2 + r1 − r2 − i1)!
d(r1 − r2, i2 + r1 − r2) (2.47)

for i2 ≥ i1 − r1 + r2, i2 < K − r1 + r2. That is the case where, during the slot, the

buffer does not fill up. For future reference, let us call this the form PC .

The element [T (r1, r2)]i1,K−r1+r2 is given by

[T (r1, r2)]i1,K−r1+r2 =

[
1−

K−i1−1∑
j=0

e−λT (λT )j

j!

]
d(r1 − r2, K). (2.48)

It corresponds to i2 = K − r1 + r2 and to the buffer filling up during the slot. We

call this the form PD.

For 1 ≤ i1 ≤ K, the components of the vector T0(r1) are given by

K−i1−1∑
j=0

e−λT (λT )j

j!

i1+j∑
ν=r1

d(ν, i1 + j) +

[
1−

K−i1−1∑
j=0

e−λT (λT )j

j!

] K∑
ν=r1

d(ν, K). (2.49)

The matrices T (r1, r2) have further special structure that we display in Figure

2.3 for the representative values K = 6, r1 = 4, r2 = 4, 3, 2, 1. The symbols PC

or PD indicate which of the formulas (2.47) or (2.48) is to be used for the specific

indices.

Lemma 2.1. T ∗ is a stochastic matrix.
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T (4, 4) =

i1\i2 6 5 4

6 PD 0 0
5 PD PC 0
4 PD PC PC

T (4, 3) =

i1\i2 6 5 4 3

6 0 PD 0 0
5 0 PD PC 0
4 0 PD PC PC

T (4, 2) =

i1\i2 6 5 4 3 2

6 0 0 PD 0 0
5 0 0 PD PC 0
4 0 0 PD PC PC

T (4, 1) =

i1\i2 6 5 4 3 2 1

6 0 0 0 PD 0 0
5 0 0 0 PD PC 0
4 0 0 0 PD PC PC

Figure 2.3: The structure of the matrices T (r1, r2), K = 6, r1 = 4, r2 = 4, 3, 2, 1.

Proof. For K ≥ i1 ≥ r1, the components of the row sum vector T (r1, r2)e are given

by

[T (r1, r2)e]i1 =

K−r1+r2−1∑
i2=i1−r1+r2

e−λT (λT )i2+r1−r2−i1

(i2 + r1 − r2 − i1)!
d(r1 − r2, i2 + r1 − r2)

+
∞∑

j=K−i1

e−λT (λT )j

j!
d(r1 − r2, K)

=

K−i1−1∑
j=0

e−λT (λT )j

j!
d(r1 − r2, j + i1) +

∞∑
j=K−i1

e−λT (λT )j

j!
d(r1 − r2, K). (2.50)

Now we sum these quantities over r2 from one to r1. Finally, we add the term in

(2.49) and, by (2.2) we obtain an expression that is clearly equal to one.

To complete the argument, we verify that ψ(·) is a valid probability density. We

integrate the expressions in (2.16) and (2.17) and sum over k and check that we so
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obtain the quantity E∗. We specifically have that

∞∑

k=0

∫ kT+T

kT

ψ(u)du =
∞∑

k=0

∫ T

0

ψ(u + kT )du

= (E∗)−1

[
K∑

r=1

π∗(r)
∫ T

0

T0
0(r; u)du +

∞∑

k=1

∫ T

0

γ∗(u)du T̃ k−1T̃0

]
. (2.51)

However, since T ∗ is stochastic, it follows that

∞∑

k=1

T̃ k−1T̃0 = (I − T̃ )−1T̃0 = e. (2.52)

It remains to show that

(E∗)−1

∫ T

0

[
K∑

r=1

π∗(r)T0
0(r; u) + γ∗(u)e

]
du = 1. (2.53)

That can be easily shown without using the fairly involved expressions for γ∗(u).

From the definition of the matrices T0(r, r
′; u) and the vectors T0

0(r; u), we readily

see that, for 0 ≤ i ≤ r − 1,

r∑

r′=1

K∑

i′=r′
[T0(r, r

′; u)]i,i′ + [T0
0(r; u)]i = e−λu (λu)r−i−1

(r − i− 1)!
λ. (2.54)

These quantities need to be multiplied by πi, summed over i with 0 ≤ i ≤ r − 1,

and then summed over r with 1 ≤ r ≤ K. Since for 0 ≤ i ≤ r − 1

∫ T

0

e−λu (λu)r−i−1

(r − i− 1)!
λdu = 1−

r−i−1∑
ν=0

e−λT (λT )ν

ν!
(2.55)

we have that

(E∗)−1

K∑
r=1

r−1∑
i=0

πi

[
1−

r−i−1∑
ν=0

e−λT (λT )ν

ν!

]

= (E∗)−1

K−1∑
i=0

πi

K−i−1∑

h=0

[
1−

h∑
ν=0

e−λT (λT )ν

ν!

]
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= (E∗)−1

K−1∑
i=0

πi

[
K − i−

K−i−1∑

h=0

h∑
ν=0

e−λT (λT )ν

ν!

]

= (E∗)−1

K−1∑
i=0

πi

[
K − i−

K−i−1∑
ν=0

e−λT (λT )ν

ν!
(K − i− ν)

]
= 1. (2.56)

To describe the final recursive algorithm concisely, it is convenient to partition

the vector T̃ k−1T̃0 = w∗(k), k ≥ 1, into vectors w(r′, k), of dimension K − r′ + 1,

for K ≥ r′ ≥ 1. The recursive computation of the vectors w∗(k) is obvious.

We then readily see that, on the interval (kT, kT + T ), the density ψ(·) is given

by

ψ(u) = (E∗)−1

K∑

r′=1

g∗(r′; u− kT )w(r′, k)

= (E∗)−1

K+r′−1∑

h=0

{
K∑

r′=1

b∗(r′; h)w(r′, k)

}
e−λ(kT+T−u) [λ(kT + T − u)]h

h!
λ

+(E∗)−1

K+r′−1∑

h=0

K−r′−1∑
j=0

{
K∑

r′=1

c∗(r′; h, j)w(r′, k)

}
1

T
β(k + 1− u

T
; h + 1, j + 1) (2.57)

which is again a finite, positive linear combination of beta densities on (0, 1). As

the coefficients in (2.38) have been computed, those in (2.57) are readily evaluated

for successive k. Once these coefficients are stored, the density is readily computed

at a set of equidistant points in (kT, kT + T ) and can be plotted.

Upon integration in (2.28) and (2.57), we find that the values F (kT ) at the points

kT of the cumulative distribution of the delay are given by

F (kT ) =
k∑

ν=1

φν (2.58)

where

φ1 = (E∗)−1

K−1∑

h=0

b(h)

[
1−

h∑
v=0

e−λT (λT )v

v!

]
+ (E∗)−1

K−2∑

h=0

K−h−2∑
j=0

c(h, j) (2.59)
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and, for ν ≥ 2,

φν = (E∗)−1

K+r′−1∑

h=0

{
K∑

r′=1

b∗(r′; h)w(r′, ν − 1)

} [
1−

h∑
v=0

e−λT (λT )v

v!

]

+(E∗)−1

K+r′−1∑

h=0

K−r′−1∑
j=0

{
K∑

r′=1

c∗(r′; h, j)w(r′, ν − 1)

}
. (2.60)

The cumulative distribution F (x) at x with kT < x < kT + T is given by

F (x) = F (kT ) +

∫ x

kT

ψ(u)du (2.61)

and can be evaluated along with the density ψ(·) on the interval simply by substi-

tuting the corresponding beta distributions for the beta densities.

We note that, for ν ≥ 2, φν is the probability that the marked item departs

at the end of the (ν − 1)st interval after the interval in which it arrives. φ1 is the

probability that it departs at the earliest possible occasion, i.e. at the end of the

interval in which it arrives.

2.5.4 Numerical Computation

After routine numerical computations of the probability vector [π0, π1, . . . , πK ] and

of the quantity E∗, we implement the recursive scheme for the computation of the

coefficient sequences in formulas (2.28) and (2.57). The recurrence is initiated by the

coefficients for the first slot (0, T ). The density ψ(u) on that interval is evaluated by

implementing (2.27). For the subsequent slots, we perform a matrix multiplication

to form the required vector w∗(k) = T̃ k−1T̃0, and we evaluate the required coefficient

series. From these, the density ψ(u) is readily computed on each interval. Inside the

recursive loop, we also compute the cumulative distribution F (·) by using formula

(2.61) and calling a library routine for the incomplete beta ratio. Particularly, since

p and q are both positive integers, the incomplete beta ratio

Ix(u; p, q) =

∫ x

0

β(u; p, q)du (2.62)



36 Chapter 2. DELAY ANALYSIS FOR FINITE BUFFER TDMA SYSTEMS

can be most efficiently calculated by applying the following recurrence relations [2]:

Ix(u; 1, 1) = x,

Ix(u; p, 1) = xp,

Ix(u; 1, q) = 1− (1− x)q,

Ix(u; p, q) = xIx(u; p− 1, q) + (1− x)Ix(u; p, q − 1). (2.63)

We remember that e−λu (λu)n

n!
λ is the Erlang density function of order n + 1, and

we evaluate

∫ x

0

e−λu (λu)n

n!
λdu by a simple summation of the corresponding Poisson

probabilities. Thus, getting F (·) along with the density only requires a modicum of

additional computation.

2.6 Simulation Study

The somewhat intricate formula involved in the explicit expression for F (·) makes

the task of numerical computation fairly involved. This section designs a simulation

study that corroborates the analytical results of the waiting time obtained from the

numerical computation.

We initiate the simulation study by routine numerical computations of the prob-

ability vector [π0, π1, . . . , πK ]. In each cycle of the simulation process, we consider

a time slot (0, T ). At time 0, we draw a variate i from [π0, π1, . . . , πK ]. If i = K,

we repeat the random sampling until i ≤ K − 1. We then generate a variate M in

accordance with the Poisson arrival process of rate λT . For each of such M arrivals,

we choose a time uniformly from (0, T ). Up to K − i of the earliest Poisson arrivals

are admitted; all later arrivals are discarded. If no Poisson arrivals occur in (0, T ),

we repeat the simulation until arrivals occur. Successive independent replications of

the experiment are performed. Each run of the simulation process consists of one

million independent replications. We need to estimate the probability density and

cumulative distribution of the waiting time of an arbitrary admitted customer.

We know from the theory of stationary point processes (see for example, Da-
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ley and Vere-Jones [37], Franken, König, Arndt, and Schmidt [57], and Karr [82])

that the mathematical definition of arbitrary is the formalization of an idealized

averaging process. Inspired by that theory, we do not actually try to generate an

arbitrary event. Instead, the distributional properties of such an event are studied

by averaging over the long simulation run. More explicitly in this context, we keep

track of the waiting time of each of those admitted items in each replication of the

experiment until all of them are removed from the buffer. The density histogram

of the waiting time is updated for each successive replication, from which the final

empirical cumulative delay distribution is estimated.

2.7 Numerical Results

We consider a numerical example, one selected from among many, for a buffer of size

K = 70, under different loads from light to high (λT = 0.1, 1, 60, 600). For the

purpose of our example, the parameters d(i, j) are specified as follows. For j even,

we form the j + 1 integers 1, 2, · · · , j/2 + 1, j/2, · · · , 2, 1, divided by their sum,

and so identify the d(i, j), for 0 ≤ i ≤ j, with the corresponding ratio. For j odd,

we write the j + 1 integers 1, 2, · · · , (j + 1)/2, (j + 1)/2, · · · , 2, 1, divided by their

sum, and similarly identify the d(i, j). That avoids displaying a 71 × 71 matrix to

complete the specification of our example. Moreover, it enables the {d(i, j)} matrix

to have a positive quantity for each of its elements. In this sense, there is always a

positive probability that a waiting customer does not receive service within a time

slot regardless of the state of the buffer. Although the delay of a customer in this

example can be arbitrarily large with positive probability, the computation process

is terminated when 1 − F (kT ) is sufficiently small such that it is less than 0.0001

and thus negligible.

Graphs of the corresponding delay densities and cumulative distributions, ob-

tained by both computation and simulation, are shown in Figure 2.4, Figure 2.5,

Figure 2.6 and Figure 2.7 for the respective loads. For the histograms, the class

width is set to one tenth of the slot length T . The CPU time for computation on a

2.4 GHz Pentium 4 machine is 32.03 seconds for Figure 2.4, 22.35 seconds for Figure
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2.5, 13.65 seconds for Figure 2.6, and 13.95 seconds for Figure 2.7.

We observe in all these four figures that the delay density histogram displays

an emphasis toward T on the first time slot. This is intuitively explainable since

those customers who arrive and are admitted early in the slot are more likely to be

removed at the end of the same slot. The apparent approach to a discrete density

under the high load (λT = 600) is thus to be expected. When the arrival rate is

very high, the occasional job that is admitted will arrive very early in the slot and

will wait (approximately) for a duration that is a multiple of T .

2.8 Analysis of the Special Cases

The analytical formulas presented in the previous section are designed for a finite

buffer TDMA model with a general d(i, j) service process. Such a general model

has been successfully applied in [163] to support delay analysis for time-slotted OBS

networks. The reader needs to be aware that this general model relies on a matrix

formalism to handle the complex accounting of the queueing process. The large

amount of involved terms requires somewhat intensive computational effort in cases

of large buffer size. Many other TDMA applications in practice typically feature a

much simpler d(i, j) service process. In this section, we will study several special

cases of our TDMA model. We demonstrate how straightforward derivations for the

waiting time density functions can be attained by exploiting the ad hoc properties

of the associated special service processes.

2.8.1 Constant Unit Service

If we set the quantities of {d(i, j)} as shown in formula (2.3), our finite buffer TDMA

model reduces to the constant unit service model investigated in [13]. We recall that

in this model, given there is at least one item in the buffer at the end of a slot

before service, one and only one item is removed from the buffer. The analysis of

the waiting time density presented in [13] is unfortunately flawed. This is evidenced

from the reported results for the case of buffer size K = 1.

What the results in [13] (Page 394, Figure 4) tell us is that, when K = 1, the
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Figure 2.4: Computation and simulation results for the waiting time density and
cumulative delay distribution of the general TDMA model, K = 70, λT = 0.1.
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Figure 2.5: Computation and simulation results for the waiting time density and
cumulative delay distribution of the general TDMA model, K = 70, λT = 1.
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Figure 2.6: Computation and simulation results for the waiting time density and
cumulative delay distribution of the general TDMA model, K = 70, λT = 60.
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Figure 2.7: Computation and simulation results for the waiting time density and
cumulative delay distribution of the general TDMA model, K = 70, λT = 600.
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waiting time of an arbitrary admitted customer is uniformly distributed between 0

and T , regardless of the actual time instant at which the item arrives. The error in

this argument is easily seen in the case K = 1. There, an arriving customer can be

admitted only when the buffer is empty at the beginning of the slot. In addition, if

more than one arrival occurs, it is only the first one that is admitted. Thus, we are

interested in the cumulative distribution of the minimum of the arrival time which

is not uniformly distributed. The waiting time of an arbitrary admitted customer

in this model must have the same behaviour, i.e. a strict emphasis toward T , as we

have observed previously in the examples in Section 2.7.

Using the methodology we have proposed in this chapter, we now give a concise

expression for the waiting time density in this special case. Let dE∗(u) again be

the expected number of customers admitted during (0, T ) whose waiting time lies

between u and u + du. Since the buffer is of finite capacity K, and since the service

capability at each time epoch is no more than one, the waiting time of an arbitrary

admitted customer must be bounded by KT . For the marked item to depart at time

kT +T , 0 ≤ k ≤ K−1, it must arrive so that it occupies exactly the (k+1)th position

in the buffer. The corresponding expression for dE∗(u) on the interval (kT, kT + T )

in this special case is given by

dE∗(u) =
k∑

i=0

πie
−λ(kT+T−u) [λ(kT + T − u)]k−i

(k − i)!
λdu (2.64)

so that, on the interval (kT, kT + T ), the density ψ(·) is given by

ψ(u) = (E∗)−1

k∑
i=0

πie
−λ(kT+T−u) [λ(kT + T − u)]k−i

(k − i)!
λdu. (2.65)

The state space of the Markov chain {Jk} in this special case is {0, 1, . . . , K−1}.
The iterative procedure to find the steady-state probabilities πi, 0 ≤ i ≤ K − 1, of

that Markov chain was discussed in [13] and [51]. We compute the expected number

E∗ of items admitted during (0, T ) by using (2.10). To verify that ψ(·) is a valid

probability density, we integrate (2.65) and sum over all allowable values of k and

check that we thus obtain an equation that is clearly equal to one. We specifically
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have that

K−1∑

k=0

∫ kT+T

kT

ψ(u)du = (E∗)−1

K−1∑

k=0

k∑
i=0

πi

∫ kT+T

kT

e−λ(kT+T−u) [λ(kT + T − u)]k−i

(k − i)!
λdu

= (E∗)−1

K−1∑

k=0

k∑
i=0

πi

∫ T

0

e−λu (λu)k−i

(k − i)!
λdu

= (E∗)−1

K−1∑
i=0

πi

K∑
r=i+1

∫ T

0

e−λu (λu)r−i−1

(r − i− 1)!
λdu = 1 (2.66)

where we make the substitution r = k + 1 and interchange the summations to get

from the second line to the third line and the final equivalence follows from (2.11).

We produce the results for K = 1, 2, 5 with λT = 0.8 in Figure 2.8. The

corresponding delay densities and cumulative distributions are obtained by compu-

tation using both the special analysis given in this section and the general analysis

presented in Section 2.5 for verification. The results clearly displays an emphasis

toward T for the case of K = 1 and on the first time slot as well for K = 2 and

K = 5.

2.8.2 Constant Batch Service

This special case of our TDMA model was initially studied in [139] and [148] in-

dependently. There, the analyses for the waiting time distribution of an arbitrary

admitted customer are, however, rather cumbersome. We will see in this section

that our proposed methodology readily gives rise to a straightforward solution for

this special case. We specifically show that the general expression for dE∗(u) can

be derived as follows.

Let M = dK/Ne, N < K, where dxe is the smallest integer larger than or

equal to x. We recall in (2.4) that, with this service process, if there are N or more

customers in the buffer at the end of a time slot, N items are removed; otherwise, all

items in the buffer will be removed. Thus, the waiting time of an arbitrary admitted

customer must be bounded by MT . For the marked item to depart at time kT + T ,

0 ≤ k ≤ K − 1, in this special case, it must arrive so that it occupies one of the
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Figure 2.8: Computation results for the waiting time density and cumulative delay
distribution of the constant unit service model, λT = 0.8.

positions r with Nk + 1 ≤ r ≤ Nk + N in the buffer. We then have, on the interval

(kT, kT + T ), 0 ≤ k ≤ M − 3,

dE∗(u) =
Nk+N∑

r=Nk+1

r−1∑
i=0

πie
−λ(kT+T−u) [λ(kT + T − u)]r−i−1

(r − i− 1)!
λdu (2.67)

on the interval (MT − 2T, MT − T ),

dE∗(u) =
NM−N∑

r=NM−2N+1

min(r−1,K−N)∑
i=0

πie
−λ(MT−T−u) [λ(MT − T − u)]r−i−1

(r − i− 1)!
λdu (2.68)

and on the interval (MT − T, MT ),

dE∗(u) =
K∑

r=NM−N+1

K−N∑
i=0

πie
−λ(MT−u) [λ(MT − u)]r−i−1

(r − i− 1)!
λdu. (2.69)
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The min operator in (2.68) can be further removed, since if K = NM , we have

NM −N − 1 = K −N − 1 < K −N. (2.70)

Thus, (2.68) is simplified as

dE∗(u) =
NM−N∑

r=NM−2N+1

r−1∑
i=0

πie
−λ(MT−T−u) [λ(MT − T − u)]r−i−1

(r − i− 1)!
λdu. (2.71)

However, if K < NM , we have

NM −N − 1 > K −N − 1 ≥ K −N. (2.72)

Then, (2.68) is conveniently written as

dE∗(u) =

{
K−N∑

r=NM−2N+1

r−1∑
i=0

+
NM−N∑

r=K−N+1

K−N∑
i=0

}

·πie
−λ(MT−T−u) [λ(MT − T − u)]r−i−1

(r − i− 1)!
λdu. (2.73)

Since at most K − N items remain in the buffer at the end of a time slot after

service, the state space of the Markov chain {Jk} in this special case is {0, 1, . . . , K−
N}. Its probability transition matrix {Pij} is given by

Pij =
N−i∑
ν=0

e−λT (λT )ν

ν!
, for j = 0, i ≤ N

Pij = e−λT (λT )N+j−i

(N + j − i)!
, for 0 < j < K −N, i ≤ N + j

Pij = 1−
K−i−1∑

ν=0

e−λT (λT )ν

ν!
, for j = K −N

Pij = 0, elsewhere (2.74)

for 0 ≤ i, j ≤ K −N . To verify that {Pij} is a valid probability transition matrix,

for any i, 0 ≤ i ≤ K − N , we sum the expression in (2.74) over j and specifically
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have that

K−N∑
j=0

Pij =
N−i∑
ν=0

e−λT (λT )ν

ν!
+

K−N−1∑
j=1

e−λT (λT )N+j−i

(N + j − i)!
+ 1−

K−i−1∑
ν=0

e−λT (λT )ν

ν!

=
N−i∑
ν=0

e−λT (λT )ν

ν!
+

K−i−1∑
ν=N−i+1

e−λT (λT )N+j−i

(N + j − i)!
+ 1−

K−i−1∑
ν=0

e−λT (λT )ν

ν!

=
K−i−1∑

ν=0

e−λT (λT )ν

ν!
+ 1−

K−i−1∑
ν=0

e−λT (λT )ν

ν!
= 1. (2.75)

We compute the steady-state probabilities πi, 0 ≤ i ≤ K −N , of this Markov chain

and the quantity E∗ by summing πi over i with 0 ≤ i ≤ K −N in (2.10).

To verify that the waiting time density ψ(·) obtained from dE∗(u)/E∗ is again

a valid probability density, we integrate the expressions in (2.67), (2.68) and (2.69),

and sum over k and check that we thus obtain the quantity E∗. By (2.11), we note

that the expression for E∗ in this special case is given by

E∗ =
K−N∑
i=0

πi

K∑
r=i+1

∫ T

0

e−λu (λu)r−i−1

(r − i− 1)!
λdu. (2.76)

If K = NM , we replace (2.68) with (2.71) and specifically have that

M−3∑

k=0

Nk+N∑

r=Nk+1

r−1∑
i=0

πi

∫ kT+T

kT

e−λ(kT+T−u) [λ(kT + T − u)]r−i−1

(r − i− 1)!
λdu

+
NM−N∑

r=NM−2N+1

r−1∑
i=0

πi

∫ MT−T

MT−2T

e−λ(MT−T−u) [λ(MT − T − u)]r−i−1

(r − i− 1)!
λdu

+
K∑

r=NM−N+1

K−N∑
i=0

πi

∫ MT

MT−T

e−λ(MT−u) [λ(MT − u)]r−i−1

(r − i− 1)!
λdu

=

{
K−N∑
r=1

r−1∑
i=0

+
K∑

r=K−N+1

K−N∑
i=0

}
πi

∫ T

0

e−λu (λu)r−i−1

(r − i− 1)!
λdu

=

{
K−N−1∑

i=0

K−N∑
r=i+1

+
K−N∑
i=0

K∑
r=K−N+1

}
πi

∫ T

0

e−λu (λu)r−i−1

(r − i− 1)!
λdu
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=

{
K−N∑
i=0

K−N∑
r=i+1

+
K−N∑
i=0

K∑
r=K−N+1

}
πi

∫ T

0

e−λu (λu)r−i−1

(r − i− 1)!
λdu

=
K−N∑
i=0

πi

K∑
r=i+1

∫ T

0

e−λu (λu)r−i−1

(r − i− 1)!
λdu = E∗. (2.77)

However, if K < NM , we replace (2.68) with (2.73) and obtain

M−3∑

k=0

Nk+N∑

r=Nk+1

r−1∑
i=0

πi

∫ kT+T

kT

e−λ(kT+T−u) [λ(kT + T − u)]r−i−1

(r − i− 1)!
λdu

+

{
K−N∑

r=NM−2N+1

r−1∑
i=0

+
NM−N∑

r=K−N+1

K−N∑
i=0

}

·
∫ MT−T

MT−2T

πie
−λ(MT−T−u) [λ(MT − T − u)]r−i−1

(r − i− 1)!
λdu

+
K∑

r=NM−N+1

K−N∑
i=0

πi

∫ MT

MT−T

e−λ(MT−u) [λ(MT − u)]r−i−1

(r − i− 1)!
λdu

=

{
MN−2N∑

r=1

r−1∑
i=0

+
K−N∑

r=NM−2N+1

r−1∑
i=0

+
NM−N∑

r=K−N+1

K−N∑
i=0

+
K∑

r=NM−N+1

K−N∑
i=0

}

·πi

∫ T

0

e−λu (λu)r−i−1

(r − i− 1)!
λdu

=

{
K−N∑
r=1

r−1∑
i=0

+
K∑

r=K−N+1

K−N∑
i=0

}
πi

∫ T

0

e−λu (λu)r−i−1

(r − i− 1)!
λdu (2.78)

where the final line repeats the second line in (2.77) and the equivalence to E∗ thus

holds.

We compute a numerical example of K = 70 and N = 10 with λT = 10 for

this special case. Graphs of the delay densities and cumulative distributions are

presented in Figure 2.9. Corresponding results obtained from the general analysis

are also presented that verify the correctness of the special analysis.
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Figure 2.9: Computation results for the waiting time density and cumulative delay
distribution of the constant batch service model, K = 70, N = 10, λT = 10.

2.8.3 Full Service

To complete the study of constant service models, we further consider a special case

of our TDMA model using a full service process. Such a service process, as defined

in (2.5), states that at the end of a time slot all customers waiting in the buffer

will be removed. The embedded Markov chain for this special case is reduced to

one with only one single state, i.e. Jk = 0, for all k. The expression (2.10) for the

expected number E∗ of customers admitted during a time slot in the general model

can be much simplified as

E∗ = K −
K−1∑
ν=0

e−λT (λT )ν

ν!
(K − ν). (2.79)

In this special case, the waiting time of an arbitrary admitted customer must be
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bounded between 0 and T . We then have, on the interval (0, T ),

dE∗(u) =
K−1∑
ν=0

e−λ(T−u) [λ(T − u)]ν

ν!
λdu. (2.80)

The validity of the waiting time density obtained from dE∗(u)/E∗ is again easily

verified. A numerical example of K = 70 with λT = 100 is presented in Figure 2.10

that further confirms the correctness of our special analysis for this case.
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Figure 2.10: Computation results for the waiting time density and cumulative delay
distribution of the full service model, K = 70, λT = 100.

2.9 Mean Waiting Time

An important result known as Little’s Theorem has been widely used to determine

average customer delay in a queueing system that reaches the steady-state [12]. Let

L be the time-average number of customers in the system, λ be the steady-state

customer arrival rate, and W be the mean customer waiting time. Little’s Theorem

states that the quantities L, λ, and W are related by a simple deterministic formula
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of the form L = λW . Since Stidham’s rigorous proof in [154], we know that Little’s

formula holds generally for every queueing system in equilibrium. In our context, it

follows that, given E∗/T the steady-state rate at which customers are admitted, and

letting Q be the time-average number of customers in the buffer, Little’s formula

gives the mean delay of an arbitrary admitted customer as

W =
QT

E∗ . (2.81)

The following theorem gives an expression for Q.

Theorem 2.2. The time-average number Q of customers in the buffer is

Q = K − 1

2λT

K−1∑
i=0

πi

·
[
(K − i)(K − i + 1)−

K−i−1∑
ν=0

e−λT (λT )ν

ν!
(K − i− ν)(K − i− ν + 1)

]
. (2.82)

Proof. Let πj(t), 0 ≤ j ≤ K, 0 < t < T , be the steady-state probability that the

number of items in the buffer at a random time t within a time slot is j. Using πi,

0 ≤ i ≤ K, we can express πj(t) as

πj(t) =

j∑
i=0

πie
−λt (λt)j−i

(j − i)!
, for 0 ≤ j < K (2.83)

and

πK(t) =
K∑

i=0

πi

[
1−

K−i−1∑

l=0

e−λt (λt)l

l!

]
. (2.84)

The average number of items in the buffer at time t is then given by
∑K

j=0 jπj(t).

After some algebraic manipulations, the expected value equals

K −
K−1∑
i=0

πi

K−i−1∑

l=0

(K − i− l)e−λt (λt)l

l!
. (2.85)

To calculate the time-average number Q of items in the buffer, we integrate (2.85)
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with respect to t over the time slot and divide the deduced term by T , thus

Q = K − 1

λT

K−1∑
i=0

πi

K−i−1∑

l=0

(K − i− l)

∫ T

0

e−λt (λt)l

l!
λdt

= K − 1

λT

K−1∑
i=0

πi

K−i−1∑

l=0

(K − i− l)

[
1−

l∑
ν=0

e−λT (λT )ν

ν!

]

= K − 1

λT

K−1∑
i=0

πi

[
(K − i)(K − i + 1)

2
−

K−i−1∑

l=0

(K − i− l)
l∑

ν=0

e−λT (λT )ν

ν!

]

= K− 1

2λT

K−1∑
i=0

πi

[
(K− i)(K− i+1)−

K−i−1∑
ν=0

e−λT (λT )ν

ν!
(K− i− ν)(K− i− ν +1)

]
.

(2.86)

Therefore, using formulas (2.81), (2.82) and (2.10), we obtain

W =

KT − 1

2λ

K−1∑
i=0

πi

[
(K − i)(K − i + 1)−

K−i−1∑
ν=0

e−λT (λT )ν

ν!
(K − i− ν)(K − i− ν + 1)

]

K−1∑
i=0

πi

[
K − i−

K−i−1∑
ν=0

e−λT (λT )ν

ν!
(K − i− ν)

] .

(2.87)

For the full service model discussed in Section 2.8.3, (2.82) can be simplified as

Q = K − 1

2λT

[
K(K + 1)−

K−1∑
ν=0

e−λT (λT )ν

ν!
(K − ν)(K − ν + 1)

]
. (2.88)

Thus, using formulas (2.81), (2.88) and (2.79), we obtain for this special case

W =

KT − 1

2λ

[
K(K + 1)−

K−1∑
ν=0

e−λT (λT )ν

ν!
(K − ν)(K − ν + 1)

]

K −
K−1∑
ν=0

e−λT (λT )ν

ν!
(K − ν)

. (2.89)

There is no simple analytic expression for the variance of the delay, but the
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quantity of the second moment is a byproduct of the computation of the cumulative

distribution F (·). Computation and simulation results of the mean of the waiting

time are reported in Table 2.1 for the numerical example presented in Section 2.7.

Table 2.1: Computation and simulation results for the mean waiting time (in T )

λT = 0.1 λT = 1 λT = 60 λT = 600

Computation 1.5000 1.5000 1.6565 1.9649

Simulation 1.5001 1.4998 1.6564 1.9648

2.10 Summary

In this chapter, we have analyzed a new finite buffer TDMA model that considers

a state-dependent service process. The proposed state-dependent service process

was motivated from the analysis of paging performance in GSM networks [81] and

has been applied in [163] to support effective channel utilization in time-slotted

OBS networks. It was shown that this service process has considerable versatility

which, among others, allows the resulting TDMA model considered in this work to

be considered as a substantial generalisation of several constant service models that

have been investigated in the literature. The approaches presented in these earlier

studies were, however, shown to be either flawed or rather complicated in their own

right which makes them inapplicable to handle the complex queueing process in the

context of the state-dependent service model.

We derived a concise form to express the probability density of the delay of

an arbitrary admitted item. We then developed a matrix formalism to handle the

complex accounting of the queueing process. This matrix formalism enabled us to

keep track of the buffer content and of the position of the marked item conveniently

until it is removed from the buffer. The main structural results so obtained were

later unpacked to reveal the detailed analytic formulas for the density and for the

cumulative distribution of the waiting time. On each of the successive TDMA slots,

it was shown that the density is expressed as a linear combination of beta densities

with positive coefficients. A recursive scheme, obtained by a matrix-analytic deriva-
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tion, was presented to allow for the highly efficient computations of the coefficient

sequences. We showed that our methodology gives rise to straightforward deriva-

tions of the waiting time density for the related special cases. An expression for the

mean waiting time was derived using the classical queueing formula L = λW .



Chapter 3

Combination Load Balancing in VOD Systems

3.1 Introduction

Video-on-demand (VOD) is a promising but also resource demanding multimedia

service in emerging broadband networks [149]. It allows an end user to connect to a

remote video server through a content delivery network, to view any archived movie

title, at any time any pace, and at a competitive cost with the conventional video

rental business. It has long been foreseen that VOD will become one of the most

successful and lucrative residential services and a major driver of broadband traffic

[47, 102]. Research test-beds or trial systems of VOD services have been prevalent

for many years [34]. With the rapid advances in multimedia, communications, and

mass storage technologies, the commercial implementation of VOD services has been

made possible. Recently, several cable operators have capitalized on this commercial

opportunity and launched residential VOD services [68, 106, 107, 124].

A VOD service system needs to manage the finite system resources efficiently,

so that the maximum potential of service capacity can be exploited to handle as

many user requests as possible given the amount of system resources. Specifically,

it gives rise to an interesting and challenging problem of optimizing the assignment

of movie files across the storage devices (on-line disks in this context) such that the

blocking probability of user requests is minimized subject to capacity constraints.

Notwithstanding the fact that this file assignment problem has been extensively

studied in the literature, led by [103] and [168], it has not been completely resolved.

We will see that the viability of those earlier proposals for implementation in real

systems is typically undermined by oversimplified and thus unrealistic assumptions.

It is therefore our aim in the second part of this thesis to investigate and present

53
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viable solutions for a more realistic version of the VOD file assignment problem.

As will be clear from this thesis, the VOD file assignment problem is sophisticated

enough so that a complete solution of this problem requires the design of a sequence

of techniques. In particular, we need to investigate three subproblems. Firstly,

we need to decide how many file-copies of each particular movie title there should

be so that at least one feasible file allocation instance can be realized for the set

of movie files specified by such a file replication instance without violating storage

capacity constraints. Secondly, among the various feasible file allocation instances

for a given file replication instance, we need to find the optimal file allocation instance

such that the blocking probability of user requests can be minimized. Thirdly, we

need to develop efficient means so that we can evaluate the blocking probability of

user requests quickly and accurately in order to support the task of file assignment

optimization for the VOD system.

We shall defer the presentation of the analytical model until Chapter 4, and the

discussion of the optimization algorithm to find the optimal file replication instance

to Chapter 5. In the present chapter, we will focus on one specific subproblem, i.e.,

for a given feasible file replication instance, how to allocate the set of movie files

across the disks to achieve the minimum blocking probability of user requests. By the

definition of a feasible file replication instance, we require that at least one feasible

file allocation instance can be realized for the associated file replication instance

subject to the storage space constraint on each disk.

This chapter begins with a review in Section 3.2 of the multimedia, communi-

cations, and mass storage technologies that enable the commercial implementation

of a resource demanding VOD service. This critical review also justifies our vari-

ous technical assumptions made for the model of the VOD system to be described

in Section 3.3. We will see that, due to the existence of multiple file-copies for a

limited number of movie titles, the request blocking probability (RBP) of the VOD

system is greatly affected by how disks are selected to serve user requests for multi-

copy movies. In this thesis, we specifically consider five different resource selection

schemes. The details of these resource selection schemes are given in Section 3.4.

Section 3.5 designs a discrete event simulation which is used to evaluate the exact
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performance of the various resource selection schemes for a general file assignment.

In Section 3.6, we demonstrate that the conditions on movie file allocation to

achieve disk load balancing established respectively by [103] and [168] are both not

able to achieve the real minimum blocking probability of user requests. To make our

argument intuitive and comprehensible, we will intentionally choose a small system

example where all the movie titles have two file-copies. An important point to realize

from this example is that the performance of the VOD system can mostly benefit

from a good file allocation instance of multi-copy movies.

In Section 3.7, we link the concept of disk resource sharing of multi-copy movie

traffic with what is considered a good file allocation instance of multi-copy movie

files, and relate them both to the RBP of the VOD system. This intuitive observation

leads us to propose a conjecture on how movie traffic should be ideally distributed

in the VOD system to achieve load balancing and thus to minimize the blocking

probability of user requests. Let a movie title that has c file-copies be called a Type

c movie. Let J be the total number of disks. Our conjecture is that the system may

only be load balanced if, for each c, c ≥ 1, the aggregate traffic of Type c movies is

evenly spread over all
(

J
c

)
combination groups of c disks. At such a load balanced

state, we say that the system has achieved combination load balancing (CLB).

To verify that a movie file allocation instance that achieves CLB yields the mini-

mum blocking probability of user requests, we again design an efficient discrete event

simulation in Section 3.7.1 to evaluate the exact RBP result of the CLB system. We

then justify in Section 3.7.2 that CLB in general predicts an effective lower bound

on the RBP of the VOD system. The bound is tight in situations where both the

multi-copy movie traffic can be uniformly distributed among the corresponding com-

bination groups of disks, and the single-copy movie traffic can be evenly distributed

among the disks. Observing that the factor of disk resource sharing of multi-copy

movie traffic has great impact on the RBP of the VOD system, we provide in Section

3.7.3 an efficient measure that estimates for a general file allocation instance how

well the multi-copy movie traffic is shared between the disks, as compared with the

ideal file allocation instance that attains CLB. Later in Chapter 5, we will see how

such a performance measure motivates us to design an efficient performance index
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that measures the quality of a file assignment on its assignment of multi-copy movie

files. These results are then justified again in Section 3.7.4 by a simulation of a

realistic example comprising a large system that consists of various types of movies.

Finally in Section 3.7.5, we show how the concept of disk resource sharing motivates

us to devise a greedy file allocation method that obtains a heuristic file allocation

instance of sufficiently good quality for a feasible file replication instance.

3.2 Enabling Technologies

The end-to-end architecture of a VOD service system contains three major compo-

nents: (1) a video server cluster, (2) a community of end users, and (3) a content

delivery network. The video server cluster contains a number of video servers. Each

server stores a large collection of digitized movie contents on its associated storage

devices. For ease of management, the cluster of video servers can be placed in a

centralized location [149]. An alternative approach commonly seen in the literature

is to distribute the video servers over a large geographic area to achieve high avail-

ability [10, 158]. Advances in transport technologies have facilitated the shift from

highly distributed architecture to a more centralized architecture. This is achieved

by taking advantage of the availability of new high bandwidth transport networks

[72]. The content delivery network is responsible for interconnection between end

users and the video server cluster. More specifically, it handles the point-to-point

transmission of streaming movie contents from a remote video server to an end user.

The platform at the client side contains a set-top box and a display. The set-top

box in general functions as receiver equipment. It typically includes a small buffer

to control the jitter due to transmission delays in the content delivery network. It

is also able to take in user requests for interactive operations, such as pause, replay,

fast-forward, fast-backward, and send corresponding control messages to the remote

video server.

Figure 3.1 depicts the end-to-end architecture of such a multimedia service sys-

tem. In a routine scenario of VOD, a client requests a selected movie title. The

system checks if sufficient bandwidth can be reserved. If so, the system establishes a
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video session between the user and the video server. The remote video server sends

bursts of video contents from the corresponding storage device to the client platform

through the content delivery network. The set-top box stores the data temporarily

in a buffer, decompresses the data, and plays the movie title in real time on the

display. For a pleasurable on-demand service, the delay between the request and the

playback must be very short. Additionally, VCR-like interactive functionalities are

preferred, so that the user can have complete control over the session presentation.

Clearly, the system resources required to realize a VOD service are rather strin-

gent. In the following subsections, we review the literature on the various enabling

technologies that have made the deployment of a large scale VOD system feasible

from both technical and economical points of view. This critical review also justifies

the various technical assumptions to be made for the VOD system model that we

describe later in Section 3.3 of this chapter.

Figure 3.1: The end-to-end architecture of a VOD service system.

3.2.1 Multimedia Technology

The nature of video (inclusive of associated audio) is analog. A real-time multimedia

service like VOD requires the storage and retrieval of analog video data on digital

storage media. A video sequence after digitization consists of a sequence of still

images sampled at a sufficiently fine interval to be displayed at the required video

rate. Such a digitized video sequence in its raw and uncompressed format requires

on the order of 200 megabits per second (Mbps) throughput for delivery. Thus,

a feature length movie of 100-minute duration would require on the order of one
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terabit of storage space. Fortunately, large temporal and spatial redundancies are

inherent in video data. By encoding only the temporal and spatial differences, the

huge amount of resources required for storage and delivery of digitized video can be

substantially reduced.

The most successful video coding standard so far is MPEG (Moving Picture

Experts Group) [26, 59, 147]. MPEG-1 provides VHS (Video Home System) quality

video. The bandwidth required for the transmission of MPEG-1 video is as low as

about 1.5 Mbps. MPEG-2 is designed to provide NTSC (National Television System

Committee) quality video with bit-rates targeted between 2 and 10 Mbps. Using

MPEG, a feature length movie of 100-minute duration after compression requires

around 30 gigabits storage space assuming a bit-rate of 5 Mbps.

MPEG achieves such a high level of compression by employing discrete cosine

transform (DCT) coding techniques to explore intra-frame spatial redundancies.

Furthermore, MPEG uses differential pulse code modulation (DPCM) coding tech-

niques to reduce inter-frame temporal redundancies. Three types of frames result

from this combination of intra-frame and inter-frame coding. I-frames are intra-

coded and independent of other frames. P-frames are predictive and make use of

information in the previous I-frame or P-frame to reconstruct the image. B-frames

are bidirectional and use information from an I-frame or a P-frame both before and

after the current frame to reconstruct the image. In an MPEG video sequence,

I-frames are repeated periodically, so that in the case of an error, the image can

be fully recovered when the next I-frame arrives. Besides, each I-frame serves as a

random access point. This enables MPEG to provide some coarse interactive func-

tionalities using appropriate access points in a coded video sequence. The set of

frames between one I-frame and the frame before the next I-frame is defined as a

group of pictures (GOP). The size of GOP is application dependent. Using this

IPB-frame structure, MPEG achieves high coding efficiency without significant loss

in image quality.

A common feature with all video coding algorithms is that the size of a com-

pressed video frame is not constant. It largely depends on the level of compression

achieved as well as the complexity of the video scene. For MPEG, it would be ex-
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pected that a P-frame or a B-frame generally contains fewer bits than an I-frame. As

a result, the required number of bits changes from frame to frame with a peak occur-

ring within each GOP. To guarantee continuous playback at the client side, a video

stream is usually transported at a constant frame rate. Consequently, an MPEG

video sequence exhibits significant bit-rate variability during the transport. Such a

variable-bit-rate (VBR) video sequence leads to fluctuations in bandwidth require-

ments on multiple time scales, and makes it difficult to ensure the stringent quality of

service (QOS) of streaming video without proper allocation of bandwidth resources.

One way to reduce this variability is to compress video streams at constant-bit-rate

(CBR). This inevitably involves discarding of information leading to image quality

fluctuations. An alternative naive approach would be to allocate the bandwidth con-

sistently at the peak bit-rate of a VBR video stream to maintain the image quality.

This results in poor utilization of bandwidth resources.

Various efficient bandwidth allocation schemes were therefore proposed in the

literature to maintain the image quality using VBR compression and transform

the VBR stream to CBR transport. For prerecorded VBR video in VOD services,

applicable algorithms include bandwidth smoothing [54, 100, 130, 140] and statistical

multiplexing [90, 99, 162]. Bandwidth smoothing algorithms typically employ a

work-ahead approach. Following this approach on a stream-by-stream basis, the

video data are sent ahead of their playback time in a way that minimizes the bit-

rate variation, provided that the client has sufficient buffer space to receive the data.

On the other hand, statistical multiplexing algorithms work by delivering multiple

independent video streams as a bundle and allowing them to share the given buffer

and bandwidth resources. Taking advantage of the statistical characterization of the

individual video streams, statistical multiplexing gain can be attained by allocating

a total amount of bandwidth that is significantly less than the sum of peak bit-rates

required by the individual video streams.

What matters to end users in commercial VOD services is not only the amount

of movie content that is available and can be requested at virtually instant starting

times, but also the ability to control the viewing experience itself. Therefore, to

compete with video rental business, it is important for a VOD system to provide
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users with full VCR-like interactive functionalities [47, 102]. The set of effective

functionalities generally includes pause, replay, forward, backward, step-forward,

step-backward, fast-forward, fast-backward, and random access. Such interactive

functionalities give users complete controls over the session presentation. Neverthe-

less, the implementation of full VCR-like interactive functionalities is not a trivial

task with the MPEG video. This is due to the inter-frame dependencies existing

in the IPB-frame structure of the MPEG coding algorithm. Straightforward im-

plementation of these functionalities requires much higher network bandwidth and

storage space [101]. These problems have been addressed in [22, 115, 145, 173], where

efficient algorithms were proposed to support full VCR-like interactive operations

without increase in bit-rate and storage space requirements.

As a summary of the above review of advances in multimedia technologies, one

may envisage that in a VOD system, one single video stream can be allotted to

each user such that the same movie title can be viewed simultaneously by different

users with random time offsets and independent temporal control activities. In the

literature [1, 4, 21, 22, 27, 39, 40, 53, 66, 78, 95, 98, 128], there are complicated

multicast-type or broadcast-type techniques proposed for dealing with user interac-

tivity, while utilizing the bandwidth resources more efficiently than a simple unicast

system. They either provide only limited interactive functionalities, or there is an

undesirable probability of a request for interactive operations from a user in con-

nection being refused or delayed. Moreover, they typically require a large buffer

either at the server side, or at the user side, for a released unicast stream (due to

the request of interactive operations) to be resynchronized with a multicast stream.

If a large number of users initiate interactive requests, it is inevitable that a VOD

system may degrade so that it is performing in a manner close to a unicast system.

In this sense, the performance of a unicast system reflects a worst case performance

of the system, which is an important design parameter service providers are inter-

ested in. For these reasons, we restrict our interests in this thesis within the context

of a unicast VOD system.
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3.2.2 Communications Technology

For the purpose of streaming MPEG encoded VHS quality video or NTSC quality

video in residential VOD services, it is necessary that the access network deployed

in the end user community supports the transmission of at least several megabits

per second in the downstream and several kilobits per second in the upstream to the

home of an individual user. This broadband requirement can be fulfilled by present

copper, fiber and radio technologies [7, 23, 61, 92, 109].

At the time of this writing, the most popular technology for broadband access is

asymmetric digital subscriber line (ADSL). ADSL relies on existing twisted copper-

pair wiring in telephone systems since it is designed to provide high bandwidth at

low cost. ADSL is asymmetric in the sense that it allocates most of the channel

bandwidth to transmit the downstream to the user and only a small part for the

upstream to receive information from the user. More informatively, ADSL supports

data rates of between 1.5 and 9 Mbps for downstream transmission and between

16 and 640 Kbps for upstream transmission. Such a bandwidth is sufficient for

transmitting MPEG-1 or MPEG-2 encoded video in the downstream and user control

messages in the upstream.

VOD services can also be provided in residential areas where cable television

(CATV) systems are deployed. A broadband coaxial cable in traditional CATV sys-

tems can support multiple MPEG video streams. More advanced hybrid fibre coax

(HFC) systems use fibre transport to some optical node located in a neighborhood

of the end user community to reduce system noise. The coaxial cable only runs from

the optical node to each individual user. An ideal but more expensive solution is

to deploy fibre to the home (FTTH) that provides fibre connections all the way to

the home of each client. Among the various fibre-based technologies, passive optical

networks (PONs) are widely regarded as a cost-effective and future-proof solution

for broadband access [92]. An informative discussion about these wired broadband

access technologies can be found in [7, 109].

On the other hand, advances in wireless communications technologies have made

broadband access using wireless media feasible. Wireless broadband access tech-
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nologies are vital for sparsely populated areas where service providers are in general

unwilling to lay wired broadband infrastructures due to the significant deployment

costs and little profit potential. At present, the most widely advocated option is

WiMax (worldwide interoperability for microwave access), a family of broadband

wireless access standards that have been developed by IEEE 802.16 Working Group

[61]. Applications of real-time streaming video over WiMax have been recently

demonstrated [167]. Working on further enhancements of WiMax to provide com-

parable broadband services for mobile users moving at vehicular speeds are currently

in progress [9]. One successful version called WiBro (wireless broadband) has been

developed by Korea’s mobile communications industry [161].

Driven by the maturity of the aforementioned wired or wireless broadband access

technologies, large scale ubiquitous VOD services to a large population of end users

can now be envisioned. The huge aggregate bandwidth demand imposed on the

backbone network can be well handled by the ever increasing transmission capacity

of existing fiber cable installations due to the technology of dense wavelength division

multiplexing (DWDM). During the past decade, the performance of DWDM systems

has substantially improved, while the costs have come down significantly. It is now

possible to transmit on the order of terabits of information per second over optic

fiber networks. This has made DWDM the most promising technology for transport

and distribution of broadband multimedia services [80, 175]. In this thesis, we will

therefore assume that the access link to the storage subsystem of the VOD system

has sufficient bandwidth capacity such that it will not impose further constraint

on the number of concurrent video streams that can be supported by the storage

subsystem.

3.2.3 Mass Storage Technology

The storage subsystem of the VOD system needs to keep an archive of a large

number of movie titles. For example in USA, the VOD service offered by the biggest

cable operator Comcast provides users with access to a library of more than 3,000

movie titles [76]. Considering that each movie title may require of the order of

30 gigabits storage space even after compression using MPEG-2 and 5 Mbps of
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sustained bandwidth for transmission, the storage subsystem needs to manage a

very large cluster of storage devices.

One aspect that has a major impact on the design of the storage subsystem is

that users in VOD services generate widely varying access rates for different movie

titles, hence there is a highly skewed movie popularity distribution. A small number

of popular movie titles constitute the majority of user requests. The most popular

movie title may be requested concurrently by hundreds of users, and therefore uses

a large amount of bandwidth. On the other hand, the least popular movie titles are

hardly ever requested and thus require very little bandwidth. Therefore, the VOD

system must be able to handle efficiently user requests for movie titles with similar

capacity requirements but very different bandwidth requirements. This concern

leads to the realization of a storage hierarchy in order to meet the highly variable

demands of bandwidth for different movie titles [49, 18].

A storage hierarchy comprises various types of storage media chosen to cater for

the bandwidth requirements of the objects being stored on it. Currently, main stor-

age devices appropriate for VOD services include random access memory (RAM),

magnetic disk, and tape drive [24, 25, 84]. Little and Venkatesh [102] provided a

useful discussion regarding different storage media and their positions in a storage hi-

erarchy determined according to access speed and cost per unit of storage. Doganata

and Tantawi [49] conducted a more detailed study on the cost and performance of

video servers with such a storage hierarchy.

RAM is a type of storage device that allows the contents it stores to be accessed

in random orders. RAM is traditionally used for primary storage (i.e. main memory)

in computers to hold actively used and actively changing information. RAM is com-

paratively the most expensive medium to store the massive data required for VOD

services. However, the use of RAM for storing extremely popular movie contents in

VOD services has been suggested by numerous researchers [50, 155]. The study of

Doganata and Tantawi [50] concluded that RAM is a cost effective storage medium

only if the access demand for a movie title is very high. Stoller and DeTreville [155]

determined an appropriate cutoff between disk and RAM for popular movie titles.

Tape drives provide the lowest cost per unit of storage and make an attractive
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option for archival storage of large bodies of movie contents. A tape drive is a

storage device that reads and writes data stored on a magnetic tape or a punched

tape. Tape drives can range in data capacity from a few megabytes to hundreds

of gigabytes. Modern tape drives can transfer as fast as 100 Mbps [43]. However,

the disadvantage of tape drives is that they are sequential access devices. To read

any particular piece of data, a tape drive must read all the preceding blocks. This

makes tape drives too slow for direct access storage operations like streaming in

VOD services [84]. Nevertheless, they are much more reliable than magnetic disks,

and therefore suitable for tertiary storage of the entire library of movie contents.

A magnetic disk (commonly called hard disk) stores data on a magnetic surface

layered onto disk platters. It consists of a central spindle upon which the platters

rotate at a constant speed. A set of read-write heads move along and between

the platters on a common armature, with one head for each platter face. The

armature moves the heads radially across the platters as they rotate. This allows

each head to access the entire face of the platter directly. Due to their random access

capability, with a comparatively much lower cost than RAM [41, 42], magnetic disks

are nowadays universally agreed upon as most suitable media for storing resource

demanding movie contents [159]. This is especially true following the technological

innovations in magnetic recording technology that have significantly improved the

size, performance and cost of magnetic disk drives [122]. It is believed that such a

trend will continue in the future [67]. The outcomes of the technological advances

are hard disks with ever decreased rotational latency, faster seek times, higher data

transfer rates, and larger storage capacity.

In a typical implementation of a VOD service system, one may envision that the

majority of the popular movie titles are stored on magnetic disks. In the terminology

of VOD, magnetic disks are called on-line disks. The performance of these on-line

disks is no doubt essential to VOD services, since the major revenue of VOD services

comes from the service for requests of popular movie titles. We therefore focus in

this thesis on improving the service quality for user requests of those popular movie

titles staged in on-line disks.
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3.2.4 Striping versus Replication

Due to the highly skewed movie popularity distribution, at any time in a VOD

system, some movie titles are observed to be much more popular than other movie

titles. As a result, a large amount of the access demand is often for a small subset

of the stored movie titles. In the late 1980s, the storage capacity of a single hard

disk was typically less than 100 Mbytes. Even in the mid of 1990s, the storage

capacity of a single hard disk only allowed the storage of one or two feature length

movie files in MPEG-1 format [84]. Because each disk could service only a limited

number of concurrent streams, much of the demand for the popular movie titles went

unsatisfied, while the disks housing the less popular movie titles were under-utilized.

This brought up a concern for the well-known hot spot problem in earlier researches

on VOD systems.

To circumvent the hot spot problem, server-level file striping techniques were

proposed to stripe each movie title across all the disks (though these may operate

under different video servers) in the system [11, 93, 94, 172]. These techniques are

essentially similar in concept to RAID-0 (redundant array of independent disks) [126]

that implements fine-grained or coarse-grained file striping techniques at the disk

level [123]. RAID was initially developed to make use of several small capacity hard

disks to constitute a logical disk with effectively much larger storage space as well

as I/O bandwidth. Depending on the version chosen, RAID can also increase data

integrity or fault tolerance compared to single hard disks. However, fault tolerance

is not necessary in the case of VOD, since the entire library of movie contents is

archived in tertiary storage devices. Consequently, merely RAID-0 equivalent disk

striping was proposed for the application of VOD services. Through RAID-0 disk

striping, the hot spot problem associated with a VOD system due to the imbalanced

movie traffic load naturally vanishes, since all demand distributions can be equally

accommodated. Implicit load balancing across the disks is thus achieved, while only

a single file-copy of each movie title is stored.

It is worth noting that striping has various disadvantages that limit its practi-

cal use only within a narrow width [129, 150]. Specifically, large width fine-grained
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striping would drastically reduce the effective disk throughput (due to the inevitable

disk seek time and rotational latency). Large width coarse-grained striping would

on the other hand incur inevitable long interactive delay. An explicit study of these

issues can be found in [104, 129] and more numerical examples with modern disk

specifications appear in [172]. Moreover, RAID-0 striping has an obvious reliability

problem. Due to the high degree of disk interdependence caused by striping, each

disk in a striping group is used in parallel to supply each individual video stream.

If one disk fails, then the data stored on the other disks are rendered useless. The

process of stream reconstruction is expensive, since all the movie contents must be

reloaded from the tertiary storage devices, so that the recovery process can be very

slow, potentially incurring a long period of service outage. Alternatively, one may

resolve such a reliability problem through the use of higher level RAID striping

techniques (e.g. RAID-3 or RAID-5) that provide fault tolerance. However, the re-

dundant information required by these techniques reduces the effective disk capacity

and I/O bandwidth [126]. Finally, if new disks are added to the VOD system due

to service expansion, all existing movie contents have to be redistributed.

Due to the enormous storage space and I/O bandwidth required in storing and

delivering movie contents, a large scale VOD system is expected to manage a large

cluster of on-line disks to store a large number of movie titles. Even if narrow width

striping is used, the system will still typically contain a large number of striping

groups, each of which can be regarded as a logical disk with effective combined

storage and stream capacity of the individual disks within the striping group [150].

In this thesis, without loss of generality, we shall describe any logical disk in a VOD

system as a “disk”. These disks may be associated with one single or several separate

video servers. If the latter applies, the locating of the disk on which a movie title is

stored is coordinated by a stand-alone server controller.

Given the highly skewed popularity distribution and significant file-size asymme-

try for different movie titles, it follows that it is efficient to use selective replication

of certain movie titles either with high access demand or of small file-size (though

less popular). In this way, stream resources from multiple disks can be managed

to satisfy user requests for popular movie titles, while the disk storage space is ef-
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ficiently utilized. In addition, since each disk can independently supply streams of

movie titles to clients, the degree of disk interdependence is minimal. Although such

a partial replication VOD system architecture requires more storage capacity than

full width disk striping, it is of great practicability in real systems, and therefore

has received wide interest in the literature [96, 103, 113, 143, 157, 160, 168, 176].

3.3 System Model

Let the VOD system be composed of a set D of J homogeneous disks, labelled

1, 2, . . . , J . Each disk has a limited storage space of C units. One unit of storage

space in this context could be 30 gigabits, which is the size for an average fea-

ture length movie of 100-minute duration encoded by MPEG-2. We consider that

the independent video streams emanating from a disk are approximately statistically

equivalent [89]. Each disk therefore supports up to N concurrent video streams (log-

ical channels). In cases where the system consists of heterogeneous disks, we assume

the use of disk merging techniques presented in [178], so that a logical collection of J

homogeneous logical disks can be constructed from the array of heterogeneous disks.

We assume that the access link to the J disks has enough bandwidth capacity such

that it will not impose further constraint on the number of logical channels that can

be supported by the J disks.

The system offers a large library of movie contents which contains M distinct

movie titles, marked 1, 2, . . . , M . The set of these M movie titles is denoted F .

The file-size of movie m is Lm units. Therefore, it requires L =
∑

m∈F Lm units

of disk storage space to allocate one file-copy for each movie in F . We assume

maxm∈F Lm ¿ C, so that each disk can store a number of movie files. We also

assume L < JC, so that the system has spare disk storage space to place multiple

file-copies for certain movies in F .

Let X = [xmj]M×J denote a file assignment matrix, where xmj = 1 if a file-

copy of movie m is placed on disk j, otherwise xmj = 0. For X to be a feasible file

assignment, it must allocate at least one file-copy for each movie m in F . It must also

satisfy the storage space constraint on each disk in D, that is,
∑

m∈F xmjLm ≤ C,
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for all j ∈ D. To extract from X the information of how each distinct movie title

is replicated and where the file-copies of the movie title and its replicas (if it is

replicated) are allocated, we define the following two concepts.

Let a file replication instance define the vector n = (n1, n2, . . . , nM), where nm,

m ∈ F , indicates the integer number of file-copies replicated for movie m, and is

given by nm =
∑

j∈D xmj. Considering the fact that no performance gain can be

obtained by storing multiple file-copies of any movie title on one single disk [103],

the nm copies of movie m must be allocated to nm different disks, and 1 ≤ nm ≤ J .

The overall disk storage space required by a file replication instance n is given by
∑

m∈F nmLm.

We further define a file allocation instance as a disk location arrangement Ω =

(Ω1, Ω2, . . . , ΩM) or Φ = (Φ1, Φ2, . . . , ΦJ) for the set of movie files specified in the

file replication instance n. The mth element in Ω describes the set of nm different

disks where the nm copies of movie m are stored. It corresponds to all non-zero

items in the mth row of X and is given by Ωm = {j : j ∈ D, xmj = 1}. Similarly, the

jth element in Φ describes the set of distinct movies of which a file-copy is placed

on disk j. It corresponds to all non-zero items in the jth column of X and is given

by Φj = {m : m ∈ F , xmj = 1}. Thus, X can be equivalently represented by the

tuple 〈n,Ω,Φ〉.
Since the VOD service is provided to a large population of users, in a statistical

sense, making a request for a movie in a VOD system is similar to making a call in

telephony, where the Poisson assumption is widely accepted. This Poisson assump-

tion was also recently justified in [36], where Costa et al. observed that inter-arrival

times of user requests in streaming multimedia systems are exponentially distrib-

uted. We therefore assume that the aggregate arrivals of requests for all movie titles

follow a Poisson process with rate λ requests per time unit. For example, one time

unit could be one hour. The request arrival processes of different movie titles are

mutually independent Poisson processes.

It is expected that the user holding/connection time of a video stream is in gen-

eral related to the length of the streaming movie, although the actual connection

time can be largely perturbed by user interactive operations. Very few results have
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been reported with regard to the study of holding time distribution in VOD systems.

Instead, assumptions of an exponential distribution law have been commonly made

in the VOD literature. We have noticed an explicit study of user interactive be-

haviors conducted in [17] for an experimental VOD system. In their study, Branch,

Egan, and Tonkin found that user interactive behaviour is adequately modelled by

exponential distributions. However, a better match is obtained from lognormal dis-

tributions. In this thesis, we follow the results of [17] and assume that the holding

time of a video stream, taking into consideration user interactive behaviour, follows

a lognormal distribution with mean 1/µm time units. Without loss of generality,

we further assume that the value of the mean connection time 1/µm for movie m is

equal to the value of its file-size Lm.

The demand rate for movie m creates its popularity profile pm, defined as the

relative probability of movie m being requested by a user, and
∑M

m=1 pm = 1. The

popularity profile of Type c movies is denoted p̂c, where p̂c =
∑

m∈F ,nm=c pm. The

mean holding time 1/µ̂c of a video stream for a Type c movie is given by

1

µ̂c

=
1

p̂c

∑
m∈F ,nm=c

pm

µm

. (3.1)

It is important to observe that in a real VOD system, the movie access demand

changes over time. Therefore, the popularity profiles of movie titles need to be

updated periodically to capture the variability of user demand. Models and methods

for trend analysis and prediction of the change of user demand in VOD systems were

discussed in [121]. During the time interval between such updates, we assume that

the request arrival rate of movie m is given by λpm. Therefore, the traffic load Am

of movie m is given by λpm/µm. The aggregate traffic load Âc of all Type c movies

is obtained by
∑

m∈F , nm=c Am. The aggregate traffic load A of all movies in F is

computed by
∑

m∈F Am.

Throughout this thesis, we assume that the popularity profiles of movie titles in

a VOD system are distributed so that

pm =
m−ζ

∑M
k=1 k−ζ

, (3.2)
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for m ∈ F . The parameter ζ in (3.2) determines the skewness of the distribution.

This distribution function is commonly known as a Zipf-like distribution, since when

ζ = 1 it becomes a Zipf distribution [179]. It was found in [39] that such a distrib-

ution with ζ = 0.271 statistically matches client access frequencies to various movie

titles observed from the video store rental data. Figure 3.2 depicts a popularity

distribution for 200 movie titles following (3.2) with ζ = 0.271. It needs to be

pointed out that the methodology we propose in this thesis to tackle the VOD file

assignment problem is independent of the underlying movie popularity distribution.

Restricting the movie popularity distribution in this thesis to be governed by (3.2)

is merely a matter of convenience for us to present numerical results.
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Figure 3.2: A Zipf-like popularity distribution for 200 movie titles, ζ = 0.271.

Due to the large file size and the support for user interactive operations, the user

holding times of video streams in VOD systems are usually long and unpredictable.

Because of the long-lived connection, it may not be practically useful to queue user

requests, since users will renege if their requests can not be served on demand (see for

example discussions in [150], page 100). Therefore, it is assumed in this thesis that
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we do not allocate buffers to queue user requests. A user request for a movie playback

is simply blocked if the system cannot serve it right away. In the terminology of

queueing theory [3], such a system is viewed as a loss system. It needs to be noted

that in reality, one may allow some queueing behaviour if users are willing to wait.

The outcome of such a near on-demand system is that, the blocking probability of

user requests becomes smaller though at the expense of some queueing delay before

a user request can be admitted. Nevertheless, we restrict our interests to the case

of true on-demand systems in this thesis.

3.4 Resource Selection Schemes

When a user request for movie m arrives, we first find out the number of file-copies

nm of movie m in the system. If movie m has only one single file-copy, we straight-

forwardly direct the request to its carrying disk provided the disk is available. If

movie m has multiple replicas, we select an available disk in the set Ωm to satisfy

the request. The choice of disk resource selection scheme in this context can have

significant impact on the blocking performance of a VOD system. The implementa-

tion complexity of disk resource selection scheme can also vary significantly as well.

To demonstrate these points, we consider five representative schemes in this thesis.

3.4.1 Single Random Trial (SRT)

This resource selection scheme was initially considered in [103]. Using SRT, when a

request for a multi-copy movie m arrives, one of the disks in the set Ωm is chosen

at random. The request can be assigned to any disk in Ωm randomly with equal

probability [113, 157], or unequal probability controlled by a weighted scheduler

[96, 143]. In either case, if all the possible logical channels supported by the selected

disk are busy, the request is simply blocked, without further attempting any other

disk in Ωm that keeps a file-copy of movie m. Simple as it is, SRT is inherently

inefficient in utilizing system resources given the existence of multi-copy movies.
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3.4.2 Repeated Random Trials (RRT)

This resource selection scheme is a natural extension of SRT. Using RRT, when a

request for the multi-copy movie m arrives, the first step is as in SRT. However, if

all the possible logical channels supported by the selected disk are busy, we continue

with repeated random trials among the remaining disks in the set Ωm until we are

successful. To be more specific from the implementation point of view, the server

controller maintains an ad hoc disk list for the request. The disk list contains a list

of disks in Ωm which have already been attempted. To try a new disk, a disk in

Ωm but not in the ad hoc disk list is randomly chosen. If after all disks in Ωm have

been attempted and we fail to find an available logical channel on any of them, the

request is blocked. RRT is more efficient than SRT, since a user request is blocked

only if all disks (in an exhaustive sense) storing a file-copy of the requested movie

are found to be fully busy. However, such an exhaustive resource selection scheme

might have to tolerate multiple redundant attempts before a disk in Ωm with free

logical channels is hit.

3.4.3 Global Random Trial (GRT)

If the server controller has a priori knowledge of the latest load information of all

disks in the system, more efficient resource selection schemes can be implemented.

To acquire such global knowledge in a VOD system is not difficult. Firstly, it is the

server controller that handles the assignment of user requests to disks. Secondly, for

billing purpose, the server controller must be aware when a video session is termi-

nated by the user and therefore release the held video stream on the corresponding

disk. Making use of these available channel occupancy statistics, one possible vari-

ation of RRT can be readily operated. When a request for the multi-copy movie m

arrives, the GRT scheme finds out all disks in the set Ωm that are not fully busy.

Then, it randomly selects one of them to serve the request. In this way, GRT avoids

multiple redundant attempts that may be made by RRT. Moreover, since its suc-

cessful attempts are statistically equivalent to those of RRT, the request blocking

probability of GRT can be expected to be equal to that of RRT.
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3.4.4 Least Busy Fit (LBF)

According to this scheme, when a request for the multi-copy movie m arrives, the

server controller checks the channel occupancy statistics of all disks in the set Ωm.

If all possible channels are used up, the request is blocked, otherwise, the request is

directed to the least busy disk in Ωm. In other words, we assign the request to the

disk with the maximal number of available logical channels. In the case where there

is more than one least busy disk, the request will be randomly dispatched to one of

them. Note that this LBF scheme in the context of VOD systems is similar to the

least loaded routing (LLR) scheme that has been widely used in various networking

systems. Studies in, for examples [6, 14, 151, 170, 171], have showed that in general

LLR provides good performance and are relatively easy to implement.

3.4.5 Stream Repacking (SRP)

If the cost and complexity of real-time stream rescheduling in a large scale VOD sys-

tem is not a big concern, a more elaborate stream repacking scheme can be initiated

on top of LBF [160]. Using this scheme, we seek the possibility of rescheduling the

currently playing video streams among the disks along a feasible migration path,

if this allows an extra user request (potentially blocked by LBF) to be accepted.

Figure 3.3 illustrates a situation where stream repacking enables more efficient use

of stream resources.

In this example, each disk supports up to four concurrent video streams. Without

stream repacking, the new request for movie 3 is blocked since disk 1 (the only disk

where movie 3 is stored) is fully busy. With stream repacking, one video stream

playing movie 2 is migrated from disk 2 to disk 3, which allows one video stream

playing movie 1 being migrated from disk 1 to disk 2, so that the new request for

movie 3 can be served by disk 1. Notice that this requires a migration path of length

of two hops.

We use the terminology stream repacking (SRP) to describe such a resource

selection scheme in this thesis. SRP can also be initiated at earlier stages to achieve

dynamic load balancing [168, 176]. Although it is not clear how realistically these
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Figure 3.3: An example of stream repacking: movie m (n) on disk j indicates n
video streams of movie m currently playing on disk j.

complicated schemes can be implemented in delay stringent VOD systems, in theory,

the disk resources can be more efficiently utilized, as shown later.

3.5 Simulation of the General System

In VOD systems with the existence of multi-copy movies, depending on the actual

resource selection scheme used, the interactions between the user requests for dif-

ferent movie titles and the selections of the disk resources to satisfy these requests

can be very complicated. This is particularly true for the elaborate SRP scheme, as

illustrated by the example shown in Figure 3.3. The complex nature of such a com-

plicated scheme makes the performance evaluation of the VOD system intractable by

means of analytical methods. Later in Chapter 4 we show how to develop amenable

analytical modeling to obtain approximate performance results for RRT, GRT and

LBF schemes. Our concern here is, however, to provide a means for us to evaluate

more accurately the exact impact of the various resource selection schemes on the

RBP of the VOD system. For this purpose, we design a simulation study for each

of the resource selection schemes presented in the previous section.

Due to the nature of these resource selection schemes, the state of the VOD

system changes only at specific time epochs at which one of two events happens:
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1) an arrival event that represents the arrival of a user request to view a particular

movie title, or 2) a departure event that represents the termination of a video session.

In the arrival event, according to the particular resource selection scheme used, if

the system can not serve the request, the request is blocked. The state of the system

remains the same. If otherwise the request can be admitted, the number of busy

logical channels on the corresponding disk where the request is assigned is increased

by one. In the departure event, the video stream that the user was holding is

released. The number of busy logical channels on the corresponding disk where the

request was served is decreased by one. During the time period between any two

successive events, the state of the system stays unchanged. This property allows us

to adopt a discrete event simulation approach [55] to simulate the system.

In a discrete event simulation, the simulator maintains a list of events that are

scheduled to happen. The event list is most conveniently organized in a way such

that at any time instant during the simulation process, the most recent event waiting

to be processed sits at the top of the list. After that event is processed, it is removed

from the list, and the next scheduled event will be moved to the top of the list. When

processing the most recent event, the simulator takes all the actions that are required

for completing the processing of the event. These actions may change the state of

the system and the values and attributes of the various entities affected by this event

in the system. The processing of this event may also generate new events that have

to be scheduled at the appropriate time epochs at which they are required to occur.

If this happens, these new events must be inserted in the right places in the event

list according to the times of their occurrence. The simulation process continues

until a specified amount of simulation time is completed or a specified number of

events are generated and processed. The desired performance characteristics of the

system are then extracted from the recorded data.

In our design of the simulation, the event list is formed by using a priority

queue data structure [142]. We initialize the simulation process by creating the first

(arrival) event, and letting it happen at time 0. The initialization procedure also

resets the channel occupancy on each disk. Subsequently, during each cycle of the

main simulation loop, the simulator always processes the top most event in the list.
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The actual actions taken for the event depends on its type, which are outlined as

follows.

If the scheduled event is a user request, we create a subsequent arrival event

and insert it in the right place of the event list according to its event time. In line

with the assumption of a Poisson request arrival process, the time epoch at which

this subsequent arrival event occurs is obtained by shifting the current event time

with a random inter-arrival time interval generated following the negative exponen-

tial distribution [48]. For the current request, the simulator randomly decides the

requested movie title based on the Zipf-like movie popularity distribution given in

(3.2). We then initiate the pre-specified resource selection scheme to check if the

request can be admitted by any disk that stores a file-copy of the requested movie

title.

Two different scenarios must be considered here: 1) If the request can not be

admitted, it is simply rejected. A request loss is recorded. No changes would be

made to the current state of the system; 2) If the request can be admitted, the

number of busy logical channels on the corresponding disk where the request is

assigned is increased by one. In situations of SRT, RRT, GRT and LBF schemes,

the decision to admit a request or not is straightforward. Given that the user request

is for movie m, the simulator rejects the request so long as all appropriate disks are

busy. However, if the more elaborate SRP scheme is used, the decision process can

be quite involved. This in particular requires a painstaking exploration of a feasible

migration path starting from any disk in Ωm provided that all disks in Ωm are busy.

In our simulation of the SRP scheme, we find a feasible migration path starting

from disk j, j ∈ Ωm, using the following procedure. Recall that D is the set of all

J disks in the system. Let Ψ(R, k) define the set of all possible permutations of ar-

ranging k elements out of a setR. Let S, S ∈ Ψ(D−Ωm, x) and S = {s1, s2, . . . , sx},
be one possible permutation set of arranging x disks out of D − Ωm (i.e. all disks

in the system except those in Ωm), for x = 1, 2, . . . , J − nm. Starting from the

shortest possible migration path (i.e. x = 1) and letting sx+1 = j, we make the tuple

(s1, s2, . . . , sx+1). To check if (s1, s2, . . . , sx+1) constitutes a feasible migration path,

we first check if s1 has at least one free video stream available. We then check sub-
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sequently for each i, i = 2, 3, . . . , x + 1, whether si has one video stream delivering

a movie that has a file-copy on si−1 as well. Only if this condition is satisfied for

each i, we find a feasible migration path. All associated video streams are repacked

accordingly so that the request can be assigned to disk j.

Given that the current request can be admitted, we further create a departure

event for this request and insert it in the right place of the event list according to its

event time. Since the holding time of a video stream follows a lognormal distribution,

the time epoch at which this new departure event occurs is obtained by shifting the

current event time with a random time interval generated in compliance with the

lognormal distribution [48].

On the other hand, if the scheduled event is a departure event, the simulator

simply checks on which disk the request was served. The number of busy logical

channels on that disk is then decreased by one.

Once the scheduled event is processed, it is removed from the event list. The next

scheduled event is moved to the top of the list for processing in the next simulation

cycle. The simulation process is repeated for one hundred million random events.

We obtain the mean request blocking probability by counting the total number

of request arrivals and the total number of request losses. The confidence in our

simulation results is guaranteed by conducting multiple independent runs for the

above simulation process. Using the classical method for confidence estimation as

described in, for example, page 273 of [16], we keep the 95% confidence intervals

sufficiently small for all the simulation results presented in this thesis.

3.6 Disk Load Balancing

Similar to many other service systems, an important issue in the design of the VOD

system is to distribute the movie traffic load evenly across the disks in the system.

A load balanced VOD system often leads to efficient operation and minimum RBP

[103].

For the partial replication VOD system that we consider in this thesis, a user

request for a movie title can be connected only to a disk where a file-copy of the
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movie title is stored. If each movie title could have a file-copy stored on each of the

disks in the system, the movie traffic load would be easily balanced across the disks.

In such an ideal full replication scenario, a user request for any movie title is blocked

only if the video stream capacity of the entire system is used up upon the arrival

of the request. In other words, by full replication, we are able to reach the ideally

minimal RBP of the system for the given amount of video stream capacity. With

the assumption of Poisson request arrivals (indicated by M), general distribution of

service times (identified by G), the entire system can be conveniently modelled as an

M/G/NJ/NJ queueing system using Kendall’s notation [3], where NJ is the total

number of video streams that can be supported by the J disks. Later in Chapter 4,

it will be clear that the mean RBP of such a system is simply given by the Erlang-B

formula [3]

RBP =
ANJ/(NJ)!∑NJ

i=0 Ai/i!
. (3.3)

Unfortunately, a full replication solution requires a significant amount (on the order

of terabits) of storage space on each single disk for a large scale practical VOD

system that supports a large library of movie contents (e.g. 3000 movie titles [76]).

This is clearly not an economically viable solution due to the fact of the highly

skewed movie popularity distribution.

On the other hand, if each movie title has a unique file-copy stored on some disk

in the system, each disk is also readily modelled by an M/G/N/N queueing system,

where N is the number of video streams that is supported by each single disk. The

request blocking probability RBPj of disk j, j ∈ D, in this case is again given by

the Erlang-B formula

RBPj =
(
∑

m∈Φj
Am)N/N !

∑N
i=0(

∑
m∈Φj

Am)i/i!
. (3.4)

Little and Venkatesh [103] have shown that the mean RBP of this system is min-

imized when the movie traffic load is identical over each disk in D. At this load
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balanced state, which we call disk load balancing (DLB), RBP is given by

RBP =
(A

J
)N/N !∑N

i=0(
A
J
)i/i!

. (3.5)

Nevertheless, to meet grade of service (GoS) and reliability requirements, it is not

enough for movie titles with high access demand to have only one single file-copy in

the system. Multiple file-copies are required for these popular movie titles so that

stream resources from multiple disks can be managed to serve more user requests for

these hot movies. Further considering that file-sizes of different movie titles in VOD

systems are most likely heterogeneous, multiple file-copies can also be allocated for

movie titles with smaller file-sizes (though less popular) to utilize the spare disk

storage space more efficiently.

It follows from the above considerations that real VOD systems typically support

multiple file-copies for a selective number of movie titles, so that the RBP of the

system can be reduced subject to the storage space constraint. For a given file

replication instance, the movie traffic wishing to access each disk in such a partial

replication system and hence the blocking performance of the system essentially

depend on how movie files are allocated to disks and how disks are selected to serve

user requests for multi-copy movies. The establishment of the condition on file

allocation to achieve load balancing and hence the minimum RBP in this type of

system is not a trivial task, except in certain simplified situations.

If a request for a multi-copy movie m is handled according to SRT, it is randomly

forwarded to only one of the disks in the set Ωm. No effort is made to handle the

request more efficiently among the nm disks in Ωm. Given that the request arrival

process of each of the M movie titles in the system is Poisson, the request arrival

process of movie m is simply decomposed into nm independent Poisson processes,

each of which has rate λpm/nm, assuming an equal probability. Each file-copy of

movie m is therefore equivalent to a single-copy movie with traffic load Am/nm on

the disk where it is stored. In other words, the SRT system is equivalent to a system

where all movie titles are single-copy movies.

As a result, the condition on movie allocation to achieve load balancing in the
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SRT system is readily established. The system is load balanced if movies and their

replicas are optimally allocated such that the movie traffic load on each disk reaches

DLB. Little and Venkatesh [103] have proved that the minimum RBP that can be

achieved in the SRT system is merely given by (3.5). This implies that SRT benefits

only slightly (in terms of RBP) from having multi-copy movies. If the optimal file

allocation is not realizable in practice, Little and Venkatesh have demonstrated that,

the goodness of a suboptimal solution, defined as the distance from the optimal

solution in terms of the RBP of the system, is related to how evenly the movie

traffic load is distributed compared with the uniform distribution. However, no

further study was conducted in [103] to show if the optimal file allocation instance

established in the SRT system would also achieve the minimum RBP of the system

when other more efficient resource selection schemes are used.

In their pioneer work, Wolf, Yu, and Shachnai [168] proposed making good qual-

ity file allocation of multi-copy movies to achieve more effective disk load balancing

in the SRP system. Their algorithm basically seeks to connect more pairs of disks

in the system by allocating some common movie files on both disks in each pair.

They observed that the higher connectivity produced in this manner increases the

potential of finding a feasible schedule to facilitate stream repacking. For a system

of homogeneous disks, the optimal connection scenario requires that each pair of

disks shares an equal number of multi-copy movie files. Nevertheless, no justifica-

tion was provided in [168] to show if such an optimal connection scenario serves as

the optimal file allocation of multi-copy movies that achieves the minimum RBP of

the SRP system.

The following numerical example will demonstrate that the conditions on file

allocation to achieve load balancing established in [103] and [168] are both inap-

propriate to interpret the true meaning of load balancing in this partial replication

VOD system. To support our argument in an intuitive and comprehensible manner,

we intentionally study the performance of a small system with four disks and 12

distinct movie titles. Later in Section 3.7, we show how a closer examination of the

results from this simple example motivates us to propose a general conjecture on

how the movie traffic load should be ideally balanced in the system to achieve the
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minimal RBP.

Each disk in this example has a storage space of six units, and supports up to ten

concurrent video streams. Each movie title has a file-size of one unit. As a result,

the mean holding time of a video stream for any movie title is one time unit. The

popularity profiles of these 12 movie titles, in a descending order, are given in Table

3.1. In three simulations, we assume the aggregate rate λ = 24, 27, 30 requests per

time unit respectively. By formula (3.5), the minimum RBP of this system using

SRT is calculated to be 0.04314, 0.06899 and 0.09954 under the different traffic loads.

Table 3.1: A Zipf-like popularity distribution for 12 movies, ζ = 0.271

Movie 1 2 3 4 5 6

Popularity 0.12823 0.10627 0.09521 0.08807 0.08290 0.07891

Movie 7 8 9 10 11 12

Popularity 0.07568 0.07299 0.07069 0.06871 0.06695 0.06539

We consider a specific file replication instance where each movie title has two

file-copies. From many possible disk location arrangements for these 24 movie files,

we select four feasible file allocation instances as shown in Figure 3.4. In (a), these

12 Type 2 movies are allocated such that there are just two pairs of disks that

have the sharing of common Type 2 movies. Consequently, connections exist only

between disk 1 and disk 2 as well as between disk 3 and disk 4. In (b), we interlace

the Type 2 movies so that four different pairs of disks have a connection within each

pair. In both (c) and (d), the degree of interlace is maximized such that each of the

six pairs of disks is now connected. Moreover, a careful count reveals that each such

pair of disks shares exactly two Type 2 movies. Therefore, both (c) and (d) realize

the optimal connection scenario established in [168].

We recall in the SRT system that a file allocation instance is optimal if the

movie traffic load A is uniformly distributed among J disks in the system. To

differentiate and compare the level of disk load balancing among these four file

allocation instances, we define a load balancing index (LBI), given by

LBI =

√√√√ 1

J

∑
j∈D

( ∑
m∈Φj

Am

nm

− A

J

)2

. (3.6)
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Figure 3.4: Movie file allocation instances in the 4-disk example.

LBI measures for a file allocation instance how evenly the movie traffic load is spread

among J disks in the SRT system. This is equivalent to the definition of standard

deviation that was used in [103], so that a smaller value of LBI indicates a more

balanced load distribution. After a routine computation of (3.6) for each of the four

file allocation instances considered in Figure 3.4, the results reported in Table 3.2

indicate that (b) is the closest to a uniform distribution, while the load distribution

in (c) is most significantly imbalanced.

Table 3.2: LBI values in the 4-disk example

(a) (b) (c) (d)

λ = 24 0.00964 0.00143 0.62003 0.13246

λ = 27 0.01084 0.00161 0.69753 0.14902

λ = 30 0.01204 0.00179 0.77504 0.16557

We next verify the quality of each file allocation instance in the SRT system
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against what is indicated by LBI. We also check if the goodness of file allocation

established in the SRT system applies generally to situations where other more

efficient resource selection schemes are used. The RBP results of the system due

to the different file allocation instances and the different resource selection schemes

were evaluated by the discrete event simulation approach presented before in Section

3.5. Since we assume the user holding time of a video stream follows a lognormal

distribution, we also investigate if the blocking performance of such a system is

sensitive to the holding time distribution. For this purpose, we set the standard

deviation σ of the holding time to be 0.2, 0.6 and 1.0 time units respectively. We

report the numerical results in Table 3.3 for λ = 24, Table 3.4 for λ = 27, and Table

3.5 for λ = 30, with all data of precision up to five decimal places. Since the RBP

results of (b), (c) and (d) are sufficiently close to each other in the SRP system,

we have kept the 95% confidence intervals within the range of ±0.00003 around

the observed mean for each reported result. This requires up to 20 independent

simulation runs for this particular example.

To allow further comparisons among the different file allocation instances re-

garding the explicit efforts made on stream repacking in the SRP system, we also

check the probability of repacking during each simulation run. This is obtained by

counting the aggregate number of requests blocked by LBF, and hence triggering

the action of stream repacking. Such an amount is then divided by the total number

of requests during each simulation run, and contributes to the corresponding results

given in Table 3.6.

We make the following observations from the numerical results reported in these

tables:

1. The blocking performance of the SRT system agrees with what Little and

Venkatesh have proved in [103] regarding the minimum RBP that can be

achieved in the SRT system. Both (a) and (b) achieve DLB in the SRT system,

and yield the minimum RBP results as computed by (3.5). However, we see

that, a user request experiences much smaller RBP results in (b) when exhaus-

tive resource selection schemes are operated. Moreover, there are even smaller

RBP results in both (c) and (d) despite their imbalanced traffic distribution
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Table 3.3: RBP results of the general system in the 4-disk example for λ = 24
σ = 0.2

Class (a) (b) (c) (d)

SRT 0.04315 ± 0.00002 0.04314 ± 0.00002 0.04719 ± 0.00002 0.04329 ± 0.00000

RRT 0.00979 ± 0.00000 0.00601 ± 0.00001 0.00590 ± 0.00001 0.00521 ± 0.00001

GRT 0.00979 ± 0.00001 0.00601 ± 0.00001 0.00591 ± 0.00001 0.00521 ± 0.00001

LBF 0.00979 ± 0.00001 0.00240 ± 0.00001 0.00215 ± 0.00001 0.00202 ± 0.00001

SRP 0.00979 ± 0.00001 0.00076 ± 0.00001 0.00076 ± 0.00000 0.00075 ± 0.00001

σ = 0.6

Class (a) (b) (c) (d)

SRT 0.04314 ± 0.00001 0.04313 ± 0.00002 0.04720 ± 0.00002 0.04332 ± 0.00002

RRT 0.00980 ± 0.00001 0.00601 ± 0.00001 0.00590 ± 0.00001 0.00519 ± 0.00001

GRT 0.00980 ± 0.00001 0.00602 ± 0.00001 0.00590 ± 0.00001 0.00518 ± 0.00000

LBF 0.00980 ± 0.00001 0.00243 ± 0.00001 0.00217 ± 0.00001 0.00204 ± 0.00001

SRP 0.00980 ± 0.00001 0.00076 ± 0.00001 0.00076 ± 0.00001 0.00075 ± 0.00001

σ = 1.0

Class (a) (b) (c) (d)

SRT 0.04315 ± 0.00002 0.04316 ± 0.00003 0.04719 ± 0.00003 0.04334 ± 0.00002

RRT 0.00980 ± 0.00001 0.00602 ± 0.00001 0.00591 ± 0.00001 0.00520 ± 0.00001

GRT 0.00981 ± 0.00001 0.00603 ± 0.00001 0.00591 ± 0.00001 0.00520 ± 0.00001

LBF 0.00981 ± 0.00001 0.00243 ± 0.00001 0.00217 ± 0.00001 0.00204 ± 0.00001

SRP 0.00981 ± 0.00001 0.00075 ± 0.00001 0.00076 ± 0.00001 0.00075 ± 0.00001

in the SRT system. Apparently, LBI is inappropriate in explaining the real

goodness of movie allocation in the VOD system.

2. As Wolf, Yu, and Shachnai [168] expected, the blocking performance of the

SRP system can mostly benefit from good quality file allocation of multi-

copy movies by having higher connectivity between disks. Nevertheless, it is

interesting to find that although both (c) and (d) in fact have the sharing of

the same number of multi-copy movies between each pair of the disks, and the

RBP results are almost indistinguishable for this example, (c) clearly requires

more efforts on stream repacking to obtain the same performance in the SRP

system. This demonstrates that the optimal connection scenario established in

[168] does not necessarily translate into the optimal file allocation of multi-copy

movies in the SRP system.
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Table 3.4: RBP results of the general system in the 4-disk example for λ = 27
σ = 0.2

Class (a) (b) (c) (d)

SRT 0.06900 ± 0.00002 0.06899 ± 0.00003 0.07372 ± 0.00002 0.06922 ± 0.00002

RRT 0.02361 ± 0.00002 0.01631 ± 0.00002 0.01600 ± 0.00001 0.01477 ± 0.00001

GRT 0.02361 ± 0.00001 0.01632 ± 0.00002 0.01601 ± 0.00002 0.01477 ± 0.00001

LBF 0.02361 ± 0.00001 0.00950 ± 0.00001 0.00886 ± 0.00001 0.00851 ± 0.00001

SRP 0.02361 ± 0.00001 0.00418 ± 0.00001 0.00422 ± 0.00000 0.00418 ± 0.00001

σ = 0.6

Class (a) (b) (c) (d)

SRT 0.06899 ± 0.00002 0.06898 ± 0.00001 0.07372 ± 0.00003 0.06922 ± 0.00002

RRT 0.02360 ± 0.00002 0.01632 ± 0.00001 0.01599 ± 0.00002 0.01473 ± 0.00001

GRT 0.02361 ± 0.00002 0.01633 ± 0.00001 0.01599 ± 0.00001 0.01475 ± 0.00002

LBF 0.02361 ± 0.00002 0.00954 ± 0.00001 0.00890 ± 0.00001 0.00855 ± 0.00001

SRP 0.02361 ± 0.00002 0.00418 ± 0.00001 0.00419 ± 0.00001 0.00418 ± 0.00001

σ = 1.0

Class (a) (b) (c) (d)

SRT 0.06902 ± 0.00003 0.06899 ± 0.00003 0.07372 ± 0.00004 0.06922 ± 0.00003

RRT 0.02361 ± 0.00002 0.01635 ± 0.00002 0.01601 ± 0.00002 0.01475 ± 0.00002

GRT 0.02363 ± 0.00001 0.01635 ± 0.00002 0.01601 ± 0.00002 0.01476 ± 0.00002

LBF 0.02363 ± 0.00001 0.00954 ± 0.00001 0.00890 ± 0.00001 0.00854 ± 0.00001

SRP 0.02363 ± 0.00001 0.00419 ± 0.00001 0.00421 ± 0.00001 0.00418 ± 0.00001

3. The performance results of the system do not show clear sensitivity to the

different values of the standard deviation σ of the holding time distribution.

Although here we only report the results for one specific example, such in-

sensitivity holds generally for all other numerical experiments that we have

conducted. We will see later in Chapter 4 that this property suggests that we

can treat the holding time in the VOD system to be arbitrarily distributed,

which greatly eases the development of amenable analytical modeling to obtain

approximate performance results for the VOD system.

4. For all instances considered, the RBP results verify that RRT and GRT are

indeed two different implementations that lead to the same process realization.

Our further interests later in Chapter 4 are to examine if these two different

implementations also give rise to the same analytical results.
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Table 3.5: RBP results of the general system in the 4-disk example for λ = 30
σ = 0.2

Class (a) (b) (c) (d)

SRT 0.09954 ± 0.00002 0.09956 ± 0.00003 0.10453 ± 0.00003 0.09977 ± 0.00003

RRT 0.04560 ± 0.00002 0.03495 ± 0.00002 0.03438 ± 0.00003 0.03271 ± 0.00002

GRT 0.04560 ± 0.00003 0.03496 ± 0.00003 0.03439 ± 0.00002 0.03272 ± 0.00003

LBF 0.04560 ± 0.00003 0.02555 ± 0.00002 0.02449 ± 0.00003 0.02386 ± 0.00003

SRP 0.04560 ± 0.00003 0.01443 ± 0.00002 0.01448 ± 0.00002 0.01443 ± 0.00002

σ = 0.6

Class (a) (b) (c) (d)

SRT 0.09956 ± 0.00003 0.09956 ± 0.00003 0.10448 ± 0.00003 0.09978 ± 0.00003

RRT 0.04559 ± 0.00002 0.03498 ± 0.00002 0.03436 ± 0.00002 0.03269 ± 0.00002

GRT 0.04561 ± 0.00003 0.03498 ± 0.00003 0.03437 ± 0.00002 0.03268 ± 0.00003

LBF 0.04561 ± 0.00003 0.02560 ± 0.00002 0.02453 ± 0.00002 0.02389 ± 0.00003

SRP 0.04561 ± 0.00003 0.01444 ± 0.00001 0.01448 ± 0.00001 0.01441 ± 0.00002

σ = 1.0

Class (a) (b) (c) (d)

SRT 0.09957 ± 0.00004 0.09954 ± 0.00004 0.10452 ± 0.00004 0.09981 ± 0.00004

RRT 0.04559 ± 0.00003 0.03498 ± 0.00002 0.03439 ± 0.00003 0.03270 ± 0.00003

GRT 0.04560 ± 0.00002 0.03502 ± 0.00002 0.03440 ± 0.00003 0.03268 ± 0.00003

LBF 0.04560 ± 0.00002 0.02558 ± 0.00002 0.02454 ± 0.00002 0.02388 ± 0.00003

SRP 0.04560 ± 0.00002 0.01442 ± 0.00002 0.01447 ± 0.00002 0.01442 ± 0.00002

5. An interesting point to realize is that, while the blocking performance of the

system due to (b), (c) or (d) is subject to the different exhaustive resource

selection schemes, this is not the case for (a). That is because (a) exhibits a

special structure where the movie files are separated into two non-overlapping

groups of disks, where each such group constitutes a full replication instance.

Such a file allocation instance is not sensitive to any exhaustive resource se-

lection scheme, but unfortunately it leads to poor performance results. This

agains justifies the significant performance gain obtainable by obtaining a good

quality file allocation instance.
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Table 3.6: Probability of repacking in the 4-disk example
σ = 0.2

λ (a) (b) (c) (d)

24 0.00979 ± 0.00001 0.00267 ± 0.00001 0.00236 ± 0.00001 0.00217 ± 0.00001

27 0.02361 ± 0.00001 0.01041 ± 0.00001 0.00960 ± 0.00001 0.00899 ± 0.00000

30 0.04560 ± 0.00003 0.02717 ± 0.00002 0.02571 ± 0.00001 0.02435 ± 0.00001

σ = 0.6

λ (a) (b) (c) (d)

24 0.00980 ± 0.00001 0.00270 ± 0.00001 0.00239 ± 0.00001 0.00219 ± 0.00001

27 0.02361 ± 0.00002 0.01050 ± 0.00001 0.00965 ± 0.00001 0.00905 ± 0.00001

30 0.04561 ± 0.00003 0.02734 ± 0.00002 0.02579 ± 0.00002 0.02445 ± 0.00001

σ = 1.0

λ (a) (b) (c) (d)

24 0.00981 ± 0.00001 0.00270 ± 0.00001 0.00239 ± 0.00001 0.00219 ± 0.00001

27 0.02308 ± 0.00001 0.01050 ± 0.00001 0.00962 ± 0.00002 0.00904 ± 0.00001

30 0.04560 ± 0.00002 0.02729 ± 0.00002 0.02565 ± 0.00002 0.02444 ± 0.00002

3.7 Combination Load Balancing

We recall in Figure 3.4 that the 12 Type 2 movies in (a) are allocated such that

there are just two pairs of disks that have common Type 2 movies. Consequently,

disk 1 shares Type 2 movie traffic only with disk 2, and disk 3 shares Type 2 movie

traffic only with disk 4. In (b), Type 2 movies are interlaced in such a way that

there are four different pairs of disks that have the sharing of Type 2 movie traffic

within each pair. In both (c) and (d), the degree of interlace is maximized such that

connectivity exists within each of the six pairs of disks, and each such pair of disks

shares exactly two Type 2 movies.

Since in this example any pair of disks must be in one of the
(
4
2

)
= 6 combina-

tion groups of two disks enumerated in the set D, we then carefully work out the

proportion of Type 2 movie traffic accessing each of the six combination groups of

two disks. We see in Table 3.7 that the Type 2 movie traffic is more balanced among

the six combination groups in (b) than that in (a), and the ones in (c) and in (d)

are even more balanced. Although both (c) and (d) are regarded as optimal file

allocation instances in terms of disk connectivity, the Type 2 movie traffic is more

balanced in (d), which explains our observations in the previous section why (d)
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realizes better quality of file allocation than (c).

Table 3.7: Proportion of Type 2 movie traffic on each combination group of two
disks in the 4-disk example

(D1, D2) (D1, D3) (D1, D4) (D2, D3) (D2, D4) (D3, D4)

(a) 50.0% 0 0 0 0 50.0%

(b) 26.2% 23.8% 0 0 23.8% 26.2%

(c) 22.3% 15.5% 13.8% 18.9% 16.1% 13.4%

(d) 19.4% 15.9% 15.2% 15.8% 16.4% 17.3%

We observe from these four file allocation instances that, in the VOD system,

it is the amount of disk resource sharing of multi-copy movie traffic that has the

greatest impact on the RBP of the system. The greater the number of pairs of disks

that have common Type 2 movies and the more balanced the disk resource sharing

of Type 2 movie traffic, the smaller is the RBP of the system. Similarly, for a system

that contains Type c movies, c ≥ 2, we would expect to maximize the level of disk

resource sharing in serving Type c movie traffic, if we have the sharing of Type

c movie traffic loads within each possible combination group of c disks. Inspired

by this observation, we thus arrive at our following general conjecture on how the

movie traffic (of both multi-copy movies and single-copy movies) should be ideally

distributed to achieve load balancing and minimize the RBP of the VOD system.

Conjecture 3.1. The VOD system is load balanced if, for each c, c ≥ 1, the traffic

wishing to access movies of Type c is uniformly distributed among all
(

J
c

)
groups

of c disks chosen from the set D of all J disks in the system. We call such a

state combination load balanced, and conjecture that the RBP of the VOD system is

minimized in this state.

3.7.1 Simulation of the CLB System

Our conjecture suggests that for a given movie file replication instance, the blocking

probability of user requests would be minimized if the set of movie files specified in

the file replication instance are allocated such that, for each c, c ≥ 1, the traffic of

Type c movies is load balanced among
(

J
c

)
combination groups of c disks enumerated
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in the set D. To evaluate the exact RBP result of the VOD system that ideally

attains CLB, we modify the discrete event simulation described in Section 3.5 as

follows.

During each simulation run, if the scheduled event is a user request, we merely

look at what type of movie that user requests. If it is a Type c movie, c ≥ 1,

we then find out on which combination group of c disks the c file-copies of the

movie are stored. Since under CLB, the traffic of Type c movies is load balanced

among
(

J
c

)
combination groups of c disks, each combination group therefore has equal

likelihood of being accessed. For the purpose of simulation, instead of maintaining

a cumbersome list of
(

J
c

)
combination groups and then randomly choosing one of

them upon the request for a Type c movie, we use an equivalent (but more efficient)

way of randomly selecting c disks out of the set D. Once such a combination group

of c disks is generated, the remaining procedures in processing each arrival event in

the CLB system readily follow what has been described in Section 3.5.

3.7.2 Justification

For the small system example considered in Section 3.6, we conduct the modified

discrete event simulation and present in Table 3.8 the RBP results of the CLB

system due to the various resource selection schemes and under the different traffic

load. To guarantee the confidence in the simulation estimates, we again repeat the

simulation test with up to 20 independent runs and keep the 95% confidence intervals

sufficiently small for the mean of the results measured.

Comparing with the suboptimal solutions we have considered in Figure 3.4, the

movie file allocation instance that ideally achieves CLB always yields the minimum

blocking probability of user requests. Specifically, this argument not only applies to

SRT, but also holds true in situations where exhaustive resource selection schemes

are used. Moreover, for this particular example, we see that the RBP results due to

the file allocation instance (d) are almost indistinguishable from the CLB bounds.

It needs to be noted that in other situations, where either the traffic load of

a type of multi-copy movies can not be evenly split into each of the associated

combination groups of disks, or the distribution of single-copy movie traffic deviates
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Table 3.8: RBP results of the CLB system in the 4-disk example

σ = 0.2

Class λ = 24 λ = 27 λ = 30

SRT 0.04312 ± 0.00002 0.06898 ± 0.00002 0.09953 ± 0.00003

RRT 0.00516 ± 0.00001 0.01470 ± 0.00002 0.03264 ± 0.00001

GRT 0.00517 ± 0.00001 0.01470 ± 0.00001 0.03261 ± 0.00001

LBF 0.00200 ± 0.00001 0.00847 ± 0.00001 0.02381 ± 0.00002

SRP 0.00075 ± 0.00001 0.00418 ± 0.00001 0.01442 ± 0.00002

σ = 0.6

Class λ = 24 λ = 27 λ = 30

SRT 0.04316 ± 0.00002 0.06901 ± 0.00003 0.09956 ± 0.00002

RRT 0.00516 ± 0.00001 0.01466 ± 0.00001 0.03257 ± 0.00002

GRT 0.00516 ± 0.00001 0.01466 ± 0.00002 0.03258 ± 0.00002

LBF 0.00202 ± 0.00000 0.00850 ± 0.00001 0.02383 ± 0.00002

SRP 0.00075 ± 0.00001 0.00418 ± 0.00001 0.01443 ± 0.00002

σ = 1.0

Class λ = 24 λ = 27 λ = 30

SRT 0.04315 ± 0.00002 0.06901 ± 0.00003 0.09954 ± 0.00003

RRT 0.00515 ± 0.00001 0.01466 ± 0.00002 0.03259 ± 0.00003

GRT 0.00514 ± 0.00000 0.01467 ± 0.00002 0.03260 ± 0.00003

LBF 0.00203 ± 0.00001 0.00851 ± 0.00001 0.02385 ± 0.00002

SRP 0.00074 ± 0.00000 0.00417 ± 0.00001 0.01443 ± 0.00002

significantly from the uniform distribution, CLB is not achievable. However, in all

these situations, CLB would be expected to predict a lower bound on the blocking

performance of the system.

Although we are not able to provide a rigorous mathematical proof for our con-

jecture in this thesis, we have verified the conjecture through a large number of

simulation experiments for many different scales of a VOD system, and have not

yet found any counterexamples. For the purpose of justification, eight small system

examples are illustrated in Table 3.9. For each of these examples and for the given

test file replication instance, we have exhaustively enumerated all valid file allocation

instances that satisfy the disk storage space constraint. Due to the excessive CPU
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time required for the simulation of the SRP scheme, we only consider LBF for this

purpose. The RBP results of the optimal solution and of CLB are shown in Figure

3.5. These results clearly demonstrate the role of CLB as providing the effective

lower bound on the blocking performance of the LBF system.

Table 3.9: Experimental settings for CLB justification

Cases M J n λ ζ

(a) 3 2 (2, 1, 1) 5 0.271

(b) 3 2 (2, 1, 1) 5 0.500

(c) 4 3 (2, 1, 1, 1) 7 0.271

(d) 4 3 (2, 1, 1, 1) 7 0.500

(e) 5 3 (2, 2, 1, 1, 1) 7 0.271

(f) 5 3 (2, 2, 1, 1, 1) 7 0.500

(g) 6 4 (3, 3, 2, 2, 1, 1) 10 0.271

(h) 6 4 (3, 3, 2, 2, 1, 1) 10 0.500

3.7.3 Resource Sharing Index

As we have demonstrated, the factor of disk resource sharing of multi-copy movie

traffic has great impact on the blocking performance of the VOD system. In this

section, we will design an efficient measure that allows us to estimate numerically

for a general file allocation instance how well the multi-copy movie traffic are shared

among the disks, as compared with the ideal file allocation instance that attains

CLB. Later in Chapter 5, we will see how such a performance measure motivates us

to design an efficient performance index that measures the quality of a file assignment

on its assignment of multi-copy movie files.

For a file allocation instance with the existence of multi-copy movies, the traffic

wishing to access a multi-copy movie m is distributed uniformly among the group

of nm disks in the set Ωm. Thus, the amount of traffic that comes to disk i ∈ Ωm

generated by movie m is Am/nm. Furthermore, the amount of traffic that comes to

disk i generated by movies that also reside in disk j is
∑

m∈Φi∩Φj
Am/nm.

On the other hand, if a file allocation instance ideally achieves CLB, then for each

c, c > 1, the aggregated traffic load Âc of Type c movies is uniformly distributed
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Figure 3.5: Experimental results for CLB justification. Heuristic results are obtained
from the greedy file allocation method to be presented in Section 3.7.5.

among all
(

J
c

)
combination groups of c disks enumerated in the set D. Since disks i

and j coexist in
(

J−2
c−2

)
combination groups of c disks, disk i receives Type c movie

traffic given by (
J−2
c−2

)
Âc

c
(

J
c

) =
(c− 1)Âc

J(J − 1)
(3.7)

from movies that are also stored on disk j. Summing over all c > 1, we see that disk

i receives multi-copy movie traffic given by

∑
c>1

(c− 1)Âc

J(J − 1)
(3.8)

from movies that are also stored on disk j.

In an equivalent manner to the way we have defined LBI in Section 3.6, we now



3.7. COMBINATION LOAD BALANCING 93

define a resource sharing index (RSI), given by

RSI =

√√√√ 2

J(J − 1)

∑
i,j∈D, i<j

( ∑
m∈Φi∩Φj

Am

nm

−
∑
c>1

(c− 1)Âc

J(J − 1)

)2

, (3.9)

as a measure of how evenly a file allocation instance distributes the multi-copy movie

traffic loads as compared with the ideal file allocation instance that attains CLB. As

with LBI, a smaller value of RSI indicates a better allocation of multi-copy movie

files for the VOD system.

Applying (3.9) to the four file allocation instances that we have considered in

Figure 3.4, we obtain the RSI values under the different traffic load as presented in

Table 3.10. These RSI results reaffirm the goodness on the allocation of multi-copy

movies in the four file allocation instances as we have observed before.

Table 3.10: RSI values in the 4-disk example

(a) (b) (c) (d)

λ = 24 2.82843 1.41929 0.37342 0.16419

λ = 27 3.18199 1.59670 0.42010 0.18471

λ = 30 3.53554 1.77412 0.46677 0.20524

3.7.4 Numerical Results for a Large System

The size of a large scale VOD system that provides on-demand access to hundreds of

distinct movie titles is usually of the order of dozens of disks. Moreover, it typically

contains various types of multi-copy movies due to grade of service and reliability

requirements and to utilize the spare disk storage space efficiently. In this section,

we shall justify our CLB conjecture as well as the RSI measure by considering a

large system example of 20 disks and 200 distinct movie titles.

Again for simplicity, we assume that all disks in the system are of homogeneous

storage and stream capacity, and all movies are of homogeneous file-size of one unit.

The mean holding time of a video stream for any movie title is again assumed to be

one time unit. The standard deviation σ of the holding time is set to be 1.0 time

unit. Each of the 20 disks can accommodate 14 movie files and have the stream
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capacity of size 30. The popularity profiles of the 200 movie titles are distributed

according to (3.2) with ζ = 0.271.

We specifically consider a file replication instance where four file-copies are al-

located for each of the first three movie titles, three file-copies for movies 4 to 25,

two file-copies for movies 26 to 50, and one single file-copy for the remaining 150

movie titles. Among many valid allocation instances of this file replication instance,

we choose three of them which are displayed in Figure 3.6. We compute their re-

spective LBI and RSI values in Table 3.11 and Table 3.12. The simulation results

of the RBP are given in Table 3.13 for the SRT system and Table 3.14 for the LBF

system under light, medium, and high loads (λ = 440, 470, 500) respectively. By

(3.5), the minimum RBP results of this system assuming SRT are calculated to be

0.02054, 0.03452 and 0.05260 under the respective loads.

Table 3.11: LBI values in the 20-disk example

(a) (b) (c)

λ = 440 0.22019 0.21995 0.28185

λ = 470 0.23520 0.23495 0.30107

λ = 500 0.25021 0.24994 0.32028

Table 3.12: RSI values in the 20-disk example

(a) (b) (c)

λ = 440 1.29188 1.04592 0.85038

λ = 470 1.37996 1.11723 0.90837

λ = 500 1.46805 1.18855 0.96635

Table 3.13: SRT RBP results in the 20-disk example
(a) (b) (c) CLB

λ = 440 0.02063 ± 0.00002 0.02061 ± 0.00002 0.02066 ± 0.00001 0.02054 ± 0.00001

λ = 470 0.03457 ± 0.00002 0.03457 ± 0.00002 0.03465 ± 0.00001 0.03453 ± 0.00002

λ = 500 0.05270 ± 0.00003 0.05269 ± 0.00002 0.05277 ± 0.00002 0.05259 ± 0.00002

We again see in all cases that, the minimum blocking probability of user requests

in the VOD system is achieved by CLB. Moreover, RSI correctly predicts the quality



3.7. COMBINATION LOAD BALANCING 95

(a) Case 1

(b) Case 2

(c) Case 3

Figure 3.6: Movie file allocation instances in the 20-disk example.
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Table 3.14: LBF RBP results in the 20-disk example
(a) (b) (c) CLB

λ = 440 0.00274 ± 0.00001 0.00258 ± 0.00001 0.00217 ± 0.00001 0.00186 ± 0.00001

λ = 470 0.00754 ± 0.00002 0.00711 ± 0.00001 0.00643 ± 0.00001 0.00571 ± 0.00001

λ = 500 0.01746 ± 0.00002 0.01666 ± 0.00003 0.01575 ± 0.00002 0.01457 ± 0.00002

of the allocation of multi-copy movie files and thus demonstrate the impact of disk

resource sharing of multi-copy movie traffic on the blocking performance of the VOD

system.

3.7.5 Heuristic File Allocation

For a given file replication instance, the problem of finding a file allocation instance

that achieves CLB (if it is achievable) is NP-hard [60]. This is established by the

following theorem.

Theorem 3.1. For a given file replication instance, the problem of finding a file

allocation instance that achieves CLB (if it is achievable) is NP-hard.

Proof. A special case of the problem is where each of the M movie titles in the set F
has exactly one file-copy. For this special case, the problem reduces to finding a file

allocation instance that achieves DLB. Let J = 2. The problem further reduces to

finding a partition of F into Φ1 and Φ2, such that
∑

m∈Φ1
Am =

∑
m∈Φ2

Am, where

Φ1∪Φ2 = F and Φ1∩Φ2 = ∅. The decision version of the latter problem is equivalent

to a weighted set partition problem ([60], page 223), which is NP-complete. This

completes the proof.

Motivated by the concept of disk resource sharing, we shall now present a greedy

file allocation method that aims for uniform resource sharing of multi-copy movie

traffic as well as uniform distribution of single-copy movie traffic.

Let Oj count the cumulative units of storage space occupied on disk j, Tj record

the cumulative traffic load on disk j and Sij record the cumulative traffic load

arriving to disk i from movies that also reside in disk j. Once a file-copy of movie

m is placed on disk j, we increase Oj by Lm units and Tj by Am/nm. If movie m
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has multiple file-copies allocated in the system, for each i, i 6= j ∈ Ωm, we further

increase both Sji and Sij by Am/nm.

We set out the file allocation procedure by sorting multi-copy movie files in a

non-increasing order with respect to Am/nm, for all m ∈ F and nm > 1. Similarly,

we arrange single-copy movie files in a non-increasing order according to Am, for

all m ∈ F and nm = 1. We choose to place multi-copy movie files first, due to

the stringent requirement that we must always find nm different disks of sufficient

storage space to place the nm file-copies of a multi-copy movie m. This would be

less likely to be feasible if we allocate single-copy movie files in advance.

The general steps of our greedy file allocation method proceed as follows: (1) To

allocate the first file-copy of a multi-copy movie m, we select disk j such that Tj is the

smallest, provided Oj + Lm ≤ C. Subsequently for each of the remaining file-copies

of movie m, we select disk i, i 6= j, such that Sij is the smallest, provided there is not

yet a file-copy of movie m stored on disk i and Oi +Lm ≤ C; (2) To allocate a single-

copy movie m, we follow the conventional least loaded first method [160, 168, 176].

Again, we select disk j such that Tj is the smallest, provided Oj + Lm ≤ C.

These steps are repeated until all movie files specified in a given file replication

instance are successfully allocated, or unless at any stage none of the disks in the

system has sufficient storage space to place a movie file. In the latter case, the

input file replication instance is treated as non-allocatable due to the inability of our

greedy method in finding a feasible heuristic file allocation instance. A procedure

that implements this greedy method is given in Figure 3.7.

Clearly, to allocate the first file-copy of each movie title in the set F , we need to

perform a search among the J disks in the set D for disk j with sufficient storage

space and with the smallest possible value on Tj. To allocate each of the remaining

file-copies of a multi-copy movie m, we again need to perform a search among at

most J − 1 disks in D for disk i with sufficient storage space and with the smallest

possible value on Sij given that the first file-copy of movie m is placed on disk

j. Considering that the number of file-copies of each movie title in such a partial

replication system is at most J , the complexity of the greedy method is O(MJ2).

The good quality of the heuristic file allocation due to the proposed greedy
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Procedure: Greedy File Allocation

set Oj = 0 for all j ∈ D;

set Tj = 0 for all j ∈ D;

set Sij = 0 for all i, j ∈ D, i 6= j;

set Ωm = ∅ for all m ∈ F ;

for each m ∈ F , nm > 1, in the non-increasing order according to Am

nm
do

set D∗ = D;

if Oj + Lm > C for all j ∈ D∗

return FAILURE;

find j ∈ D∗ with the smallest Tj and Oj + Lm ≤ C;

increase Oj by Lm;

increase Tj by Am

nm
;

set D∗ = D∗ − j;

set Ωm = Ωm + j;

set k = 2;

while k ≤ nm do

if Oi + Lm > C for all i ∈ D∗

return FAILURE;

find i ∈ D∗ with the smallest Sij and Oi + Lm ≤ C;

increase Oi by Lm;

increase Ti by Am

nm
;

increase both Sij′ and Sj′i by Am

nm
for all j′ ∈ Ωm;

set D∗ = D∗ − i;

set Ωm = Ωm + i;

increment k;

end

end

for each m ∈ F , nm = 1, in the non-increasing according to Am do

if Oj + Lm > C for all j ∈ D
return FAILURE;

find j ∈ D with the smallest Tj and Oj + Lm ≤ C;

increase Oj by Lm;

increase Tj by Am;

set Ωm = Ωm + j;

end

return SUCCESS;

Figure 3.7: Implementation of the greedy file allocation method for a given file
replication instance n.
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file allocation method is evidenced by the file allocation instance (d) in the 4-disk

example and the file allocation instance (c) in the 20-disk example, both of which are

indeed obtained from the greedy method. In the 4-disk example, we have seen that

the RBP result of the heuristic solution is almost indistinguishable from the CLB

bound. Although in the 20-disk example the RBP result of the heuristic solution is

nearly 17% above the CLB bound, the actual quality of the heuristic solution is likely

to be better. This is because in situations where CLB is less likely to be achievable,

the percentage deviation in LBF RBP between the real optimal solution and CLB

may also be large. This fact can be demonstrated by case (g) of the exhaustive

search experiment presented in Fig. 3.5. In this particular case, the RBP result

of the heuristic solution is nearly 50% above the CLB bound, but the percentage

deviation between the optimal solution and CLB is also more than 40%. The actual

quality of the heuristic solution is only 5% below the optimal solution.

We have conducted extensive experiments to further verify the quality of this

greedy file allocation method. Here we report the results obtained from five ex-

periments for (a) a 10-disk-100-movie system, (b) a 20-disk-200-movie system, (c)

a 30-disk-300-movie system, (d) a 40-disk-400-movie system and (e) a 50-disk-500-

movie system, respectively. For each experiment, we randomly generate 300,000 file

replication instances. We report in Fig. 3.8 the best, average, and worst value of

the percentage deviation in LBF RBP found between the heuristic solution and the

CLB bound for the various feasible file replication instances. We observe in Fig.

3.8 that, for the best scenario in (a), the heuristic solution is indistinguishable from

CLB (0.02% above CLB). In all the experiments, the average quality of heuristic

solutions is less than 15% above CLB. Although for the worst scenario in (c) the

deviation is as high as 102%, such a case is indeed very rare as can be confirmed from

the density histogram of the percentage deviation plotted in Fig. 3.9. Moreover,

as we have discussed, it may not represent the true quality of the heuristic solution

when benchmarked by the real optimal solution of the corresponding file replication

instance.
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Figure 3.8: Quality of the heuristic file allocation method benchmarked by CLB: (a)
10-disk-100-movie; (b) 20-disk-200-movie; (c) 30-disk-300-movie; (d) 40-disk-400-
movie; (e) 50-disk-500-movie.

3.8 Summary

The storage subsystem of a large scale VOD service system is typically characterized

by partial replication, where a certain number of movie titles, either with high access

demand or of small file-size (though less popular), are replicated over multiple on-line

disks. Provided the existence of limited number of multi-copy movies, we have seen

in this chapter that a good allocation of movie files, and hence a good distribution of

movie traffic loads, can significantly reduce the blocking probability of user requests.

It is therefore an interesting issue to examine, for a given set of movie files, how

movie traffic loads can be balanced among the disks in such a stochastic service

system, so that the system can be efficiently operated and thus minimize the blocking

probability of user requests.

In the literature, Little and Venkatesh [103] have established the condition of

disk load balancing for the simple but inefficient SRT system. They showed that the
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Figure 3.9: Density histogram of the percentage deviation in LBF RBP between
heuristic solutions and CLB bounds: (a) 10-disk-100-movie; (b) 20-disk-200-movie;
(c) 30-disk-300-movie; (d) 40-disk-400-movie; (e) 50-disk-500-movie. ∼ x% denotes
the interval [x%− 10%, x%). x%+ represents the interval [x%,∞).

SRT system is load balanced if the movie files can be allocated such that each ho-

mogeneous disk has an equal probability of being accessed. At this state of disk load

balancing, they proved that the blocking probability of user requests is minimized.

However, our numerical results showed that the optimal file allocation instance es-

tablished in the SRT system may not otherwise achieve the minimum blocking prob-

ability of user requests when more efficient exhaustive resource selection schemes are

used. For a VOD system operating under the elaborate SRP scheme, Wolf, Yu, and

Shachnai [168] observed that the higher connectivity among the disks leads to bet-

ter allocation of movie files. However, our numerical results also showed that the

optimal connection scenario produced in this manner does not readily translate into

the optimal file allocation instance in the SRP system.

In addition to the simple SRT scheme and the elaborate SRP scheme, in this
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chapter, we have further studied the blocking performance of the VOD system using

several other exhaustive resource selection schemes, namely, RRT, GRT, and LBF.

We have proposed a conjecture on the more general condition of load balancing in

the partial replication system. Given that all movies in the set F are grouped into

corresponding movie types, our conjecture suggests that the VOD system may be

load balanced only if the aggregate traffic of each type of movie is uniformly dis-

tributed among all combination groups of disks enumerated in the set D for the

associated movie type. At this state of combination load balancing, the RBP of the

VOD system is minimized. Our numerical results have shown that the conjecture

not only applies to the SRT system, but more importantly it holds true in situa-

tions where those more complicated but much efficient exhaustive resource selection

schemes are used.

Our conjecture was inspired from the observation that the disk resource sharing

of multi-copy movie traffic has great impact on the blocking performance of the

VOD system, so that we intuitively expect that the maximal level of disk resource

sharing of multi-copy movie traffic indicates the best allocation of multi-copy movie

files. Two important results were motivated by this intuitive observation. Firstly, we

have designed an efficient numerical index that measures quantitatively the quality

of a file allocation instance on distribution of multi-copy movie traffic, as compared

with the ideal file allocation instance that attains CLB. Secondly, we have devised a

greedy method that aims for uniform resource sharing of multi-copy movie traffic and

uniform distribution of single-copy movie traffic, and therefore results in a sufficiently

good quality heuristic file allocation instance.

We will see how the results obtained from this chapter facilitate the evolutionary

optimization program in Chapter 5 to find near-optimal assignment of movie files

for the partial replication VOD system. However, before that task can be carried

out, a necessary technique required is to evaluate the blocking performance of the

VOD system due to different file assignments efficiently. Considering the excessive

CPU time generally required by simulation, it is therefore essential to develop a fast

analytical method that accurately evaluates the blocking performance of the VOD

system. We shall investigate this subproblem in the next chapter.



Chapter 4

Performance Analysis of VOD Systems

4.1 Introduction

A main result of the previous chapter is a computationally efficient greedy method

that we can rely on to obtain a good quality heuristic file allocation instance for

any feasible file replication instance. We will see in the next chapter that, for the

purpose of file assignment optimization, it is necessary to evaluate and compare the

performance between various heuristic file allocation instances due to different file

replication instances. Such a job was handled by a discrete event simulation study in

the previous chapter. However, simulations require excessive CPU time to guarantee

sufficiently tight confidence intervals. It is therefore essential to develop accurate

and fast analytical means to evaluate the blocking performance of the system for a

given file assignment. Specifically, the analytical results must be accurate enough to

differentiate the quality of the various file assignments in terms of blocking perfor-

mance. In addition, computations of the analytical models must be fast enough so

that they can be embedded in an optimization module to find out the optimal file

assignment of the system within reasonable computation time.

As we have seen in the previous chapter, performance evaluation for this type of

stochastic service system is made more complicated by the fact that the RBP of the

system depends also on how disks are selected to serve user requests for multi-copy

movies. Therefore, our goal in this chapter is to develop an analytical framework

for blocking probability analysis of the VOD system that can be used to cater for a

wide range of underlying disk resource selection schemes.

Section 4.2 begins with a review of the earlier efforts that have been made in the

literature on blocking probability analysis of VOD systems. We discuss the difficulty

103
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in analyzing the VOD system in this context, and how the successful applications of

the fixed-point approximation method in analyzing many large and complex telecom-

munications systems have motivated us to develop similar approximate analysis for

the VOD system.

In Section 4.3, we present fixed-point approximate solutions for RRT, GRT, and

LBF in the context of a general system. As discussed in the previous chapter, RRT

and GRT are indeed two different implementations that lead to the same process

realization. We will see that the two different implementations give rise to two

different fixed-point approximate solutions. Although the equivalence between the

two fixed-point approximations is less obvious, we will prove that they are indeed

identical.

In Section 4.4, we first provide an exact analysis for CLB-SRT. We demonstrate

analytically that CLB-SRT is a realization of DLB. We then continue to use the fixed-

point approximation methodology to provide an approximate analysis for CLB-RRT,

CLB-GRT, and CLB-LBF. We show that the fixed-point solutions for CLB-RRT and

CLB-GRT are also equivalent.

Finally in Section 4.6, we give numerical results to demonstrate the sufficient

accuracy and computational efficiency of the approximate solutions in supporting

the task of file assignment optimization for the VOD system. Unfortunately, we are

not able to provide a similar approximation solution for the more elaborate SRP

scheme in this thesis. We show by numerical results that such an analysis may not

be necessary for the task of file assignment optimization, since the quality of file

assignment in the LBF and SRP schemes is comparable.

4.2 Related Work

There were very few efforts reported in the literature on analyzing the blocking

performance of VOD systems. Two previous papers [97, 170] on performance analysis

of VOD systems are closely related to our work in this thesis.

The model proposed by Li, Liao, Qiu and Wong [97] is for an interactive VOD

system with a two-tiered hierarchical architecture. For a large service area, their
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architecture features a central video server (at tier 0) which serves the entire service

area, and several local video servers (at tier 1) each of which is responsible for an

exclusive subarea. Movie titles are classified as either popular or unpopular. Each

local video server only handles user requests for popular movies from its own service

area, while the central video server deals with both user requests for unpopular

movies and overflowed requests for popular movies from local video servers due to

blocking. Buffers are allocated at each video server to queue the user requests.

Although the authors did not explicitly state it, it is clear that they assumed fine-

grained striping for storing movie files within each video server. Each video server is

modelled as an M/M/k/(k+c) queueing system [3], where k is the effective combined

stream capacity of the individual disks due to striping, and c is the buffer capacity.

Wong and Chan [170] studied a similar architecture. The difference between their

model and the one of [97] lies in that they assumed that the central video server

only handles user requests for unpopular movies. In addition, overflowed requests for

popular movies from each local video server are allowed to attempt other local video

servers, and are blocked only when none of the local video servers is available. Wong

and Chan showed that the set of local video servers in such a system constitutes

a queueing network, which can be modelled as a multidimensional Markov process

with the dimension of the process equal to the total number of local video servers.

As will be clear from Section 4.2.1, exact analysis of a multidimensional Markov

process is rather difficult. Wong and Chan proposed an approximation approach

which essentially makes use of the well-known fixed-point approximation method

[85]. They found that the obtained analytical model has reasonable accuracy and

computational efficiency.

In a VOD system with partial replication that we are concerned with in this

thesis, various movie files together with their possible replicas are spread over the

disk resources of the entire system. The potential complicated interactions between

user requests for multi-copy movies and selections of disk resources to serve these

requests make the performance of the system hard to analyze, except in the case

of the simple SRT system [103, 113, 157]. For those more complicated exhaustive

resource selection schemes, such as RRT, GRT, LBF and SRP, the system again
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can be modelled as a multidimensional Markov process with the dimension of the

process equal to the number of disks. With the goal of achieving a scalable and

accurate solution that can be used to support the file assignment optimization,

we will investigate in this chapter if the fixed-point approximation method can be

applied to the VOD system in our context, and if the approximation has reasonable

accuracy and computational efficiency.

4.2.1 Fixed-Point Approximation Method

The fixed-point approximation method is one of the computational procedures that

have been developed to analyze the blocking performance of circuit switched net-

works approximately. This is due to the concern that a circuit switched network is

typically modelled as a multidimensional Markov process with the dimension of the

process equal to the number of routes permitted in the network. In the presence of

alternate routing, such a multidimensional Markov process does not admit a product

form solution. Although the multidimensional Markov process can be solved theo-

retically, brute force solutions to the state equations are computationally infeasible

for a large scale system due to the “curse of dimensionality”.

The fixed-point approximation method was initially proposed by Cooper and

Katz [35] and first published in the open literature by Katz in [83]. It was later

underwent in-depth investigation by Kelly [85] and Whitt [166]. An extensive dis-

cussion of the method can be found in [5, 132]. It has enjoyed widespread attention

in the literature and has been successfully applied to the analysis of many large and

complex telecommunications systems, e.g. [6, 14, 32, 125, 131, 151, 169, 171].

Two fundamental assumptions of the fixed-point approximation method in ap-

plications of circuit switched networks are: 1) blocking occurs independently from

link to link; and 2) the offered traffic seen by each link, inclusive of overflowed traffic

due to blocking on other links, is Poisson. These assumptions in general lead to a

set of nonlinear fixed-point equations which take the link blocking probabilities as

the unknown variables. Successive relaxation methods [153] are typically used to

solve the fixed-point equations.
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4.3 Analysis of the General System

The analysis of SRT for the general system has been discussed in [103, 113, 157]. We

provide a clear presentation of the analysis in this section. While the exact analytical

solution of SRT is computationally simple, the precise analytical modelling of RRT,

GRT or LBF is computationally infeasible due to the “curse of dimensionality” for

the underlying multidimensional Markov process. We therefore resort to the fixed-

point approximation method to derive approximate solutions for these exhaustive

resource selection schemes in this section.

The fixed-point method works in this context by decoupling the whole system

of J disks into J independent subsystems and treating each such subsystem as an

M/G/N/N queueing system [3], where N is the number of concurrent video streams

supported by each disk. This is done by making two simplifying assumptions: 1) all

disks are statistically independent, and 2) the request arrival process seen by each

disk is Poisson. Even though the assumptions may not be satisfied, we will see that

the approximation has good accuracy and computational efficiency.

4.3.1 Exact Analysis of SRT

We remember in this simple resource selection scheme that, a request for a multi-

copy movie m is randomly directed to one of the disks in Ωm, with no subsequent

possible retrials attempted. Since the request arrival process of each movie in the

set F is Poisson, the request arrival process of movie m is simply decomposed into

nm independent Poisson processes, each of which has rate yj(m) = λpm/nm.

For disk j, j ∈ D, the total request arrival rate due to the superposition of the

request arrival processes of all movie files in Φj is given by

yj =
∑

m∈Φj

yj(m). (4.1)

The mean connection time 1/µ̄j of all movie files in Φj is obtained by

1

µ̄j

=
1

yj

∑
m∈Φj

yj(m)

µm

. (4.2)
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Let

~ξ′ =
(
ξ

(N)
1 , ξ

(N)
2 , . . . , ξ

(N)
j , . . . , ξ

(N)
J

)
(4.3)

denote the vector of stationary probabilities that disk j, j ∈ D, is in state N , or in

other words, it has all N logical channels occupied. Each disk in this case is readily

modelled as an M/G/N/N queueing system. Since the blocking probability of the

M/G/N/N system is insensitive to the distribution of holding (connection) time

[144] and depends only on its mean, each disk can then be conveniently modelled as

an M/M/N/N queueing system [3]. Therefore, in the case of SRT, ξ
(N)
j is simply

given by the Erlang-B formula

ξ
(N)
j =

(
yj

µ̄j
)N/N !

∑N
i=0(

yj

µ̄j
)i/i!

. (4.4)

For m ∈ F , the blocking probability Bm of user requests for movie m is calculated

by

Bm =
1

nm

∑
j∈Ωm

ξ
(N)
j . (4.5)

We compute the mean RBP of the SRT system due to all movies by

RBP =
∑
m∈F

pmBm. (4.6)

4.3.2 Fixed-Point Approximation of RRT

If subsequent random trials are repeated until all disks in the set Ωm are attempted,

the request arrival process of a multi-copy movie m directed to disk j, j ∈ Ωm, is

composed of two processes: 1) a Poisson process made of first choice requests to disk

j with rate λpm/nm, and 2) a process made of requests overflowed from disks in Ωm

other than disk j.

To ease the bookkeeping of these overflowed requests, we recall Ψ(Ωm − j, x)

as the set of all possible permutations of arranging x disks out of Ωm − j (i.e. all

disks in Ωm except disk j), for x = 1, 2, . . . , nm − 1. By S ∈ Ψ(Ωm − j, x)

and S = {s1, s2, . . . , sx}, we say that S is one such possible permutation set, and

s1, s2, . . . , sx are the ordered disks enumerated in S. Assume that a request for any
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movie m that has been denied at disk j is independent of other requests for movie m

that have been denied at other disks in the set Ωm, the rate of overflowed requests

for movie m originally blocked by disk s1, and subsequently blocked by s2, s3, . . .,

sx, and finally offered to disk j is calculated by

λpm

nm

ξ(N)
s1

1

nm − 1
ξ(N)
s2

· · · 1

nm − x− 1
ξ(N)
sx

1

nm − x
=

λpm

nm

x∏
i=1

ξ
(N)
si

nm − i
. (4.7)

Taking into account all the possible permutations from Ψ(Ωm − j, x) and all x,

the aggregate rate of overflowed requests for movie m from disks in Ωm except disk

j is given by

λpm

nm

nm−1∑
x=1

∑

S∈Ψ(Ωm−j,x)

x∏
i=1

ξ
(N)
si

nm − i
. (4.8)

The fixed-point approximation works by treating this overflow process as if it were

Poisson. The request arrival rate of disk j due to movie m is therefore given by

yj(m) =
λpm

nm

[
1 +

nm−1∑
x=1

∑

S∈Ψ(Ωm−j,x)

x∏
i=1

ξ
(N)
si

nm − i

]
, (4.9)

and the total request arrival rate of disk j due to all movie files in the set Φj is

given by (4.1). The mean connection time 1/µ̄j of all movie files in Φj is obtained

by (4.2).

For compatibility, we require that the blocking probabilities calculated by (4.4)

be the same as those used to calculate the reduced load in (4.9). Thus (4.1), (4.2),

(4.3), (4.4) and (4.9) constitute a set of fixed-point equations of the form

~ξ′ = e(~ξ′). (4.10)

These fixed-point equations can often be solved efficiently by the successive substi-

tution method to be presented in Section 4.5.

Solving (4.10) for ξ
(N)
j of disk j, and using the fact that for a request of movie m
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to be blocked, it would need to be denied at all nm disks in Ωm, we therefore have

Bm =
∏

j∈Ωm

ξ
(N)
j . (4.11)

The mean RBP of the RRT system is then computed by (4.6).

4.3.3 Fixed-Point Approximation of GRT

According to this scheme, when a request for a multi-copy movie m arrives, we filter

out all disks in the set Ωm that have no free channels available, and randomly select

one of the remaining disks to serve the request. Provided that disk j is in Ωm and

has one or more free channels available upon the arrival of the request, it is useful

to define Υ(Ωm − j, x) as the set of all possible combinations of choosing x disks

out of Ωm − j, and denote in this case S ∈ Υ(Ωm − j, x) to be one such possible

combination. Note that for RRT, Ψ(·) is a set of permutations, while here Υ(·)
is a set of combinations. Then, upon the arrival of the request for movie m, the

probability that, among the other nm− 1 disks in Ωm except disk j, h− 1 disks also

have one or more free channels available, and the remaining nm − h disks are all

fully busy is given by

∑

S∈Υ(Ωm−j,h−1)

∏
u∈S

(
1− ξ(N)

u

) ∏
v∈Ωm−j−S

ξ(N)
v . (4.12)

Therefore, the request arrival rate of disk j due to movie m is given by

yj(m) = λpm

nm∑

h=1

1

h

∑

S∈Υ(Ωm−j,h−1)

∏
u∈S

(
1− ξ(N)

u

) ∏
v∈Ωm−j−S

ξ(N)
v , (4.13)

and the total request arrival rate yj of disk j due to all movie files in the set Φj is

given by (4.1). The mean connection time 1/µ̄j of all movie files in Φj is obtained

by (4.2). The system of equations (4.1), (4.2), (4.3), (4.4) and (4.13) comprises a

set of fixed-point equations, again of the form (4.10).

Once ξ
(N)
j of disk j is obtained by solving (4.10), by the disk independence

assumption and using the fact that for a request of movie m to be blocked, all
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channels on the nm disks in Ωm must be currently occupied, Bm is given by (4.11).

The mean RBP of the GRT system is then computed by (4.6).

Although the fixed-point approximation of GRT (4.13) looks different from that

of RRT (4.9), we shall next prove that these two expressions are indeed identical.

To do so, we first need a combinatorial lemma.

Lemma 4.1. For integers n and k with n > k,

k∑
i=0

(
k

i

)
(−1)i

n− k + i
=

k!(n− k − 1)!

n!
. (4.14)

Proof. By the binomial theorem, for y > 0,

k∑
i=0

(
k

i

)
(−y)i = (1− y)k (4.15)

and so
k∑

i=0

(
k

i

)
(−y)n−k+i−1 = (−y)n−k−1(1− y)k. (4.16)

Integrating this with respect to y from 0 to 1, we get

k∑
i=0

(
k

i

)
(−1)i

n− k + i
=

∫ 1

0

yn−k−1(1− y)kdy = B(n− k, k + 1), (4.17)

where we recall that B(p, q) is the Beta Function. By (6.2.2) of [2], it follows that

k∑
i=0

(
k

i

)
(−1)i

n− k + i
=

Γ(k + 1)Γ(n− k)

Γ(n + 1)
=

k!(n− k − 1)!

n!
. (4.18)

A closer examination of the right hand side of (4.9) reveals that the pain of

enumerating all possible permutations of arranging x disks out of Ωm − j can be

much alleviated by taking advantage of the fact that the product of the probabilities

is always the same, regardless of the particular disk order in each of the permutations.
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Thus, the right hand side of (4.9) can be expressed as

λpm

[
1

nm

+
nm−1∑
x=1

∑

S∈Υ(Ωm−j,x)

x!(nm − x− 1)!

nm!

∏
u∈S

ξ(N)
u

]
. (4.19)

Now the problem reduces to showing that (4.19) and the right hand side of (4.13)

are the same.

Theorem 4.1. Let

PA(j) =
1

nm

+
nm−1∑
x=1

∑

S∈Υ(Ωm−j,x)

x!(nm − x− 1)!

nm!

∏
u∈S

ξ(N)
u (4.20)

and

PB(j) =
nm∑

h=1

1

h

∑

S∈Υ(Ωm−j,h−1)

∏
u∈S

(
1− ξ(N)

u

) ∏
v∈Ωm−j−S

ξ(N)
v . (4.21)

Then PA(j) = PB(j).

Proof. To facilitate the proof, we shall rewrite (4.20) as

PA(j) =
∑

R⊆Ωm−j

n(R)!
(
nm − n(R)− 1

)
!

nm!

∏
u∈R

ξ(N)
u (4.22)

and (4.21) as

PB(j) =
∑

S⊆Ωm−j

1

nm − n(S)

∏
u∈S

ξ(N)
u

∏
v∈Ωm−j−S

(
1− ξ(N)

v

)
, (4.23)

where we use n(R) to denote the number of elements in the set R.

Expanding the right hand side of (4.23), we get

PB(j) =
∑

S⊆Ωm−j

1

nm − n(S)

[ ∏
u∈S

ξ(N)
u −

∑
v1∈Ωm−j−S

ξ(N)
v1

∏
u∈S

ξ(N)
u

+
∑

v1 6=v2∈Ωm−j−S
ξ(N)
v1

ξ(N)
v2

∏
u∈S

ξ(N)
u − . . .

]
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=
∑

S⊆Ωm−j

1

nm − n(S)

∑
S⊆R⊆Ωm−j

(−1)n(R)−n(S)
∏
u∈R

ξ(N)
u

=
∑

R⊆Ωm−j

∏
u∈R

ξ(N)
u

∑
S⊆R

(−1)n(R)−n(S)
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∏
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u

n(R)∑
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(
n(R)

i

)
(−1)i

nm − n(R) + i

= PA(j) (4.24)

where we enumerate the subsets S and make the substitution i = n(R) − n(S) to

get from the third line to the fourth line and the final equivalence follows from the

Lemma.

Showing that PA(j) = PB(j) is not only an interesting mathematical challenge,

but it also provides confidence in the correctness of our solutions.

4.3.4 Fixed-Point Approximation of LBF

As discussed, under LBF, when a request for movie m arrives, it will be directed to

the least busy disk in the set Ωm. In the case where there is more than one least

busy disk, the request will be randomly dispatched to one of them.

Let ~ξj =
(
ξ

(0)
j , ξ

(1)
j , . . . , ξ

(i)
j , . . . , ξ

(N)
j

)
denote the vector of stationary probabil-

ities that disk j is in state i, i = 0, 1, 2, . . . , N , and ~ξ =
(
~ξ1, ~ξ2, . . . , ~ξJ

)
.

Given that disk j is in Ωm, let us again define Υ(Ωm − j, x) as the set of all

possible combinations of choosing x disks out of Ωm−j, and denote S ∈ Υ(Ωm−j, x)

to be one such possible combination. For movie m, when disk j is in state i, the

probability that, among the other nm− 1 disks containing movie m, h− 1 disks also

have i channels occupied, and the remaining nm−h disks have more than i channels

occupied is

Pj(h, i) =
∑

S∈Υ(Ωm−j,h−1)

∏
u∈S

ξ(i)
u

∏
v∈Ωm−j−S

N∑

k=i+1

ξ(k)
v , (4.25)

for i = 0, 1, . . . , N − 1 and h = 1, 2, . . . , nm. Note that if nm = 1, we simply set

Pj(h, i) = 1.
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Hence, when disk j is in state i, its movie m request arrival rate is

y
(i)
j (m) =

nm∑

h=1

(
λpm

h

)
Pj(h, i), (4.26)

and its total request arrival rate due to all movie files is

y
(i)
j =

∑
m∈Φj

y
(i)
j (m). (4.27)

Let ~yj =
(
y

(0)
j , y

(1)
j , . . . , y

(Nj−1)
j

)
and ~y =

(
~y1, ~y2, . . . , ~yJ

)
. Thus, (4.25) to

(4.27) define a function f(·) that can be used to obtain ~y from ~ξ:

~y = f(~ξ). (4.28)

On the other hand, let us model the state transition process of disk j as a birth-

death process with the birth rate y
(i)
j , i = 0, 1, . . . , N − 1, and the death rate iµ̄

(i)
j ,

i = 1, 2, . . . , N , where

1

µ̄
(i)
j

=
1

y
(i−1)
j

∑
m∈Φj

y
(i−1)
j (m)

µm

. (4.29)

From the steady-state equations of a birth-death process (e.g. [3], page 31), we

have

ξ
(i)
j =

N !

i!
∏N−1

k=i

y
(k)
j

µ̄
(k+1)
j

ξ
(N)
j . (4.30)

By normalization, we obtain

N−1∑
i=0

N !

i!
∏N−1

k=i

y
(k)
j

µ̄
(k+1)
j

ξ
(N)
j + ξ

(N)
j = 1. (4.31)

Therefore, for disk j, j = 1, 2, . . . , J , (4.29) to (4.31) define a function g(·) that

can be used to obtain ~ξ from ~y:

~ξ = g(~y). (4.32)
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The system of equations (4.28) and (4.32) composes the following fixed-point

equations:

~ξ = g(f(~ξ)). (4.33)

By the disk independence assumption and having obtained ~ξ by solving (4.33), Bm

is given by (4.11). The mean RBP of the LBF system is then computed by (4.6).

4.4 Analysis of the CLB System

In the context of the CLB system, for the same reasoning, it is again inappropriate

to solve the underlying multidimensional Markov process by directly computing

the involved state equations, except for the simple SRT scheme. Using the same

analytical methodology that we have used in Section 4.3, we provide in this section an

exact analysis of CLB-SRT and rely on the fixed-point method to derive approximate

analytical formulas for CLB-RRT, CLB-GRT, and CLB-LBF.

Recall that when a system achieves CLB, for each c, c ≥ 1, the traffic of Type c

movies is evenly distributed among
(

J
c

)
combination groups of c disks enumerated in

the set D, so that each of these
(

J
c

)
combination groups is allotted Âc/

(
J
c

)
proportion

of Type c movie traffic. Due to this homogeneity and the assumption that the request

arrival process of any Type c movie is a Poisson random process, we can postulate

that, at steady state, all disks in D will yield the same blocking probability. This

allows us to choose an arbitrary disk, from which the overall RBP of the system can

be derived.

4.4.1 Exact Analysis of CLB-SRT

Among the
(

J
c

)
combination groups of c disks, our chosen disk is in

(
J−1
c−1

)
combi-

nations. Since the request arrival process of each type of movies is Poisson, under

the SRT scheme, the request arrival rate of the chosen disk due to Type c movies is

given by

yc =

(
J − 1

c− 1

)
λp̂c

c
(

J
c

) =
λp̂c

J
. (4.34)
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The total request arrival rate of the chosen disk due to all types of movies is therefore

given by

y =
∑

c

yc. (4.35)

We remember that the mean connection time 1/µ̄ of all types of movies is obtained

by
1

µ̄
=

1

y

∑
c

yc

µ̂c

(4.36)

where 1/µ̂c is given by formula (3.1).

The probability ξ(N) that our chosen disk is in state N , or in other words, it has

all N logical channels occupied, is readily given by the Erlang-B formula

ξ(N) =
( y

µ̄
)N/N !

∑N
i=0(

y
µ̄
)i/i!

. (4.37)

Given the assumption that, at steady state, all disks give the identical blocking

probability, the blocking probability of user requests for each type of movies in the

CLB-SRT system is simply given by ξ(N). Thus, the mean RBP of CLB-SRT due

to all movies is also given by ξ(N).

Notice that by (3.1) and (4.36), we have

y

µ̄
=

∑
c

yc

µ̂c

=
∑

c

1

J

∑
m∈F ,nm=c

λpm

µm

=
1

J

∑
c

Âc =
A

J
. (4.38)

This makes the right hand side of (4.37) exactly the same as what was given before

in the right hand side of formula (3.5), and demonstrates that CLB-SRT reduces to

one realization of DLB.

4.4.2 Fixed-Point Approximation of CLB-RRT

Given the fact that our chosen disk is a member of
(

J−1
c−1

)
combination groups of

c disks, for each of these
(

J−1
c−1

)
combination groups, by bookkeeping all overflowed

requests to our chosen disk, and assuming that these aggregate overflow requests

form a Poisson process, the aggregate rate of overflowed requests that the chosen
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disk has to serve for Type c movies is then given by

(
J − 1

c− 1

)
λp̂c

c
(

J
c

)
c−1∑

h=1

(c− 1)!

(c− h− 1)!

h∏
i=1

ξ(N)

c− i
. (4.39)

By routine manipulation, (4.39) can be simplified as

λp̂c

J

c−1∑

h=1

(
ξ(N)

)h
. (4.40)

Thus, the request arrival rate of the chosen disk due to Type c movies is given

by

yc =
λp̂c

J

[
1 +

c−1∑

h=1

(
ξ(N)

)h
]
, (4.41)

and the total request arrival rate of the chosen disk due to all types of movies is given

by (4.35). The mean connection time 1/µ̄ of all types of movies is again obtained

by (4.36). Thus, (4.35), (4.36), (4.37) and (4.41) constitute a fixed-point equation

of the form

ξ(N) = e(ξ(N)). (4.42)

Solving (4.42) for ξ(N), and using the fact that for a request of the Type c movie

to be blocked, it would need to be denied at all c disks in the associated combination

group, we therefore deduce that the blocking probability of user requests for Type

c movies is given by

B̂c =
(
ξ(N)

)c
. (4.43)

The mean RBP of CLB-RRT due to all movies is then given by

RBP =
∑

c

p̂cB̂c. (4.44)

4.4.3 Fixed-Point Approximation of CLB-GRT

In the CLB-GRT system, for each of the
(

J−1
c−1

)
combination groups of c disks of

which our chosen disk is a member, the probability that, provided that the chosen

disk has one or more free channels available upon the arrival of a request for a Type
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c movie, among the other c−1 disks in the combination group, h−1 disks also have

one or more free channels available, and the remaining c− h disks are all fully busy

is given by

P (h) =

(
c− 1

h− 1

)(
1− ξ(N)

)h−1(
ξ(N)

)c−h
. (4.45)

The request arrival rate of the chosen disk due to Type c movie traffic associated

with any of the
(

J−1
c−1

)
combination groups is given by

λp̂c(
J
c

)
c∑

h=1

1

h

(
c− 1

h− 1

)(
1− ξ(N)

)h−1(
ξ(N)

)c−h
. (4.46)

Therefore, the request arrival rate of the chosen disk due to all Type c movies is

obtained as

yc =

(
J − 1

c− 1

)
λp̂c(

J
c

)
c∑

h=1

1

h

(
c− 1

h− 1

)(
1− ξ(N)

)h−1(
ξ(N)

)c−h

=
cλp̂c

J

c∑

h=1

1

h

(
c− 1

h− 1

)(
1− ξ(N)

)h−1(
ξ(N)

)c−h

=
λp̂c

J

c∑

h=1

(
c

h

)(
1− ξ(N)

)h−1(
ξ(N)

)c−h
. (4.47)

The total request arrival rate of the chosen disk due to all types of movies is given by

(4.35). The mean connection time 1/µ̄ of all types of movies is obtained by (4.36).

The system of equations (4.35), (4.36), (4.37) and (4.47) constitute a fixed-point

equation, again of the form (4.42).

Once ξ(N) is obtained by solving (4.42), by the disk independence assumption

and using the fact that for a request of the Type c movie to be blocked, all channels

on the c disks in the associated combination group must be currently occupied, B̂c

is given by (4.43) and the mean RBP of CLB-GRT is computed by (4.44).

The equivalence between the fixed-point approximation of GRT (4.47) and that

of RRT (4.41) is obvious in the case of the CLB system. By the binomial theorem,



4.4. ANALYSIS OF THE CLB SYSTEM 119

we specifically have that

c∑

h=1

(
c

h

)(
1− ξ(N)

)h(
ξ(N)

)c−h
=

(
1− ξ(N)

)c
. (4.48)

By (4.48), we rewrite (4.47) as

yc =
λp̂c

J
· 1− (

ξ(N)
)c

1− ξ(N)
(4.49)

and the final equivalence between (4.49) and (4.41) follows from the well-known

elementary algebraic equation

1− nc = (1− n)(1 + n + n2 + · · ·+ nc−1). (4.50)

As both RRT and GRT will eventually find a free disk if one is available, and

since we have shown that their fixed-point approximate solutions are equivalent in

both the general system and the CLB system, we can use either of the two analytical

solutions in practice. In the remainder of this thesis, we shall treat RRT and GRT

as the same and henceforth consider only GRT in our analysis.

4.4.4 Fixed-Point Approximation of CLB-LBF

Let ~ξ′′ =
(
ξ(0), ξ(1), . . . , ξ(i), . . . , ξ(N)

)
denote the vector of stationary probabilities

that our chosen disk is in state i, or in other words, it has i channels occupied, for

i = 0, 1, 2, . . . , N .

For each of the
(

J−1
c−1

)
combination groups of c disks of which the chosen disk is

a member, the probability that, provided that the chosen disk is in state i upon

the arrival of a request for a Type c movie, among the other c − 1 disks in the

combination group, h − 1 disks also have i channels occupied, and the remaining

c− h disks have more than i channels occupied is

P (h, i) =

(
c− 1

h− 1

)(
ξ(i)

)h−1( N∑

k=i+1

ξ(k)
)c−h

, (4.51)
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for i = 0, 1, . . . , N − 1 and h = 1, 2, . . . , c. Note that if c = 1, we simply set

P (h, i) = 1.

Hence, when the chosen disk is in state i, its Type c movie request arrival rate is

y(i)(c) =

(
J − 1

c− 1

)
λp̂c(

J
c

)
c∑

h=1

P (h, i)

h
=

cλp̂c

J

c∑

h=1

P (h, i)

h
, (4.52)

and its total request arrival rate due to all types of movies is

y(i) =
∑

c

y(i)(c). (4.53)

Let ~y′′ =
(
y(0), y(1), . . . , y(N−1)

)
. Thus, (4.51), (4.52) and (4.53) define a func-

tion f(·) that can be used to obtain ~y′′ from ~ξ′′:

~y′′ = f(~ξ′′). (4.54)

On the other hand, let us model the state transition process of the chosen disk

as a birth-death process with the birth rate y(i), i = 0, 1, . . . , N − 1 and the death

rate iµ̄(i), i = 1, 2, . . . , N , where

1

µ̄(i)
=

1

y(i−1)

∑
c

y(i−1)(c)

µ̂c

, (4.55)

and 1/µ̂c is given by formula (3.1).

From the steady-state equations of a birth-death process ([3], page 31), we have

ξ(i) =
N !

i!
∏N−1

k=i
y(k)

µ̄(k+1)

ξ(N). (4.56)

By normalization, we obtain

N−1∑
i=0

N !

i!
∏N−1

k=i
y(k)

µ̄(k+1)

ξ(N) + ξ(N) = 1. (4.57)

Therefore, for the chosen disk, (4.55) to (4.57) define a function g(·) that can be
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used to obtain ~ξ′′ from ~y′′:

~ξ′′ = g( ~y′′). (4.58)

The system of equations (4.54) and (4.58) composes the following fixed-point

equations:

~ξ′′ = g(f(~ξ′′)). (4.59)

By the disk independence assumption and having obtained ~ξ′′ by solving (4.59), B̂c

is given by (4.43) and the mean RBP of CLB-LBF is computed by (4.44).

4.5 Comments on Computational Effort

The fixed-point equations (4.10), (4.33), (4.42) and (4.59) can often be solved effi-

ciently by the following successive relaxation method. Let T (z) denote the trans-

formation given by the right hand side of (4.10), (4.33), (4.42), or (4.59), where z

substitutes the vector ~ξ′ in (4.10), the vector ~ξ in (4.33), the single element ξ(N) in

(4.42), or the vector ~ξ′′ in (4.59). We start the successive relaxation procedure with a

certain initial vector z0, and then iteratively compute zk+1 = T (zk), for k = 0, 1, . . .,

until zk+1 is sufficiently close to zk.

Since the transformation T (z) is a continuous mapping from the compact set

[0, 1]J in (4.10), [0, 1]J(N+1) in (4.33), [0, 1]1 in (4.42), or [0, 1]N+1 in (4.59) to itself,

by Brouwer’s fixed-point theorem [114], a fixed point exists such that z = T (z),

ensuring that the fixed-point solutions for (4.10), (4.33), (4.42) and (4.59) exist.

Although we can not establish the uniqueness of the solutions, for various numerical

experiments we have conducted, the iterations have always stabilized at the same

fixed point regardless of z0.

It may appear that the task of enumerating the combination set Υ(·) involved

in the computation of (4.13) and (4.26) is cumbersome. Notice, however, that the

size of Υ(·) merely depends on the number of file-copies a movie has in the system.

It is important to observe in (4.11) the dramatic performance gain obtainable by a

movie m if its number of replicas increases from nm to nm + 1. Since the GoS is

normally set at the order of 0.01, and since the set Ωm is of the size of nm, then
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by (4.11), we see that, increasing nm by one will reduce the blocking probability of

user requests for movie m by two orders of magnitude. This means that it is not

necessary, in practice, to store a large number of file-copies for any movie in the

system to achieve significant reduction in its blocking probability of user requests.

Not only does this fact dramatically save storage space, but it guarantees that the

size of the combination set is small, as we can set the maximal number of replicas

of any movie to be not too large. This important point will be illustrated by an

explicit numerical example later presented in Section 5.5.7 of the next chapter.

4.6 Numerical Examples

To investigate if the analytical models we have developed in this chapter are suffi-

ciently accurate and computationally efficient to support the task of file assignment

optimization, we again consider a large system example where the system manages

20 disks and provides users with on-demand access to a library of 200 distinct movies.

Each disk has a storage space of 11 units, and supports up to 30 concurrent video

streams. To mimic a realistic situation where movie file-sizes are heterogeneous, the

movie file-size in this example is randomly generated, ranging from as small as 0.76

units to as large as 1.29 units. It requires an overall storage space of 201.32 units to

allocate a file-copy for each movie. Consequently, the system has an extra storage

space of 18.68 units to accommodate multiple file-copies for certain movies.

The popularity profiles of the 200 movies are distributed in accordance with (3.2)

with ζ = 0.271. The connection time of movie m follows a lognormal distribution

with the value of the mean equal to the value of its file-size. For the purpose of

the simulation, we set the standard deviation of connection time of movie m to be

equivalent to its mean.

4.6.1 Approximation Validation

In the first example, we investigate the accuracy of our analysis for GRT and LBF

against the RBP results obtained from the discrete event simulation study that

we have presented before in Chapter 3. For this purpose, we use one feasible file
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replication instance where there are 14 two-copy movies and the remainders are

all single-copy movies. The heuristic file allocation instance of this file replication

instance is generated using the method described in Section 3.7.5 of Chapter 3 and

displayed in Table 4.1. Clearly, for this particular solution, we are not able to place

more file-copies of any movie in the system, since the remaining space on each disk

is less than the file size of the smallest movie (i.e. 0.76 units). Its utilization of the

disk storage space is therefore 97.5%.

Table 4.1: Heuristic placement of movie files in the 20-disk example

Disk File Placement Size (unit)

1 10, 11, 18, 33, 49, 81, 142, 151, 159, 166, 184 10.73

2 7, 11, 32, 52, 64, 79, 91, 148, 171, 176, 183 10.90

3 9, 10, 44, 50, 58, 65, 98, 126, 132, 181, 188 10.80

4 7, 9, 42, 51, 54, 80, 143, 150, 165, 180, 189 10.98

5 12, 14, 61, 69, 104, 114, 122, 154, 179, 187 10.60

6 12, 13, 37, 38, 66, 85, 89, 119, 127, 156, 168 10.85

7 5, 25, 53, 72, 73, 82, 102, 106, 128, 149, 164 10.97

8 5, 13, 36, 39, 62, 83, 109, 116, 155, 167, 182 10.71

9 6, 16, 40, 48, 70, 72, 134, 135, 137, 178, 194 10.99

10 6, 19, 23, 46, 59, 86, 92, 111, 174, 190, 200 10.70

11 8, 22, 28, 43, 90, 93, 140, 152, 186, 192 10.29

12 8, 29, 34, 57, 96, 117, 123, 147, 161, 173 10.47

13 4, 31, 68, 75, 87, 100, 115, 131, 146, 175 10.50

14 4, 15, 41, 78, 84, 94, 97, 113, 162, 177, 196 10.95

15 3, 20, 45, 71, 103, 110, 118, 120, 121, 124, 172 10.96

16 3, 26, 60, 76, 95, 105, 125, 158, 163, 197 10.49

17 2, 24, 47, 63, 88, 108, 139, 160, 170, 198 10.27

18 2, 17, 27, 55, 112, 130, 133, 138, 153, 157, 193 10.79

19 1, 21, 35, 67, 74, 107, 136, 144, 145, 195, 199 10.63

20 1, 30, 56, 77, 99, 101, 129, 141, 169, 185, 191 10.91

The simulation estimates for both the heuristic file allocation instance and the

ideal file allocation instance that attains CLB are presented in Figure 4.1 for GRT

and in Figure 4.2 for LBF, with traffic loads ranging from 420 requests per time
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Figure 4.1: Validation of the analysis for GRT.

unit to 520 requests per time unit at subsequent increments of 10. To guarantee the

confidence in the simulation estimates, we repeated the simulation test with multiple

independent runs, and we have kept the 95% confidence intervals to be less than 1%

of the observed mean at each data point. The corresponding analytical results of

GRT and LBF were obtained from the fixed-point approximation models that allow

comparisons with the simulation estimates. Specifically, we use (4.10) and (4.33) to

evaluate the RBP results of the heuristic file allocation instance, (4.42) and (4.59)

for the ideal file allocation instance.

We see that the approximate results match the simulation estimates very well

for GRT, CLB-GRT and CLB-LBF. To the extent that the analytical results are

less accurate for LBF, it is less of a practical problem. This is because that in our

context, the approximation models are used to support file assignment optimization

in the VOD system. More explicitly, our main focus here is to apply these ana-
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Figure 4.2: Validation of the analysis for LBF.

lytical formulas to differentiate correctly the quality of file assignment in terms of

the resulting RBP among the various candidate solutions. The applicability of the

approximation models to accomplish that important task will be illustrated in the

next example.

4.6.2 Applications of the Models

In the second example, we investigate if the proposed analytical models are applica-

ble to support the task of file assignment optimization in the VOD system. For

this particular example, we fix the traffic load at 430 request per time unit. From

the large space of feasible file assignments for the considered 20-disk system, we

further present the RBP results of six different file assignments for comparison with

the one studied in the previous example. We consider these different cases because

their blocking probabilities are close to each other. In this way, we can verify if the



126 Chapter 4. PERFORMANCE ANALYSIS OF VOD SYSTEMS

Table 4.2: CPU time comparison

Simulation Computation Simulation Computation

GRT 2713 sec 0.00253 sec LBF 2572 sec 0.02244 sec

CLB-GRT 9128 sec 0.00169 sec CLB-LBF 9572 sec 0.00269 sec

Table 4.3: RBP comparisons for GRT

Case GRT CLB-GRT

Simulation Analysis Order Simulation Analysis Order

1 0.01652 ± 0.00002 0.01650 2 0.01569 ± 0.00003 0.01570 1

2 0.01636 ± 0.00003 0.01632 1 0.01576 ± 0.00003 0.01577 2

3 0.01678 ± 0.00003 0.01674 3 0.01603 ± 0.00003 0.01602 3

4 0.01713 ± 0.00003 0.01707 6 0.01610 ± 0.00002 0.01611 4

5 0.01699 ± 0.00001 0.01695 4 0.01626 ± 0.00003 0.01627 5

6 0.01707 ± 0.00003 0.01703 5 0.01636 ± 0.00002 0.01635 7

7 0.01763 ± 0.00003 0.01761 7 0.01631 ± 0.00003 0.01633 6

analytical models are sufficiently accurate to establish the quality in terms of RBP

for a file assignment.

Table 4.2 gives the average CPU time on a 2.4 GHz Pentium 4 machine required

to obtain the corresponding simulation and analytical results for GRT in Table 4.3

and for LBF in Table 4.4. Additionally, we also report the simulation estimates for

SRP in Table 4.5 for performance comparison. The simulation estimates for SRP

are again obtained from the discrete event simulation study described in Chapter 3,

but we limit the search for a feasible migration path within a length of up to one

hop, two hops and three hops, respectively. The 95% confidence intervals are again

kept within the range of ±0.00003 around the observed mean. Note that in both

Case 5 and Case 6, there is no further performance improvement beyond one hop.

This is merely because that the maximum length of the migration path in both file

assignments is one.

We make the following observations from these results:

1. For both GRT and LBF, the quality of each file assignment established by

the analysis is consistent with that confirmed by the simulation, but the CPU

time required by the analysis is drastically reduced.
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Table 4.4: RBP comparisons for LBF

Case LBF CLB-LBF

Simulation Analysis Order Simulation Analysis Order

1 0.01040 ± 0.00002 0.00979 1 0.00888 ± 0.00003 0.00908 1

2 0.01062 ± 0.00003 0.00990 2 0.00908 ± 0.00003 0.00939 2

3 0.01151 ± 0.00000 0.01091 3 0.00998 ± 0.00003 0.01024 3

4 0.01193 ± 0.00003 0.01122 4 0.01028 ± 0.00003 0.01025 4

5 0.01230 ± 0.00003 0.01187 5 0.01088 ± 0.00003 0.01116 6

6 0.01244 ± 0.00003 0.01207 6 0.01106 ± 0.00000 0.01131 7

7 0.01267 ± 0.00002 0.01230 7 0.01084 ± 0.00003 0.01110 5

Table 4.5: RBP results for SRP
Case 1-hop 2-hop 3-hop

Simulation Order Simulation Order Simulation Order

1 0.00564 ± 0.00003 1 0.00562 ± 0.00003 1 0.00560 ± 0.00003 1

2 0.00577 ± 0.00003 2 0.00573 ± 0.00003 2 0.00571 ± 0.00003 2

3 0.00691 ± 0.00002 3 0.00690 ± 0.00003 3 0.00690 ± 0.00003 3

4 0.00718 ± 0.00003 4 0.00717 ± 0.00003 4 0.00716 ± 0.00003 4

5 0.00822 ± 0.00003 5 0.00822 ± 0.00003 5 0.00822 ± 0.00003 5

6 0.00843 ± 0.00002 6 0.00843 ± 0.00002 6 0.00843 ± 0.00002 6

7 0.00869 ± 0.00002 7 0.00866 ± 0.00002 7 0.00866 ± 0.00002 7

2. A computation of the GRT model is nearly ten times faster than that of the

LBF model. Nevertheless, a good file assignment established in the case of

GRT may not be otherwise good when LBF is used. A slight discrepancy also

exists between the order established by CLB-GRT and the order confirmed

by CLB-LBF. This indicates that in practice, the distance in terms of RBP

between the heuristic file allocation instance and the associated ideal file al-

location instance attaining CLB may not be comparable among the different

file replication instances. Nevertheless, in all the considered cases, the results

consistently justify the role of CLB in establishing the effective lower bound

on the RBP of the system for any specified file replication instance. In Section

5.5.8 of the next chapter, we will see how the analytical models of the CLB

system can be utilized to improve the runtime efficiency of the file assignment
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optimization process.

3. Although SRP can further improve the blocking performance of the system

over LBF, a greedy search for a feasible migration path beyond a length of one

hop can achieve only marginal performance gain.

4. The quality of a file assignment solution is comparable between LBF and SRP

in all the three scenarios, i.e. 1-hop, 2-hop and 3-hop. This implies that

even if such an elaborate resource selection scheme is used in practice, the

analysis of this complicated scheme may not be necessary since we can rely

on the model of LBF to support the task of file assignment optimization.

Nevertheless, it is still mathematically challenging and also would satisfy the

need for optimality verification to see if the methodologies presented in this

chapter can be extended to provide a scalable and accurate analytical solution

for the complicated SRP scheme.

4.7 Summary

The task of file assignment optimization for the VOD system necessitates the pos-

sibility of evaluating the blocking performance of the system analytically. However,

in cases where efficient but complicated exhaustive resource selection schemes are

used, the VOD system is typically modelled as a multidimensional Markov process

with the dimension of the process equal to the number of disks in the system. Al-

though such a multidimensional Markov process can be solved theoretically, brute

force solutions to the state equations are computationally infeasible for a large scale

system due to the “curse of dimensionality”.

In this chapter, we have developed an analytical framework for analysis of the

VOD system using RRT, GRT and LBF schemes. The proposed analytical frame-

work relies on the well-known fixed-point approximation method, so that approx-

imate solutions can be derived computationally efficiently. Numerical results have

demonstrated the sufficient accuracy of the analytical solutions in the general system

as well as in the CLB system.
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We have rigorously proved the equivalence between the fixed-point approximation

solutions for RRT and GRT. This allows us to use either of the two analytical

solutions in practice, as none of them is more accurate in approximating the exact

performance result.
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Chapter 5

File Assignment Optimization for VOD Systems

5.1 Introduction

The importance of file assignment optimization on the performance of traditional

computer systems has been widely established (see [52, 164] and references therein).

Studies on various file assignment problems have unanimously shown that significant

performance gain can be achieved by obtaining optimal or near-optimal solutions.

Not surprisingly, file assignment problems tailored to VOD systems have been exten-

sively studied during the past decade [15, 38, 96, 103, 113, 143, 155, 157, 160, 165,

168, 176, 177]. We recall that the more realistic and challenging version of the VOD

file assignment problem we are concerned with in this thesis is described as follows.

Given a large number of disks with limited capacity in both storage space and I/O

bandwidth, and a large library of movie titles with significant asymmetry in access

demand and file-size, the problem is concerned with how to replicate and allocate

movie files to disks, so that the blocking probability of user requests is minimized

subject to capacity constraints.

With the enabling techniques that have been developed in Chapter 3 and Chap-

ter 4, we are now at the stage of presenting the optimization algorithm to complete

our solution for the VOD file assignment problem. We begin in Section 5.2 with a re-

view of earlier proposals for this file assignment problem. We discuss the limitations

of these proposals that undermine their practicability in real systems. An outline of

our proposal is provided in Section 5.3. In Section 5.4, the file assignment problem

is mathematically formulated. We then elucidate how we transform the original

problem to ease the stochastic search using evolutionary algorithms. Section 5.5

deals with the evolutionary optimization using a straightforward single-objective

131
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approach. To circumvent the cumbersome blocking performance evaluation of the

general system in each cycle of the evolution process, we propose two more compu-

tationally efficient approaches. Firstly, we show in Section 5.5.8 how the analytical

models of the CLB system can be utilized to improve the runtime efficiency of the

single-objective approach. Secondly, we design two performance indices in Section

5.6 to measure the quality of a file assignment on: 1) its assignment of multi-copy

movie files, and 2) its assignment of single-copy movie files. By means of these

two easy-to-compute lower level attributes that jointly measure the quality of a file

assignment, we show in Section 5.7 how we convert the original single-objective op-

timization problem into a multi-objective optimization problem. We demonstrate

the algorithm feasibility and runtime efficiency of the multi-objective evolutionary

approach through concrete numerical results.

5.2 Earlier Proposals

This file assignment problem has received much attention in the literature [96, 103,

113, 143, 157, 160, 168, 176]. As we have demonstrated before, it becomes compli-

cated to the point that the blocking probability of user requests in such a partial

replication system is not only susceptible to how movies are assigned to disks, but

also sensitive to how disks are selected to serve user requests for multi-copy movies.

Little and Venkatesh [103] have studied a simplified version of the problem as-

suming that user requests for multi-copy movies are handled in accordance with

the SRT resource selection scheme. As we have discussed, the blocking probabil-

ity of user requests in the SRT system is minimized if each homogeneous disk has

an equal probability of being accessed. Therefore, the problem in the case of SRT

is simply reduced to finding an assignment of movie files that achieves disk load

balancing. Taking advantage of this property, various algorithms were proposed in

[96, 113, 143, 157] to achieve optimal or near-optimal solutions for the simplified file

assignment problem.

Serpanos, Georgiadis, and Bouloutas [143] designed a polynomial time greedy

algorithm that guarantees the file assignment to attain disk load balancing. How-
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ever, their algorithm relies heavily on a weighted scheduler and the assumption of

unlimited disk storage space.

For a practical system with disks of limited storage space, Mourad [113] proved

that, even if all movie titles are restricted to have only one single file-copy stored

in the system, the file assignment problem is still NP-hard [60]. He proposed an

interesting method to decide the number of file-copies for each movie title that fully

utilizes the disk storage space. This is essentially similar to the well-known appor-

tionment method used to achieve fairness of state representation in a government

congress [79]. Nevertheless, such an approximation method works only for a VOD

system if all movie titles are of identical file-size. However, this is not a realistic

assumption in practice.

Considering again in the case of SRT, but for movies of heterogeneous file-sizes

and a system of heterogeneous disks, Tang, Ko, Chan, and Wong [157] presented a

hybrid evolutionary algorithm for this file assignment problem. Their methodology

relies on a gradient search approach to find the ideal access probability of each het-

erogeneous disk, and a modified bin packing approach that obtains a heuristic file

allocation instance for a given file replication instance to achieve near-optimal disk

load balancing. By encoding each feasible file replication instance into a chromo-

some, evolutionary algorithms are further implemented to obtain closer-to-optimal

file assignment solutions.

Leung and Hou [96] studied a similar version of the problem of [157] but allowed

for the same weighted scheduler as in [143]. Their methodology relies on solving a

relaxed problem to find the ideal access probability of each heterogeneous disk, and

a goal programming approach to perform the assignment and reassignment of movie

files iteratively until a sufficiently close-to-optimal file assignment solution is found.

As we have discussed before, the SRT scheme is inherently inefficient in utilizing

system resources given the existence of multi-copy movies. Moreover, the goodness

of a file assignment established in the SRT system does not hold true in situations

where more efficient exhaustive resource selection schemes are used.

Wolf, Yu, and Shachnai [168] have studied the file assignment problem in the

context of the elaborate SRP scheme. The heuristic algorithm they designed for
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the file assignment problem contains two parts. Firstly, they again relied on the

unrealistic assumption of homogeneous movie file-size, so that the number of file-

copies replicated for each movie can be decided approximately by the apportionment

method [79]. Secondly, taking advantage of multi-copy movies, they designed a

greedy file allocation method which seeks to connect more pairs of disks by allocating

some common movie files on both disks in each pair. They observed that the higher

connectivity produced in this manner increases the potential of finding a feasible

schedule to facilitate stream repacking. Two other groups of researchers [160, 176]

followed the strategy of [168], but offered variations of the stream repacking scheme

and of the heuristic algorithm to achieve high disk connectivity.

Clearly, the above earlier proposals for this file assignment problem all rely on

somewhat oversimplified and thus unrealistic assumptions. On the contrary, we

consider in this thesis a more realistic version of the file assignment problem. We

assume disks of limited storage space and movies of heterogeneous file-sizes. We also

assume the use of exhaustive resource selection schemes in handling user requests

for multi-copy movies. It would be desirable if we may use the most efficient SRP

scheme for this purpose. However, fast and accurate analytical modelling of the

SRP system is not amenable. Moreover, our preliminary results drawn in Chapter

4 have shown that the quality of a file assignment is comparable between SRP and

LBF. We therefore resort to GRT and LBF in this context.

5.3 Outline of Our Proposal

For the purpose of file assignment optimization, it is essential to evaluate the ob-

jective function, namely, the blocking probability of user requests for a given file

assignment. However, as we have discussed before, exact analysis of RBP is compu-

tationally infeasible for a large scale VOD system due to the “curse of dimension-

ality”. Fortunately, it was shown in Chapter 4 that the fixed-point approximation

method can be applied to obtain approximate results for the VOD system with suf-

ficient accuracy. However, an important point to realize is that such a fixed-point

approximation model is complex in nature. Among other things, evaluation of the
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fixed-point approximation model is by itself an iterative process. Thus, the objective

function RBP has to be treated like a black box. Moreover, this black box must

take in the complete binary representation of a feasible file assignment as the input,

so that it can return a valid RBP result. This makes it difficult to use existing

mathematical approaches to solve such a constrained nonlinear integer optimization

problem.

Our goal in this chapter is to develop an evolutionary approach to find computa-

tionally efficient near-optimal solutions for this challenging file assignment problem.

We will see that our modified evolutionary algorithm exploits an elaborate transfor-

mation of the problem so that ad hoc techniques can be designed to manipulate the

stochastic search within a drastically reduced yet effective solution space.

We remember that a file replication instance in our context is defined as a string

of positive integers, each of which represents the number of file-copies specified for a

corresponding movie title in a given file assignment. We specifically divide an entire

solution space of file assignments into subspaces, such that all file assignments within

a subspace are mapped to a common file replication instance in the solution space of

the transformed problem. The greedy file allocation method developed in Chapter

3 is then utilized to find a sufficiently good heuristic solution within each subspace.

We have seen in Chapter 3 that, such a heuristic solution, if it exists, aims for

uniform disk resource sharing of multi-copy movie traffic, and disk load balancing

on single-copy movie traffic. It yields closer-to-optimal blocking performance in the

VOD system than those methods proposed in [160, 168, 176] that typically aim for

high disk connectivity.

This type of “divide-and-conquer” strategy, initially seen in [157], gives rise to an

elegant hybrid approach that drastically reduces the search space and improves the

stochastic search efficiency. Taking advantage of the problem specific knowledge,

we are able to further confine the solution space of the transformed problem to

a much narrower region. We design ad hoc methods for population initialization

and constraint handling, which enable the evolutionary algorithm to operate in a

search space of likely allocatable file replication instances only within each evolved

generation.
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Our method for converting a single-objective optimization problem into a multi-

objective optimization problem is of algorithmic interest in its own right. We will

see that if the fitness of a given file assignment is directly measured by its RBP,

single-objective evolutionary algorithms [108] can be readily carried out to tackle

the file assignment problem. However, a computation of the RBP using the LBF

analytical model, for each potential solution engendered in the evolution process,

requires considerable CPU time. In our approach, the RBP estimator is promoted

to a higher level decision maker, while at the same time, we design two performance

indices to measure the quality of a file assignment on 1) its assignment of multi-

copy movie files, and 2) its assignment of single-copy movie files. These two easy-

to-compute lower level attributes allow us to utilize multi-objective optimization

techniques [44], so that we will further expedite the stochastic search process, yet

obtain comparably good quality file assignment solutions.

5.4 Problem Formulation and Transformation

Given the parameters and notations previously defined in Section 3.3, the file assign-

ment problem aiming to find a feasible solution that minimizes the request blocking

probability of a VOD system can be formulated as follows:

Minimize RBPX

subject to
∑
j∈D

xmj ≥ 1, ∀m ∈ F (5.1)

∑
m∈F

xmjLm ≤ C, ∀j ∈ D (5.2)

xmj = 0 or 1, ∀m ∈ F , ∀j ∈ D (5.3)

For each X, we derive its corresponding n, Ω and Φ. Depending on the un-

derlying resource selection scheme, i.e. GRT or LBF, RBP is evaluated by the

corresponding approximate analytical models that have been presented in Chapter

4. Specifically, we use (4.10) for GRT and (4.33) for LBF. The inequality (5.1)

requires that each movie title in F must have at least one file-copy stored in the sys-
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tem, which we call the movie availability constraint. The inequality (5.2) describes

the storage space constraint for each disk in D.

As we have discussed, this is a rather challenging constrained optimization prob-

lem. No efficient algorithms were found to solve this problem within the domain of

existing mathematical approaches. We therefore resort to evolutionary algorithms.

For the sake of a more efficient stochastic search using evolutionary algorithms, we

transform the problem as follows.

We divide the entire solution space of the problem into subspaces. Each subspace

is a set of solutions that share a common file replication instance, and is conquered

by finding a sufficiently good heuristic solution through the greedy file allocation

method that has been presented before in Chapter 3. In this way, the original

problem is reduced to finding an optimal file replication instance, of which the

heuristic solution achieves globally minimal RBP. Let Ω∗ = (Ω∗
1, Ω

∗
2, . . . , Ω

∗
M) or

Φ∗ = (Φ∗
1, Φ

∗
2, . . . , Φ

∗
J) denote the heuristic file allocation instance of a file replication

instance n. The transformed problem can now be formulated as:

Minimize RBP〈n,Ω∗,Φ∗〉

subject to nm ∈ {1, 2, . . . , J}, ∀m ∈ F (5.4)
∑

m∈Φ∗j

Lm ≤ C, ∀j ∈ D (5.5)

We see that, since the value of each element nm in a file replication instance n

can be easily controlled within a positive integer range [1, J ], the movie availability

constraint (5.1) in the original problem is readily relaxed in the transformed problem.

For a system of J disks and M movies, the search space of the problem is significantly

reduced from 2JM file assignment candidates to merely JM file replication instances.

Recall that the overall disk storage space required by a file replication instance n

is given by
∑

m∈F nmLm. Clearly, if
∑

m∈F nmLm > JC, no feasible file assignment

solutions can be found for n. Such a file replication instance is therefore strictly

non-allocatable. On the other hand, we shall later confirm by a numerical example
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that, even if
∑
m∈F

nmLm ≤ JC, (5.6)

there is no certainty that any feasible file assignment solution can be found for n. In

other words, the file replication instance is not strictly allocatable. This is due to het-

erogeneous movie file-sizes, but is also attributed to the stringent requirement that

multiple file-copies of any movie title in F must be placed on different disks. A file

replication instance that satisfies (5.6) is hence considered as likely allocatable. For

the transformed problem, a likely allocatable file replication instance is allocatable

only if a heuristic solution can be found by the greedy file allocation method.

Based on this reasoning, we are able to further partition the solution space of the

transformed problem into two separate regions: 1) strictly non-allocatable file repli-

cation instances and 2) likely allocatable file replication instances. An important

point to realize in a practical system is that the spare disk storage space available

for accommodating multi-copy movies, JC − L, is usually not very large. Conse-

quently, the proportion of strictly non-allocatable file replication instances in the

solution space of the transformed problem could be large. Now the transformed

problem boils down to the design of appropriate techniques, so that we can operate

the evolutionary algorithm solely in the space of likely allocatable file replication

instances, and further improve the stochastic search efficiency.

Figure 5.1 illustrates an example of how the proposed transformation method

drastically reduces the search space of the file assignment problem. Here we consider

a system of three disks and eight distinct movie titles. Each disk has a storage space

of four units, so that JC = 12 units. Table 5.1 provides the file-sizes of these eight

movie titles. The overall disk storage space L required for a file-copy of each movie

title counts 7.62 units. Therefore, 4.38 units (36.5%) of the disk storage space can be

utilized to accommodate multiple file-copies of certain movie titles. We see in Figure

5.1 that, even for such a small system, the solution space of the original problem

is as large as 224 = 16, 777, 216, where the entry (m, j) of each file assignment

matrix is 1 if a file-copy of movie m is placed on disk j or 0 otherwise. For the

transformed problem, the number of all possible file replication instances is merely
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38 = 6, 561, where the element nm of each file replication instance describes the

number of file-copies of movie m. Only 507 out of these file replication instances are

likely allocatable. Thus, the search space of the original problem is reduced by more

than four orders of magnitude. In fact, only 355 out of the 507 likely allocatable file

replication instances are strictly allocatable, but we are not able to further confine

the search space to this narrower region.

Table 5.1: Movie file-size distribution in the 3-disk example

Movie 1 2 3 4 5 6 7 8

File-size (unit) 1.17 0.67 1.08 1.07 1.25 0.61 0.77 1.00

5.5 Single-Objective Evolutionary Optimization

Evolutionary algorithms are a class of stochastic search and optimization approaches

inspired by the natural evolution process. In a typical application of evolutionary

algorithms, a population of individuals is processed. Each individual represents a

potential solution to the problem. During each generation of the evolution process, a

selection process is employed to introduce certain bias. As a result, better individuals

(i.e. with higher fitness values) have better chances to survive and reproduce. It is

hoped that after a certain number of generations, the best individual represents a

good quality solution that is reasonably close to the optimal solution.

Classical evolutionary algorithms include genetic algorithms (GAs) [63], evolu-

tionary programming [56], evolution strategies [8], genetic programming [88], and

scatter search [62]. It needs to be noted that the techniques we presented in this

thesis for the file assignment problem do not entail the use of a specific search

method for the purpose of file assignment optimization. However, considering that

GAs have been extensively and successfully used for solving various real-world com-

plex optimization problems due to their broad applicability, ease of use and global

perspective [63], we shall base our implementation of an evolutionary optimization

program using GAs.

GAs borrow ideas from the mechanism of natural selection which follows the
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Figure 5.1: Reduce the search space by problem transformation in a system of three
disks and eight distinct movie titles: (a) File assignment candidates of the original
problem; (b) File replication instances of the original problem; (c) File replication
instances of the transformed problem; (d) Strictly non-allocatable file replication
instances; (e) Likely allocatable file replication instances.
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rule of “survival of the fittest” [77]. Starting from an initial population of ran-

domly generated solutions (chromosomes in the terminology of GAs), GAs perform

multi-directional stochastic search through a genetic evolution process (typically by

means of selection, crossover, mutation, and replacement), without the need for

much problem information except the objective function values.

5.5.1 Chromosome Representation

As a result of the elaborate transformation of the original problem discussed in

Section 5.4, we express a likely allocatable file replication instance in the form of a

chromosome. Each gene in a chromosome controls a positive integer nm in the range

[1, J ], and indicates the number of file-copies replicated for movie m specified in the

file replication instance.

5.5.2 Initial Population

For the purpose of obtaining a desired initial population in much less CPU time,

more intelligently, and yet maintaining population diversity, we create chromosomes

for the initial population by replicating movies in a greedy, biased, and yet random

manner. This is due to the concern that each chromosome in the initial population

must find its heuristic solution through the greedy file allocation method. Thus, we

need to make sure that chromosomes are randomly generated within the domain of

likely allocatable file replication instances. Additionally, given the spare disk storage

space JC − L, it is preferable that multiple file-copies are allocated for movie titles

with high traffic load. But on the other hand, multiple file-copies may be allocated

for movie titles with small file-size (though less popular) to utilize the disk storage

space more efficiently.

Bearing these goals in mind, we specifically arrange all movie titles in the set F
in a non-increasing order according to Am. During the procedure of generating a

chromosome, for each movie m in that order, we mark its corresponding gene with

a positive integer nm randomly selected from the range [1, nub
m ]. Let O′ count the

required disk storage space for all marked genes. Let L′ count the overall file-size
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of all unmarked genes (one file-copy for each such movie title) except that of movie

m. The upper bound nub
m is set to J if JLm ≤ JC − O′ − L′. Otherwise, it is

given by the largest positive integer satisfying nub
mLm < JC −O′ − L′. A procedure

that implements this method is shown in Figure 5.2. We then apply the greedy

file allocation method to check whether such a chromosome is allocatable. If no

heuristic solution is found, the chromosome is discarded and re-created repeatedly

until it can be added to the initial population.

Procedure: Create Chromosome

Let O′ = 0;

Let L′ = L;

Do for each movie m in the non-increasing order according to Am

Decrease L′ by Lm;

nub
m = min(J, bJC−O′−L′

Lm
c);

Randomly select an integer from [1, nub
m ] for nm;

Mark the gene for movie m with nm;

Increase O′ by nmLm;

End

Figure 5.2: Method to create a chromosome for the initial population.

5.5.3 Genetic Operators

In each cycle of the evolution process, a group of chromosomes (mating pool) is se-

lected from the current population to enable reproduction for the subsequent genera-

tion. For each pair of coupled chromosomes in the mating pool, a uniform crossover

operator [156] is used to promote random information exchange between the two

chromosomes. As illustrated in Figure 5.3, one such operation at rate rc generates

a pair of new chromosomes, each of which inherits some parts of genetic materials

from both parents. To introduce greater variability into the offspring, for each gene

nm of an offspring (n1, n2, . . . , nM), we further apply a uniform mutation operator

with a small probability rm. If nm is chosen for mutation, it is altered with a positive

integer randomly selected from the range [1, nub
m ], where the upper bound nub

m is set

to J .
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Figure 5.3: Illustration of the uniform crossover operator.

5.5.4 Constraint Handling

Our design of the constraint handling technique for this file assignment problem

contains two parts. At the first stage, a repair algorithm is used to correct any

offspring that is strictly non-allocatable. An operation of this method for a chro-

mosome randomly selects a multi-copy movie m and decreases the value nm of its

corresponding gene by one. This operation is repeated until the overall disk storage

space required by the chromosome drops below JC. At the second stage, we look for

the heuristic solution for each offspring through the greedy file allocation method.

If no heuristic solution is found, a death penalty is imposed so as to eliminate the

chromosome from the population.

5.5.5 Implementation

With the above problem specific modifications, the single-objective GA can be read-

ily implemented to tackle the file assignment problem. As Figure 5.4 shows, we start

by creating an initial population of size K using the ad hoc method presented in

Figure 5.2. We make sure that each member in the initial population has a heuristic

solution and its request blocking probability is computed using either (4.10) for GRT

or (4.33) for LBF. The fitness value of each chromosome is obtained by 1 - RBP.

In a subsequent generation of the evolution process, we first use a selection

operator to select K good solutions, some of which may be duplicate, from the

current population. We specifically use the tournament selection method for this

purpose, since it was reported in [64] that the tournament selection method has bet-

ter or equivalent convergence and computational time complexity properties when
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Figure 5.4: Flowchart of the single-objective GA implementation.

compared to any other selection operator that exists in the literature. For two

chromosomes chosen for competition in a tournament, the winner goes to the one

with a lower RBP (hence higher fitness). Moreover, the rule is set such that any

chromosome is made to participate in exactly two tournaments. As a result, any

chromosome in the current population will have at most two copies as the parent so-

lutions in the new population. These parent solutions are genetically varied through

uniform crossover and uniform mutation operators, followed by constraint handling.

The parent solutions and the feasible offspring solutions are then combined into

one transitional population (of size ≥ K and ≤ 2K). In the same way as for the

initial population, we compute the request blocking probability of each offspring

chromosome and obtain their fitness values. The best K chromosomes are chosen
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and placed in the new population for the next generation.

The process is terminated after a predefined number of evolution cycles have

been completed. Alternatively, we presume convergence if the best non-dominated

solutions are not improved over a certain succession of generations. In either case, we

decide the best file assignment with the highest fitness value from the last population.

5.5.6 Choice of Control Parameters

The performance of the single-objective GA can be influenced by three important

control parameters: 1) population size, 2) crossover rate and 3) mutation prob-

ability. The optimal choice of these control parameters largely remains an open

issue in the GA community. It has been established in the literature that the op-

timal GA-parameters critically depend on the nature of the objective function of

the optimization problem [152]. A small population size increases the likelihood of

premature convergence, while a large population size certainly leads to high compu-

tation cost. Common settings on crossover rate and mutation probability proposed

in the literature are rc = 0.9/rm = 0.01 for a small population size K = 30 [65]

and rc = 0.6/rm = 0.001 for a large population size K = 100 [46]. However, these

settings are obtained from several carefully chosen test problems. For the complex

real-world problem we study in this thesis, we conduct a systematic study on the

impact of these control parameters by considering K = 30 and K = 100, varying rc

between 0.5 and 1.0 at the step size of 0.1, and incrementing rm from 0.002 to 0.03

at the step size of 0.004.

5.5.7 Numerical Results

We tested the proposed evolutionary approach for many different scales of a VOD

system. Here we report experimental results for one particular numerical example.

For that purpose, we reuse the large system example that was considered before in

Chapter 4.

Each disk in this case has a storage space of 14 units, and supports up to 30

concurrent video streams. The aggregate rate λ is 460 requests per time unit. We
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assume the popularity distribution of these 200 movies follows (3.2) with ζ = 0.271.

The movie file-size is randomly generated, ranging from as small as 0.76 units to as

large as 1.29 units. This makes minm∈F Am = 1.32 Erlangs and maxm∈F Am = 6.77

Erlangs. It requires an overall storage space of 201.32 units to allocate a file-copy for

each movie. Thus, the system has an extra storage space of 78.68 units (28.1%) to

place multiple file-copies for some selected movie titles. The aggregate traffic load

A of all movies in F is 462.90 Erlangs.

It needs to be noted that the single-objective optimization approach may require

considerable CPU time due to the computation of the RBP for each solution explored

in the evolution process. This is true because the RBP estimator using either (4.10)

for GRT or (4.33) for LBF relies on an iterative process to obtain a desired fixed-point

solution. It is also true due to the enumeration of the combination set Υ(·) involved

in (4.13) and (4.26) to estimate the reduced load request arrival rate for a multi-

copy movie m on a disk in the set Ωm. Such an enumeration would become quite

cumbersome if a movie has a large number of file-copies. This point is illustrated in

Figure 5.5, where we limit the maximum number of file-copies nub
m allowed for any

movie m in the set F , and estimate the average CPU time required for the RBP

evaluation (using LBF) of 100 solutions randomly generated using the method in

Figure 5.2. For the various cases tested on nub
m , the results indicate an exponential

growth of computation time as nub
m increases.

On the other hand, as we have discussed in Chapter 4, it is important to observe

in (4.11) the dramatic performance gain obtainable by a movie m if its number of

replicas increases from nm to nm + 1. Consequently, it is not necessary in practice

to place a large number of file-copies for any movie (even those popular ones) in a

system of limited disk storage space. Let the quantities Am, m ∈ F , be arranged in a

non-increasing order. Our empirical experience shows that the number of file-copies

nm for any movie m in F can be safely restricted within the range [1, dA1/AMe].
Such a restriction can significantly improve the search efficiency without skipping

over the most likely region where the optimal or near-optimal solutions reside. The

point is illustrated again in Figure 5.5, where we further estimate the average RBP

for each class of 100 solutions created before. With dA1/AMe = 6 in this example,
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Figure 5.5: Impact of nub
m on RBP evaluation. The top plot provides the average

CPU time required for the RBP evaluation of 100 random solutions with various
nub

m . The bottom plot gives the corresponding average RBP for each class of the 100
random solutions.

the results clearly support this rule of thumb.

We run the single-objective GA for 3,000 evolution cycles. We force the rule that

not more than six file-copies are allowed for any movie in F . We respectively use

the analytical models of GRT and LBF for the purpose of optimization. Under the

various settings for rc and rm, we found that the RBP results do not show significant

difference within the guideline given in [46, 65], especially when K is large. This

is demonstrated for example in Figure 5.6, Figure 5.7, Figure 5.8 and Figure 5.9

for the LBF system. We see that within up to 3,000 generations, in all cases the

RBP results drop below 0.4% for K = 30 and below 0.3% for K = 100, though with

different convergence rates. This is due to our elaborate problem transformation so

that the search space is significantly reduced, which results in a largely simplified

optimization problem. For all other numerical results reported in the remainder of

this chapter, we shall choose the setting K = 100, rc = 0.5 and rm = 0.01 for this
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20-disk example, since it gives the best RBP result in the balance of exploration and

exploitation.

In order to demonstrate the inefficiency of SRT, we also run the single-objective

GA specifically using the SRT analytical model. We further compare the perfor-

mance of our evolutionary approach with a random search. For that purpose, we

use the ad hoc method in Figure 5.2 to randomly generate the same number of

chromosomes explored by the evolutionary approach. For each corresponding file

assignment solution so obtained, we report its RBP result under the LBF scheme

as well as under the SRP scheme. These results are reported in Figure 5.10 for the

case where K = 100, rc = 0.5 and rm = 0.01.

We specifically see that the results verify the superior performance of the evolu-

tionary approach in dealing with the file assignment problem, as compared with the

random search approach. Moreover, we again see that the file assignment solutions

obtained using SRT can significantly under-utilize the system resources given the

existence of multi-copy movies. Although we do not show the results in the figure,

both solutions in fact attain DLB in the SRT system, but they exhibit very poor

performance in the LBF system as well as in the SRP system. The optimization

process using the LBF analytical model finds a better solution than the one ob-

tained from the GRT model. Nevertheless, we notice that it took an overall CPU

time of 204 minutes on a 2.4 GHz Pentium 4 machine using LBF for the case where

K = 100, rc = 0.5 and rm = 0.01, but merely 11.2 minutes when GRT is used. This

is true since we have seen in Chapter 4 that the size of the set of the fixed-point

equations for GRT is merely J , while the size of the set of the fixed-point equations

for LBF is as large as J(N + 1).

5.5.8 Faster Approach Using CLB

Given the fact that CLB provides an effective lower bound on the RBP of the system

for any given file replication instance, we can utilize the approximation model of

CLB-LBF to improve the runtime efficiency of the single-objective optimization

approach for the LBF system.

Recall that the single-objective GA starts by creating an initial population of
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Figure 5.6: Effect of control parameters on the single-objective GA performance:
rm ∈ {0.002, 0.006, 0.01, 0.014}, rc ∈ {0.5, 0.6, 0.7, 0.8, 0.9, 1.0}, K = 30.
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Figure 5.7: Effect of control parameters on the single-objective GA performance:
rm ∈ {0.018, 0.022, 0.026, 0.03}, rc ∈ {0.5, 0.6, 0.7, 0.8, 0.9, 1.0}, K = 30.



5.5. SINGLE-OBJECTIVE EVOLUTIONARY OPTIMIZATION 151

0 500 1000 1500 2000 2500 3000
0.2

0.3

0.4

0.5

0.6

0.7

0.8
r
m

 = 0.002

Generations

R
B

P
 (

%
)

0 500 1000 1500 2000 2500 3000
0.2

0.3

0.4

0.5

0.6

0.7

0.8
r
m

 = 0.006

Generations

R
B

P
 (

%
)

r
c
 = 0.5

r
c
 = 0.6

r
c
 = 0.7

r
c
 = 0.8

r
c
 = 0.9

r
c
 = 1.0

r
c
 = 0.5

r
c
 = 0.6

r
c
 = 0.7

r
c
 = 0.8

r
c
 = 0.9

r
c
 = 1.0

0 500 1000 1500 2000 2500 3000
0.2

0.3

0.4

0.5

0.6

0.7

0.8
r
m

 = 0.01

Generations

R
B

P
 (

%
)

0 500 1000 1500 2000 2500 3000
0.2

0.3

0.4

0.5

0.6

0.7

0.8
r
m

 = 0.014

Generations

R
B

P
 (

%
)

r
c
 = 0.5

r
c
 = 0.6

r
c
 = 0.7

r
c
 = 0.8

r
c
 = 0.9

r
c
 = 1.0

r
c
 = 0.5

r
c
 = 0.6

r
c
 = 0.7

r
c
 = 0.8

r
c
 = 0.9

r
c
 = 1.0

Figure 5.8: Effect of control parameters on the single-objective GA performance:
rm ∈ {0.002, 0.006, 0.01, 0.014}, rc ∈ {0.5, 0.6, 0.7, 0.8, 0.9, 1.0}, K = 100.
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Figure 5.9: Effect of control parameters on the single-objective GA performance:
rm ∈ {0.018, 0.022, 0.026, 0.03}, rc ∈ {0.5, 0.6, 0.7, 0.8, 0.9, 1.0}, K = 100.
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Figure 5.10: RBP comparisons of file assignment solutions in the 20-disk example:
(a) single-objective GA using LBF; (b) random search using LBF; (c) single-objective
GA using GRT; (d) random search using GRT; (e) single-objective GA using SRT;
(f) random search using SRT.

randomly generated file replication instances. We make sure that each member in

the initial population has a heuristic solution and the RBP result of each heuristic

solution is computed from the analytical model of LBF. During each subsequent gen-

eration of the evolution process, GA performs a multi-directional stochastic search

by means of selection, crossover, mutation and replacement, based on the parent

solutions established from the population of the previous generation. We need to

decide for each offspring solution so obtained if it can replace any of the parent

solutions due to its smaller RBP result.

To this end, the approach we have seen previously in Section 5.5.5 was to directly

compute the RBP result for each offspring solution using the analytical model of

LBF. An alternative approach we shall propose here is to compute the CLB bound

of the corresponding file replication instance for each offspring solution using the

analytical model of CLB-LBF. Given that the RBP result of each parent solution
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is known, if the CLB bound of a particular offspring solution is larger than the

RBP result of any parent solution, the actual RBP result of that offspring solution

must also be larger than that of any parent solution. As a result, such an offspring

solution can be safely discarded without the need of further computing its actual

RBP result. Only if the CLB bound of the offspring solution is smaller than the

RBP result of some parent solution, we then proceed with computing its actual RBP

result to confirm if it has indeed a smaller RBP result than that parent and thus

can replace that parent in the new population.

For the purpose of comparing the runtime efficiency between these two ap-

proaches, we run the evolutionary optimization program for 3,000 generations again

for the large system example considered in Section 5.5.7, but with the incorporation

of CLB-LBF. The experiment confirms that this approach obtains exactly the same

optimization results of LBF RBP, but takes only 179 minutes on the same 2.4 GHz

Pentium 4 machine, which improves the runtime efficiency for 12%. This is because

this approach requires much less computations of LBF though at the expense of an

additional computation of CLB-LBF for each offspring solution. This is true since

the size of the set of the fixed-point equations for CLB-LBF is merely N + 1, while

the size of the set of the fixed-point equations for LBF is as large as J(N + 1).

In the following sections, we shall design a multi-objective optimization approach

that can be used to further expedite the stochastic search for the LBF system.

5.6 Performance Indices

It was observed in Chapter 3 that the working principle of combination load bal-

ancing is intuitively due to the fact that it maximizes the disk resource sharing of

multi-copy movie traffic, in addition to a straightforward disk load balancing on

single-copy movie traffic. Based on the concept of disk resource sharing, we have

designed an efficient numerical index that measures quantitatively the quality of a

file allocation instance on distribution of multi-copy movie traffic, as compared with

the ideal file allocation instance that attains CLB. We are now at the stage to dis-

cuss how RSI motivates us to design an efficient performance index that can be used
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to measure the quality of a file assignment solution on its assignment of multi-copy

movie files.

As discussed before in Chapter 3, if each of the J disks in the VOD system

could be configured to accommodate at least one file-copy for each movie title,

a user request of any movie title is blocked only if the stream capacity of all J

disks is used up upon the arrival of the user request. Recall [103] that, no further

performance gain can be obtained even if multiple file-copies of the same movie title

are stored on a single disk. We would therefore be able to obtain the ideally minimal

blocking performance of the system adequately by placing exactly one file-copy for

each movie title on each of the J disks. Such a full replication file assignment

solution is extremely unlikely and actually unnecessary to be employed in reality.

Nevertheless, the concept of full replication allows us to follow a similar path to that

which we used with RSI, to design efficient performance indices that measure the

quality of a feasible file assignment solution.

5.6.1 Multi-Copy Traffic Index (MTI)

The full replication file assignment solution indicates an ideal file replication in-

stance, that is, nm = J for all m ∈ F . For this file replication instance there is

one unique file allocation instance. Using the concept of disk resource sharing, we

readily find that disk i receives a total of A/J movie traffic from all movies that are

also stored on disk j.

Accordingly, we define a multi-copy traffic index (MTI) given by

MTI〈n,Ω,Φ〉 =

√√√√ 2

J(J − 1)

∑
i,j∈D, i<j

( ∑
m∈Φi∩Φj

Am

nm

− A

J

)2

(5.7)

to measure the quality of a file assignment solution 〈n,Ω,Φ〉 on its assignment of

multi-copy movie files, as compared with the ideal full replication file assignment so-

lution. More specifically, we measure for its file replication instance what proportion

of the movie traffic is for multi-copy movie files, and for its file allocation instance

how evenly the multi-copy movie traffic load is shared within each pair of disks
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enumerated in D. Again, a smaller value of MTI indicates a better file assignment

solution regarding multi-copy movie files.

5.6.2 Single-Copy Traffic Index (STI)

The ideal file replication instance for the full replication file assignment solution also

indicates that there is no single-copy movie traffic in the system. Given the existence

of single-copy movie files in real systems, we further define a single-copy traffic index

(STI) given by

STI〈n,Ω,Φ〉 =

√√√√ 1

J

∑
j∈D

( ∑
m∈Φj , nm=1

Am

)2

(5.8)

to measure the quality of a file assignment solution 〈n,Ω,Φ〉 on its assignment of

single-copy movie files, as compared with the ideal full replication file assignment

solution that has zero single-copy movie traffic on each disk. More specifically, we

measure for its file replication instance what proportion of the movie traffic is for

single-copy movie files, and for its file allocation instance how evenly the single-copy

movie traffic load is distributed among the disks in D. As above, a smaller value

of STI indicates a better file assignment solution with respect to single-copy movie

files.

5.6.3 Conflicting Relationship between MTI and STI

At first glance, each of these two performance indices appears to indicate a lower

level attribute of a separate class of movie files for a given file assignment solution.

While MTI measures the quality of a file assignment solution on its assignment of

multi-copy movie files, STI determines the quality of the file assignment solution on

its assignment of single-copy movie files only. We therefore might hope that MTI

and STI are not conflicting to each other, so that an optimal file assignment solution

would always be associated with best values in both MTI and STI. If that is the case,

we would be able to form a composite index simply by adding MTI and STI. Such

an easy-to-compute composite index would promise a substantial speedup of the

single-objective optimization process by replacing the cumbersome RBP estimator.
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However, it needs to be noted that, the movie access demand in real VOD systems

is highly skewed. In addition, the movie file-size is also significantly asymmetric.

Consequently, to achieve a good allocation of multi-copy movie files, we may have

to suffer a poor allocation of single-copy movie files to guarantee a feasible file

assignment solution that satisfies the disk storage space constraint. This conflicting

relationship between the two performance indices will be verified later in Section

5.7.2 through a concrete numerical example.

5.6.4 Domination-Based Ranking

The concept of domination [63] has been conventionally used in classification of

solutions for an optimization problem involving multiple conflicting objective func-

tions. Using this concept, any two solutions in such an optimization problem can

be compared on the basis of whether one dominates the other or not. Assum-

ing the optimization problem deals with I conflicting objective functions given by

f =
(
f1, f2, . . . , fI

)
. Let fi(x) C fi(y) denote that solution x is better than so-

lution y on the ith objective. Similarly, fi(x) B fi(y) indicates that solution x is

worse than solution y on the ith objective.

Definition 5.1. A solution x is said to dominate the other solution y, if 1) x is no

worse than y in all objectives, or fi(x) 7 fi(y) for all i = 1, 2, . . . , I, and 2) x is

strictly better than y in at least one objective, or fi(x) C fi(y) for at least one i,

i ∈
{

1, 2, . . . , I
}
.

Definition 5.2. Two solutions x and y are said to be non-dominated solutions, if

none of these two solutions can be said to dominate the other.

Definition 5.3. Among a set of solutions P, the non-dominated set of solutions are

those that are not dominated by any member of the set P.

For a given set of solutions P , we will see that it is useful to classify the entire set

of solutions into various non-domination levels. One effective way of doing this is by

the method of non-dominated sorting discussed in [44]. Using this method, the set

of solutions P is sorted according to an ascending level of non-domination. The best
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non-dominated solutions are grouped as rank 1 solutions. Once all rank 1 solutions

are identified, they are removed from the set. Similarly, the best non-dominated

solutions of the remaining set of solutions are identified as rank 2 solutions and are

subsequently removed from the set in order to find rank 3 solutions. This procedure

is continued until all members in P are classified into a non-domination level.

Figure 5.11 illustrates an example of how file assignment solutions can be classi-

fied using the concept of domination with respect to the two conflicting performance

indices. Of the five file assignment solutions in Figure 5.11, A dominates B since A is

better than B in both MTI and STI. Similarly, D dominates E due to the superiority

of D in both performance indices. However, for each pair of the three solutions A,

C and D, no one is better than the other with respect to both performance indices.

Accordingly, A, C and D form a front of trade-off solutions, for which we can only

determine the best solution through the higher level decision maker (i.e. the RBP

estimator). By the method of non-dominated sorting suggested in [44], A, C and

D are conveniently identified as non-dominated solutions of rank 1, while B and E

constitute a non-dominated front of rank 2 solutions.

5.7 Multi-Objective Evolutionary Optimization

Given the two conflicting performance indices MTI and STI that jointly measures the

quality of a heuristic solution, we convert the original single-objective optimization

problem into the following multi-objective optimization problem:

Minimize MTI〈n,Ω∗,Φ∗〉

Minimize STI〈n,Ω∗,Φ∗〉

subject to nm ∈ {1, 2, . . . , J}, ∀m ∈ F (5.9)
∑

m∈Φ∗j

Lm ≤ C, ∀j ∈ D (5.10)

The principle in solving a multi-objective optimization problem is to search for

a set of Pareto-optimal solutions [44]. A Pareto-optimal solution represents an ulti-

mate trade-off solution, such that no other solution of the problem is comparatively
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Figure 5.11: Domination in MTI and STI among five file assignment solutions: A,
C and D are rank 1 solutions; B and E are rank 2 solutions.

superior in all objectives. Within the Pareto-optimal set, no solution can be said

to be better than the other without further information from a higher level deci-

sion maker. The curve formed by joining all Pareto-optimal solutions is known as

a Pareto-optimal front. The goal of multi-objective evolutionary algorithms is thus

to find a diverse set of non-dominated solutions that converge as close as possible

to the Pareto-optimal front.

Traditional methods for handling multi-objective optimization problems all re-

quire some user-defined parameters in order to convert a multi-objective optimiza-

tion problem into a single-objective optimization problem [44]. One single-objective

optimization problem so formed can, however, find at best one Pareto optimal so-

lution. Moreover, different single-objective optimization problems so formed with

different parameters may result in the same Pareto optimal solution. Consequently,

in order to find different Pareto optimal solutions as many as possible using these tra-

ditional methods, one may have to form and solve a large number of single-objective
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optimization problems. Contrarily, a rich literature has demonstrated that evolu-

tionary algorithms are useful alternatives to finding multiple Pareto-optimal solu-

tions simultaneously [44]. This is due to the innate ability of evolutionary algorithms

in maintaining a population of solutions in each cycle of the evolution process, which

gives evolutionary algorithms an advantage over traditional methods in handling op-

timization problems involving multiple conflicting objectives.

Various implementations of multi-objective evolutionary algorithms exist in the

literature (see [44] and references therein). Recent studies have shown that elitism

can significantly improve the performance of multi-objective evolutionary algorithms

[180]. It has also been demonstrated that the newly developed NSGA-II outperforms

all other popular elitist multi-objective evolutionary algorithms [45]. We therefore

base our multi-objective optimization approach in this thesis on the controlled elitist

NSGA-II [44]. This version of NSGA-II allows us to maintain a good population

diversity through a crowding distance measure, which avoids the inconvenience of

setting a sharing parameter commonly required in several early implementations of

multi-objective evolutionary algorithms. In addition, it employs a controlled elitism

mechanism, which largely improves the convergence capability of the algorithm to-

wards the Pareto-optimal front.

5.7.1 Implementation

As the flowchart in Figure 5.12 shows, we start by creating an initial population of

size K using the ad hoc method in Figure 5.2. We make sure that each member

in the initial population has a heuristic allocation and its performance indices are

computed from (5.7) and (5.8). The non-dominated sorting method classifies the

entire population into ascending levels of non-dominated solutions with respect to

MTI and STI. A lower rank indicates a better front of non-dominated solutions. For

each solution within the same front, we further assign its crowding distance using

the procedure described in ([44], page 248). This metric conveniently estimates the

density of the neighborhood where a solution resides.

In a subsequent generation of the evolution process, we first use a crowded tour-

nament selection operator ([44], page 247) to select K good solutions, some of which
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Figure 5.12: Flowchart of the multi-objective GA implementation.
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may be duplicate, from the current population. For two chromosomes chosen for

competition in a tournament, the winner is the one with a lower rank or the one

with a larger crowding distance if both are of the same rank. These parent solutions

are genetically varied through uniform crossover and uniform mutation operators,

followed by constraint handling.

The parent solutions and the feasible offspring solutions are then combined into

one transitional population (of size ≥ K and ≤ 2K). In the same way as for the

initial population, we identify the various non-dominated fronts of the transitional

population, and estimate the crowding distance of each solution. In order to prevent

the algorithm from premature convergence to a sub-optimal non-dominated front,

we use the controlled elitism mechanism presented in ([44], page 428–430) to pro-

mote an adaptive selection of elitist solutions from each non-dominated front in the

transitional population, and force these widely spread solutions to coexist in the

new population (of size K) for the next generation.

The process is terminated after a predefined number of evolution cycles have

been completed. Alternatively, we presume convergence if the best non-dominated

solutions are not improved over a certain succession of generations. In either case,

we use (4.33) to evaluate the RBP for each rank 1 trade-off solution in the final

population, so that the global optimal file assignment solution can be ascertained.

5.7.2 Algorithm Feasibility

We revisit the small system of three disks and eight distinct movies discussed in

Section 5.4. The small system size of this test case allows us to carry out an exhaus-

tive search for all feasible file assignments of the problem within reasonable CPU

time. Our particular interests in this experiment are to verify: 1) the effectiveness

of the problem transformation in obtaining a heuristic solution sufficiently close to

the optimal solution of the original problem; 2) the conflicting relationship between

MTI and STI; 3) the effectiveness of the multi-objective approach in obtaining a

comparably good quality solution; 4) the convergence capability of the evolutionary

algorithm towards the Pareto-optimal front.

We recall that each disk in this system has a storage space of four units. Each of
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the eight movie titles has a different file-size as given previously in Table 5.1. The

overall disk storage space for a copy of each movie title requires 7.62 units. Therefore,

36.5% of the disk storage space is available for accommodating multiple file-copies

of certain movie titles. We assume each disk supports up to ten concurrent video

streams, and the popularity profiles of these eight movie titles follow the distribution

in Table 5.2. The aggregate rate λ is 16 requests per time unit.

Table 5.2: Movie popularity distribution in the 3-disk example

Movies 1 2 3 4

Popularity 0.17608 0.14592 0.13074 0.12093

Movies 5 6 7 8

Popularity 0.11384 0.10835 0.10392 0.10022

As shown previously in Figure 5.1, even for this small system, the solution space

of the original problem is as large as 224 = 16, 777, 216. The exhaustive search

confirms that there are 155,850 feasible solutions that meet both the movie avail-

ability constraint in (5.1) and the disk storage space constraint in (5.2). The optimal

solution is seen to be:

Disk 1 2 3

Movies 1, 2, 5, 6 1, 3, 4, 6 2, 3, 7, 8

It causes an RBP of 0.302% and uses 92.9% of the disk storage space. In general,

we can expect that the smaller the efficiency of a file assignment solution in utilizing

the disk storage space, the higher the RBP it may bring about. Nevertheless, it is

interesting to see that, even if we enumerate only those 21,744 solutions having a

utilization factor of above 90%, their average RBP can be as high as 1.089%.

On the other hand, our divide-and-conquer approach reduces the solution space

of the original problem to merely 507 likely allocatable file replication instances.

Although 355 of them are indeed strictly allocatable, only 277 of them are allocat-

able from the perspective of the greedy file allocation method. For instance, there

is no feasible heuristic solution for the file replication instance of the optimal file

assignment solution found by the exhaustive search. The best heuristic solution is:
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Disk 1 2 3

Movies 2, 3, 5, 8 1, 2, 7, 8 1, 3, 4, 6

This leads to an RBP of 0.422% and a 96.2% utilization of the storage space. More-

over, among the 277 solutions, 122 solutions reach a utilization factor of above 90%,

and their average RBP is 0.842%. Clearly, the transformed problem enables a dras-

tically reduced and yet considerably effective solution space.

Figure 5.13 displays the objective space of all 277 heuristic solutions of the trans-

formed problem with respect to MTI and STI. A conflicting relationship is evident

between these two performance indices. Specifically, both A and B are Pareto-

optimal solutions, as neither of them is dominated by any other heuristic solution of

the transformed problem. C is the unique solution of the highest rank in this exam-

ple. It represents the worst file replication instance in which each movie is allocated

no more than one file-copy. Since A is the best heuristic solution, it remains to see

if the multi-objective GA can successfully converge to the Pareto-optimal front.

We run the multi-objective GA for this small example with K = 20, rc = 0.5

and rm = 0.2. Figure 5.14 shows the non-dominated front of rank 1 solutions in

each evolved generation. Since the intelligence of our ad hoc method for population

initialization lies in its biased replication sequence favoring movies with high traffic

load, we demonstrate its advantage in comparison with a purely random method

without such a biased mechanism. As Figure 5.14 shows, the GA successfully con-

verges to the Pareto-optimal front in both cases. It is convincing that the ad hoc

method creates an initial population much closer to the Pareto-optimal front, so

that the GA takes only two generations to obtain the best heuristic solution.

5.7.3 Runtime Efficiency

We now revisit the large system example of 20 disks and 200 distinct movies to

investigate the run-time efficiency of the multi-objective approach in dealing with

the file assignment problem. It is difficult to conduct an exhaustive search for all

feasible solutions in a system of this large size even after the problem transforma-

tion. Therefore, we are unable to find the best heuristic solution and locate the
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Figure 5.13: All feasible heuristic solutions in the 3-disk example.

Pareto-optimal front for this example. Our purpose of this example is, however, to

demonstrate the run-time efficiency of the multi-objective approach in a large scale

system.

We run the multi-objective GA for 3,000 evolution cycles. We force the rule that

not more than six file-copies are allowed for any movie in F . The runtime efficiency of

the multi-objective GA in comparison with the single-objective GA is demonstrated

in the top plot of Figure 5.15. We first consider the case where K = 100, rc = 0.5

and rm = 0.01. Recall in Section 5.5.7 that it took an overall CPU time of 204

minutes on a 2.4 GHz Pentium 4 machine for the single-objective GA to complete.

However, it took only 10.6 minutes for the multi-objective GA to complete. Although

the results for (a) and (b) in Figure 5.15 show that the single-objective GA finds

a slightly better solution, the multi-objective GA eventually obtains a solution of

the same quality if we run it sufficiently long for 60,000 generations, as shown in

(c) of Figure 5.15. Such a long evolution process took 192 minutes, which is still
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Figure 5.14: Converging to the Pareto-optimal front in the 3-disk example.

less than the CPU time required by the single-objective GA. On the other hand,

the multi-objective GA can certainly do better for 3,000 generations with a larger

population of size K = 500, as shown in (d) of Figure 5.15. However, even with

such an increased population size, the multi-objective GA takes merely 49.7 minutes

to complete. Finally, we see in Figure 5.16 a widely spread non-dominated front of

rank 1 solutions in the last population of this example for K = 500. It again exhibits

the authentic conflicting relationship between the two performance indices.

5.8 Summary

An evolutionary approach has been presented in this chapter to find near-optimal

assignment of movie files for the partial replication VOD system. With the goal

for a computationally efficient stochastic optimization in mind, we have proposed

an elaborate transformation of the original problem. This essentially relies on the

good performance greedy file allocation method, so that we are able to operate the
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evolutionary algorithm in a drastically reduced search space and yet achieve near-

optimal file assignment solutions. By means of two effective performance indices

that jointly measure the quality of a file assignment solution, we have converted the

original single-objective optimization problem into a multi-objective optimization

problem. This way, the cumbersome evaluation of request blocking probabilities in

each cycle of the evolution process is circumvented, which would otherwise require

considerable computation efforts. We thus further expedite the stochastic search

process and yet obtain file assignment solutions of comparable quality.
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Chapter 6

Conclusions

6.1 Concluding Remarks

Two challenging problems both of which arise in the domain of stochastic service

systems have been investigated in this thesis. Special cases or simplified versions of

these problems have received much attention in the literature.

The first problem focuses on delay analysis for a class of finite buffer TDMA

systems. A versatile state-dependent stochastic service process has been defined.

The general and sophisticated nature of the resulting TDMA model makes the tech-

niques presented in the literature for TDMA constant service models inapplicable

to handle the complex accounting of the queueing process required in the context

of such a state-dependent service model. Moreover, we found that those techniques

presented in the literature are either flawed or rather complicated in dealing with

the much simpler constant service cases.

The efficacy of the new methodology that we have proposed in this thesis is

largely due to the concise form that we have derived to express the probability den-

sity of the delay of an arbitrary admitted item. We have seen that such a concise

form makes the delay analysis straightforward for the constant service models. To

handle the complex accounting of the queueing process for the state-dependent ser-

vice model, a matrix formalism has been developed, which enabled us to keep track

of the buffer content and of the position of the marked item conveniently until it

is removed from the buffer. The main structural results so obtained were then un-

packed to reveal the detailed analytic formulas for the density and for the cumulative

distribution of the waiting time. The analytic results have been verified by both a

rigorous validity check and corroboration against simulation.

169
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The second problem investigated in this thesis deals with file assignment opti-

mization for a large scale VOD service system. All earlier proposals for this file

assignment problem rely on somewhat oversimplified and thus unrealistic assump-

tions, so that the complexity of the problem can be greatly reduced. However, with

such unrealistic assumptions, the practicability of the obtained solutions in real sys-

tems is significantly undermined. This concern has led us to consider a more realistic

and hence more complex version of the problem in this thesis.

We have designed a sequence of techniques with the ultimate goal of obtaining

good quality file assignment solutions computationally efficiently for such a chal-

lenging problem. In particular, these include: 1) a computationally efficient greedy

method that obtains a sufficiently good quality heuristic file allocation instance

for any feasible file replication instance; 2) an analytical model that evaluates the

blocking performance of the VOD system fast and sufficiently accurately; and 3)

an elaborate transformation of the original problem that results in a significantly

reduced and yet effective search space. While these techniques themselves do not

entail the use of a specific search method for the purpose of optimization, our expe-

rience in this thesis has shown that the task of file assignment optimization in this

context can be well handled by evolutionary algorithms. This is particularly true

due to the unique feature of evolutionary algorithms in dealing with multi-objective

optimization problems. We have therefore been able to utilize two easy-to-compute

performance indices that jointly measure the quality of a file assignment solution, so

that good quality file assignment solutions are obtained computationally efficiently.

6.2 Future Research

For the new TDMA model we have introduced in this thesis, while the service process

is general, delay analysis has been conducted only for a limited case of Poisson

arrivals of constant message length. Extensions of the model to more general arrival

processes, e.g. the Markovian arrival process [116], are worth studying. It is also

an interesting issue to study the delay behaviours of the state-dependent service

model for messages of variable length. To begin with, one may consider that the
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messages arrive to the finite buffer TDMA system according to a compound Poisson

process, i.e., the messages arrive according to a homogeneous Poisson process while

the length of each message is arbitrarily distributed. Waiting time density of an

arbitrary admitted message in such a model with constant unit service was obtained

by Clare and Rubin [33]. Again, their techniques may not handle the complex

accounting of the queueing process due to the state-dependent service. We firmly

believe that our methodology is applicable in this context as well.

The reader needs to be aware that the methodology we have developed in this

thesis for the state-dependent service model relies on a matrix formalism to handle

the complex accounting of the queueing process. The large amount of involved terms

requires somewhat intensive computational effort, which makes scalability a big issue

in practice for applications that may contain buffers of very large size. It is therefore

a challenging task to develop scalable solutions for this important problem.

One might also be interested in studying the state-dependent service model with

the assumption of an infinite buffer. As we have discussed in Chapter 2, the as-

sumption of an infinite buffer is reasonable for a practical application where one

can expect that the buffer capacity (although finite) would be large enough so that

the probability of overflow would be negligible under normal operating conditions.

In such a case, we believe that exact solutions are less likely obtainable, since the

matrix formalism is no more applicable in this context. We shall see if we can derive

approximate solutions of sufficient accuracy for this problem.

There are several aspects of the VOD file assignment problem that we are not

able to resolve and therefore are left as future work extended from this thesis. Firstly,

although we have justified the conjecture that CLB provides optimal file allocation

through a large number of experiments as well as a couple of exhaustive examples, it

remains a mathematical challenge to provide a rigorous proof of this fact. Secondly,

it is a challenging task to analyze the elaborate SRP scheme quickly and sufficiently

accurately, so that we can find out the optimal solution under this scheme and

compare it with the solutions we have obtained from GRT and LBF. In the liter-

ature, researchers have attempted to analyze similar repacking schemes for circuit

switched networks [169] using the fixed-point approximation method. However, it
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was reported that the fixed-point approximation method is in general not accurate

even for a simple symmetric system. Another way to tackle this problem might be

to seek fast and sufficiently accurate simulation methods, e.g. rare event simulation

techniques [74].
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[123] B. Özden, R. Rastogi, and A. Silberschatz. Disk striping in video server en-

vironments. In Proc. IEEE Int. Conf. Multimedia Computing and Systems,

pages 580–589, Hiroshima, Japan, Jun. 1996.

[124] E. D. Pablos. Spain imagines a service with VOD and much more. Variety,

398(1):20, Feb. 2005.

[125] D. L. Pallant and P. G. Taylor. Approximation of performance measures in

cellular mobile networks with dynamic channel allocation. Telecommun. Syst.,

3:129–163, 1994.

[126] D. A. Patterson, G. Gibson, and R. H. Katz. A case for redundant arrays

of inexpensive disks (RAID). In Proc. ACM SIGMOD 88, pages 109–116,

Chicago, IL, USA, 1988.

[127] K. Pawlikowski. Message waiting time in a packet switching system. J. ACM,

27(1):30–41, Jan. 1980.



BIBLIOGRAPHY 185

[128] W. F. Poon, K. T. Lo, and J. Feng. Performance study on implementation of

VCR functionality in staggered broadcast video-on-demand systems. Journal

of Systems and Software, 75(1-2):95–107, Feb. 2005.

[129] M. Reisslein, K. W. Ross, and S. Shrestha. Striping for interactive video: is

it worth it? In Proc. IEEE Int. Conf. Multimedia Computing and Systems,

volume 2, pages 635–640, Florence, Italy, Jun. 1999.

[130] J. Rexford and D. Towsley. Smoothing variable-bit-rate video in an internet-

work. IEEE/ACM Trans. Networking, 7(2):202–215, Apr. 1999.

[131] Z. Rosberg, H. L. Vu, M. Zukerman, and J. White. Performance analyses of

optical burst-switching networks. IEEE J. Select. Areas Commun., 21(7):1187–

1197, Sep. 2003.

[132] K. W. Ross. Multiservice Loss Models for Broadband Telecommunication Net-

works. Springer-Verlag, London, 1995.

[133] I. Rubin. Access-control disciplines for multi-access communication channels:

reservation and TDMA schemes. IEEE Trans. Inform. Theory, 25(5):516–536,

Sep. 1979.

[134] I. Rubin. Message delays in FDMA and TDMA communication channels.

IEEE Trans. Commun., 27:769–777, May 1979.

[135] I. Rubin and Z.-H. Tsai. Message delay analysis of multiclass priority TDMA,

FDMA, and discrete-time queueing systems. IEEE Trans. Inform. Theory,

35(3):637–647, May 1989.

[136] I. Rubin and Z. Zhang. Message delay and queue-size analysis for circuit-

switched TDMA systems. IEEE Trans. Commun., 39:905–914, Jun. 1991.

[137] I. Rubin and Z. Zhang. Message delay analysis for TDMA schemes using

contiguous-slot assignments. IEEE Trans. Commun., 40:730–737, Apr. 1992.

[138] H. Rudin. Performance of simple multiplexer-concentrators for data commu-

nication. IEEE Trans. Commun., 19(2):178–187, Apr. 1971.



186 BIBLIOGRAPHY

[139] T. Rydén. Waiting time distributions in buffers with batch service. IEEE

Trans. Commun., 41(7):1027–1030, Jul. 1993.

[140] J. D. Salehi, Z.-L. Zhang, J. Kurose, and D. Towsley. Supporting stored

video: reducing rate variability and end-to-end resource requirements through

optimal smoothing. IEEE/ACM Trans. Networking, 6(4):397–410, Aug. 1998.

[141] M. Schwartz. Computer-Communication Network Design and Analysis.

Prentice-Hall, Englewood Cliffs, N.J., 1977.

[142] R. Sedgewick. Algorithms in C. Addison-Wesley, 3rd edition, 1998.

[143] D. N. Serpanos, L. Georgiadis, and T. Bouloutas. MMPacking: a load and

storage balancing algorithm for distributed multimedia servers. IEEE Trans.

Circuits Syst. Video Technol., 8(1):13–17, Feb. 1998.

[144] B. A. Sevast’yanov. An ergodic theorem for Markov processes and its applica-

tion to telephone systems with refusals. Theory Probab. Appl., 2(1):104–112,

1957.

[145] P. J. Shenoy and H. M. Vin. Efficient support for scan operations in video

servers. In Proc. 3rd ACM Int. Conf. Multimedia, pages 131–140, San Fran-

cisco, CA, USA, 1995.

[146] Y. Shikata and Y. Takahashi. Waiting-time distribution for a finite-capacity

single-server queue with constant service and vacation times. IEICE Trans.

Commun., E81-B(11):2141–2146, Nov. 1998.

[147] T. Sikora. MPEG digital video-coding standards. IEEE Signal Processing

Mag., 14(5):82–100, Sep. 1997.

[148] F. Simonot, Y. Q. Song, and J. P. Thomesse. Message sojourn time for TDM

schemes with any buffer capacity. IEEE Trans. Commun., 43(2/3/4):1013–

1021, Feb./Mar./Apr. 1995.

[149] W. D. Sincoskie. System architecture for a large scale video on demand service.

Computer Networks and ISDN Systems, 22(2):155–162, 1991.



BIBLIOGRAPHY 187

[150] D. Sitaram and A. Dan. Multimedia Servers : Applications, Environments

and Design. Morgan Kaufmann, 2000.

[151] A. Sridharan and K. N. Sivarajan. Blocking in all-optical networks.

IEEE/ACM Trans. Networking, 12(2):384–397, Apr. 2004.

[152] M. Srinivas and L. M. Patnaik. Genetic algorithms: a survey. IEEE Computer,

27(6):17–26, Jun. 1994.

[153] W. J. Stewart. Introduction to the Numerical Solution of Markov Chains.

Princeton University Press, Princeton, N.J., 1994.

[154] S. Stidham. A last word on L = λW . Operations Research, 22(2):417–421,

Mar./Apr. 1974.

[155] S. Stoller and J. DeTreville. Storage replication and layout in video-on-demand

servers. In Proc. NOSSDAV 95, pages 351–363, Durham, NH, USA, Apr. 1995.

[156] G. Syswerda. Uniform crossover in genetic algorithms. In Proc. 3rd Int. Conf.

Genetic Algorithms, pages 2–9, San Mateo, CA, 1989.

[157] K. S. Tang, K. T. Ko, S. Chan, and E. Wong. Optimal file placement in VOD

system using genetic algorithm. IEEE Trans. Ind. Electron., 48(5):891–897,

Oct. 2001.

[158] W. Tetzlaff, M. Kienzle, and D. Sitaram. A methodology for evaluating storage

systems in distributed and hierarchical video servers. In Proc. COMPCON 94,

pages 430–439, San Francisco, CA, USA, 1994.

[159] F. A. Tobagi, J. Pang, R. Baird, and M. Gang. Streaming RAID: a disk array

management system for video files. In Proc. 1st ACM Int. Conf. Multimedia,

pages 393–400, Anaheim, CA, USA, 1993.

[160] S. L. Tsao, M. C. Chen, M. T. Ko, J. M. Ho, and Y. M. Huang. Data allocation

and dynamic load balancing for distributed video storage server. Journal of

Visual Communication and Image Representation, 10(2):197–218, 1999.



188 BIBLIOGRAPHY

[161] W. Tuttlebee. Korea shows the way [Market watch]. Communications Engi-

neer, 2(5):28–31, Oct./Nov. 2004.

[162] W. Verbiest, L. Pinnoo, and B. Voeten. Statistical multiplexing of variable

bit rate video sources in asynchronous transfer mode networks. In Proc. IEEE

GLOBECOM 88, volume 1, pages 208–213, Hollywood, FL, USA, Nov. 1988.

[163] H. L. Vu, A. Zalesky, M. Zukerman, Z. Rosberg, J. Guo, and T. W. Um. Delay

analysis of optical burst switching networks. In Proc. IEEE ICC 05, volume 3,

pages 1656–1662, Seoul, Korea, May 2005.

[164] B. W. Wah. File placement on distributed computer systems. IEEE Computer,

17(1):23–32, Jan. 1984.

[165] Y. Wang, J. C. L. Liu, D. H. C. Du, and J. Hsieh. Efficient video file allocation

schemes for video-on-demand services. Multimedia Syst., 5(5):283–296, Sep.

1997.

[166] W. Whitt. Blocking when service is required from several facilities simultane-

ously. AT&T Tech. J., 64(8):1807–1856, Oct. 1985.

[167] WiNetworks. WiNetworks Demonstrates Broadcast Quality Video over

WiMAX at IBC Exhibition in Amsterdam. http://www.winetworks.com/

news ibc.html, Sep. 2005.

[168] J. L. Wolf, P. S. Yu, and H. Shachnai. Disk load balancing for video-on-demand

systems. Multimedia Syst., 5(6):358–370, Nov. 1997.

[169] E. W. M. Wong, A. K. M. Chan, and T. S. P. Yum. Analysis of rerouting in

circuit-switched networks. IEEE/ACM Trans. Networking, 8(3):419–427, Jun.

2000.

[170] E. W. M. Wong and S. C. H. Chan. Performance modeling of video-on-demand

systems in broadband networks. IEEE Trans. Circuits Syst. Video Technol.,

11(7):848–859, Jul. 2001.



BIBLIOGRAPHY 189

[171] E. W. M. Wong and T. S. Yum. Maximum free circuit routing in circuit-

switched networks. In Proc. IEEE INFOCOM 90, volume 3, pages 934–937,

San Francisco, CA, USA, Jun. 1990.

[172] W. E. Wright. An efficient video-on-demand model. IEEE Computer, 34(5):64–

70, May 2001.

[173] M.-Y. Wu and W. Shu. Efficient support for interactive browsing operations in

clustered cbr video servers. IEEE Trans. Multimedia, 4(1):48–58, Mar. 2002.

[174] T. Y. Yan. On the delay analysis of a TDMA channel with finite buffer

capacity. IEEE Trans. Commun., 30(8):1937–1942, Aug. 1982.

[175] J. R. Yeh, M. Selker, J. Trail, D. Piehler, and I. Levi. DWDM architectures

for video on demand transport and distribution. In Proc. OFC, pages 25–26,

San Diego, CA, USA, Jul. 1999.

[176] Y. Zhao and C. C. J. Kuo. Video-on-demand server system design with random

early migration. In Proc. IEEE ISCAS 03, volume 2, pages 640–643, Bangkok,

Thailand, May 2003.

[177] X. Zhou and C.-Z. Xu. Optimal video replication and placement on a cluster of

video-on-demand servers. In Proc. IEEE ICPP 02, pages 547–555, Vancouver,

Canada, Aug. 2002.

[178] R. Zimmermann and S. Ghandeharizadeh. Highly available and heterogeneous

continuous media storage systems. IEEE Trans. Multimedia, 6(6):886–896,

Dec. 2004.

[179] G. K. Zipf. Human Behavior and the Principle of Least Effort: An Introduction

to Human Ecology. Addison-Wesley, Cambridge, MA, 1949.

[180] E. Zitzler, K. Deb, and L. Thiele. Comparison of multiobjective evolutionary

algorithms: empirical results. Evolutionary Computation, 8(2):173–195, 2000.


