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Abstract

Increasing access to data communications is creating sweeping changes around the

globe. More people are using a wider range of services, requiring more data to be

transported. Providing capacity for this larger variety of demands requires improved

models for network traffic. During the 1990s, a number of studies showed that

modern traffic sources are fundamentally different in nature from traditional models

for teletraffic, and in particular that they are typically Long Range Dependent (LRD)

and bursty in nature. This work presents models that can be used in representing

Internet traffic, and also shows how these models can be used in network resource

dimensioning.

In this thesis, it is demonstrated that Gaussian models, even LRD Gaussian mod-

els, are unable to accurately model current Internet traffic. A new model, named the

Poisson Pareto burst process (PPBP) is proposed. This novel model is a type of

M/G/∞ process, and is also related to heavy-tailed on-off models.

The PPBP is demonstrated to satisfy the basic requirements for a simple, but

accurate, model of Internet traffic. Such a model is a stochastic process that is

amenable to analysis and that is defined by a small number of parameters. These

parameters should be able to be fitted using measurable statistics of an actual traffic

stream. When the parameters of the process are fitted to the relevant statistics of

an actual stream, the first and second order statistics of the process should match

those of the actual traffic stream. When fed through a single server queue (SSQ), the

fitted model should produce performance results that accurately predict those of the

real traffic stream fed into an identical SSQ. This matching of performance results

should be true for a wide range of buffer sizes and for a wide range of service rates.
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Relationships also exist between the PPBP and LRD Gaussian processes. These

relationships are explored, and it is shown that, assuming current growth trends con-

tinue, Gaussian models will become more accurate as models of core Internet traffic

in the future.

Using the PPBP and Gaussian models, simple methods for link dimensioning

are examined. A dimensioning rule based on effective bandwidths is proposed, and

shown to allow utilization of capacity that is more efficient when compared with

the utilization achievable using traditional effective bandwidths methods. Finally,

capacity assignments based on conservative estimates of demand are examined, and

measures are made of the amount of capacity wasted as a result of these conservative

estimates.
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Chapter 1

Introduction

1.1 Background to the Problem

Increasingly, demand for data communications is creating sweeping changes around

the globe. At least four major trends can be identified within this revolution. Firstly,

the number of people making use of data communications has been increasing ex-

ponentially for the past two decades, at least. Additionally, the trend is now towards

a single user owning and using a number of devices, all of which may create ex-

tra network traffic. Secondly, there has been a continuous evolution in the nature

of services being used. Each new service has different characteristics, and tends to

contribute further network traffic. A third trend has been the increasing use of wire-

less and mobile communications devices. The fourth trend has been towards using

a common network infrastructure to provide multiple services. This combination of

trends has revolutionised the field of teletraffic engineering.

The past few decades have seen an exponential growth in the amount of data

being carried across packet switched networks, and particularly the Internet. This

growth has brought packet switched networks to the point where the amount of traf-

fic being carried on them is expected to exceed that carried on traditional circuit

switched technology in the very near future [CO02]. On some of the larger inter-

national links this crossover point has already been reached. In this environment,

techniques are required to model the packet switched traffic carried across such net-

works. This work presents models that can be used in representing the traffic carried

1



1. Introduction 2

on packet data networks, and also shows how these models can be used in dimen-

sioning links.

In circuit switched networks we have the Erlang model [Erl18]. Assuming a rea-

sonable estimate of the traffic levels can be obtained, deriving dimensioning guide-

lines is comparatively straightforward. Furthermore, the Erlang model has been

shown to give reliable results over decades of global use. However, attempting

to apply the truths associated with traditional telephony traffic to packet switched

networks yields results that are so inaccurate as to be almost worse than useless

[Pac95]. While our understanding of packet switched network traffic has been im-

proving steadily, no equivalent of the Erlang model has yet been obtained for packet

switched networks.

New models, which will take into account the unique properties of packet data

network traffic, are required. These models are vital to ensure that adequate capacity

is provided for the burgeoning requirements of the Internet.

The Internet has been growing exponentially for at least the last 10 years, and

probably since its earliest inception, in the 1960s. This growth has occurred both in

the number of hosts connected to the Internet, and in the amount of traffic produced

by each host. The complexity of the Internet, and the fact that the Internet has no

single “owner,” means that making measurements of its overall growth is a daunting

task. In [Pax94], the growth of Internet traffic from a single site between 1991 and

1994 was examined, and the total amount of work sent from that site into the general

Internet was found to be growing at a rate of approximately 120% per year. Odlyzko

[Odl99, CO02] has gathered detailed evidence showing that, although the Internet

as a whole grew at an accelerated rate in 1995 and 1996, the total traffic load being

transported across the Internet was doubling approximately every twelve months in

the period between 1998 and 2001.

Another perspective on the growth of the Internet is given by examining the

number of devices that are connected to it. The exponential growth in numbers

of hosts connected to the Internet is shown in Figure 1.1. These host counts are

recorded in the Internet Domain Survey at the Internet Software Consortium website

(http://www.isc.org/ds/ ). Note the log-linear scale used. For comparison, a trend

line showing a doubling every twelve months is also shown. Although the growth
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Figure 1.1: Growth of the number of Internet hosts.

rate is probably somewhat slower than the doubling every 12 months observed in

overall traffic load, the overall exponential trend in the number of hosts is clear.

To a certain extent, the exponential growth in the traffic carried by packet switched

networks has reduced the impacts of the lack of a standard model for the traffic.

Telecommunications carriers and other companies supplying bandwidth for an In-

ternet in the midst of an exponential growth phase have been able to over-dimension

their networks, secure in the knowledge that any extra capacity they supply will

be required to meet growing demand sooner or later. This trend towards over-

dimensioning has been supported by a continual growth in the transmission capa-

bilities of optic-fibre networks.

However, following the much publicised “tech wreck” of 2001, the need to gain

maximum return on investment has become more pressing, and even though trans-

mission costs continue to decrease, over-dimensioning is perhaps no longer as af-

fordable as it once was. Economically, it makes sense for a carrier to avoid over-

dimensioning, in order to reduce capital costs. Even though it may be possible to

create networks in which an excess of bandwidth is always available, it is usually

not economic to do so.

Indeed, even in an environment of astronomical growth, some problems can only
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be solved after giving consideration to realistic traffic demands. In fixed networks,

it is always possible to provide a greater total bandwidth through duplication. If a

single coaxial cable is insufficient to carry the traffic, a second cable can be added,

or it can be replaced by an optical fibre link, or two, or more. In satellite or wireless

networks, however, the bandwidth is fundamentally limited. There is a finite amount

of spectrum available in any given location, and correct dimensioning of the network

is of vital importance. Even in fixed networks, although it may be possible to add

more bandwidth, the costs involved in making such a change may be prohibitive.

There is also a general trend towards carrying traffic related to a wide variety

of services on the same network. This trend has further added to the complexities

of correctly dimensioning network infrastructure. Different services have different

Quality of Service (QoS) requirements, and also exhibit different characteristics.

For all of these reasons, accurate models of modern traffic types are required.

It is in this context that researchers have been searching for a stochastic process

that could be used as an accurate and simple model for traffic in packet switched

networks. The criteria for such a stochastic process are:

1. It is defined by a small number of parameters.

2. If these parameters are fitted using measurable statistics of an actual traffic

stream the following will be achieved:

(a) the first and second order statistics including the autocovariance function

of the stochastic process (the model) will match those of the actual traffic

stream, and

(b) if fed through a single server queue (SSQ), performance results for the

model will accurately predict those of the real traffic stream fed into an

identical SSQ. This must be true for a wide range of buffer sizes as well

as for a wide range of service rates.

3. It is amenable to analysis.

If the process also parallels the nature of the traffic that is being modelled, this will

give maximum confidence in its usefulness.
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Packet switched networks are not new. They have been around for over 30

years. During that time, a number of models for the traffic carried across them

have also been proposed. Early attempts at modelling network traffic focussed

on Markovian models, such as the Markov-Modulated Poisson Process (MMPP)

[HL86, ZR86a]. Markovian models were familiar to teletrafficists, due to their long

association with the modelling of telephony traffic, and have the advantage of being

generally tractable.

In recent analyses of traffic measurements, evidence of non-Markovian effects,

such as burstiness across multiple time scales, long range dependence and self-

similarity, have been observed in a wide variety of traffic sources. Non-Markovian

effects have been observed in CCS7 signalling traffic [DMRW94], variable bit-rate

(VBR) video [BSTW95, GW94a, HDLK95, JLS97], Ethernet LAN traffic [LTWW94,

WTLW95], ATM cell traffic [JW97], MAN traffic [AZN95] and general Internet

WAN traffic [PF95]. Even some recent measurements of traditional telephony traffic

have shown signs of heavy-tailed holding times [BLL99, CFP99], which are closely

related to the long range dependent (LRD) nature of traffic in packet-switched net-

works. As is clearly shown in [Nor95, NSVV95, ENW96], the performance of pro-

cesses exhibiting these properties is radically different from that of the traditional

models.

Given the evidence of long range dependence and self-similarity in such a wide

variety of sources, it is clear that any general model for data traffic must account for

these properties. This has led to the development of a number of new models.

1.2 Modelling Long Range Dependent Traffic

A range of processes have been proposed in the search for models which were sim-

ple enough to be useful, but which also reflected these properties of real traffic.

These proposed models have included M/G/∞ processes [CI80], fractional Brownian

motion [Nor95], fractional non-Gaussian stable motion [KH98], fractional ARIMA

processes [Hos81], Markovian models [AN98], wavelet models [RCRB99], multi-

fractal processes [GR99] and chaotic maps [ESP95]. A broad range of proposed

models for packet data traffic are discussed in Chapter 2.
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The main focus of this thesis is on the development of a long range dependent

(LRD) model for network traffic, named the Poisson Pareto burst process (PPBP).

The PPBP model is a specific case of the M/G/∞ process proposed by Cox [CI80,

Cox84]. Interest in the M/G/∞ process as a model for self-similar traffic was prompted

in part by the work of Likhanov, Tsybakov and Georganas [LTG95], who showed

that the aggregation of multiple on-off sources converged to an M/G/∞ process. Fur-

ther work in exploring this family of processes has been carried out by Tsybakov and

Georganas [TG97b, TG97a, TG98a, TG98b, TG00], and by Makowski and others

[PM96, KM98a, TM00].

The PPBP is an attractive model for aggregated data traffic sources, as it has

many of the same properties as the modelled traffic. The PPBP is not the only

process that has similar properties to real bursty traffic, however, it has an added

appeal because it is formed in a way consistent with the way people generate Internet

traffic.

The PPBP is based on an underlying Poisson process. Events in this process

represent points in time at which one of an infinite population of users begins trans-

mitting a traffic burst. In the PPBP, the Pareto distribution is chosen to model the

burst lengths. It is possible to create Pareto distributions having finite variance,

however in this work, the parameters of the Pareto distribution will be such that the

burst length will have infinite variance, but finite mean. This case creates an aggre-

gate traffic stream that is LRD, and so corresponds with the observed properties of

packet data traffic.

Figure 1.2 shows a typical realisation of the workload generated by a PPBP. The

overlapping bursts contribute to an aggregate workload process. When the burst

lengths have infinite variance, the aggregate workload process is LRD.

The relationships between the PPBP model and LRD Gaussian models are also

explored. The best known LRD Gaussian process is fractional Brownian motion

(FBM). FBM has received a great deal of attention in the literature, e.g. in [Nor95,

Nar98]. However, it will be shown in this thesis that FBM is not adequate to ac-

curately model the behaviour of real LRD traffic traces. However, it will also be

demonstrated that, as traffic loads increase in the future, LRD Gaussian models may

become more appropriate.
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Figure 1.2: The Poisson Pareto burst process (PPBP).

1.3 Contents of this Thesis by Chapter

Several aspects of the general problem of dimensioning a packet-switched data net-

work to carry bursty traffic are addressed in this thesis. The main focus of this work

is the Poisson Pareto burst process (PPBP), which appears to be a good model for

bursty traffic, however other related issues are also explored.

In Chapter 2 a range of models that have been proposed for use in the modelling

of packet-switched traffic are reviewed. This chapter also presents definitions for the

key concepts involved in modelling LRD traffic, including a more formal definition

for the property of long range dependence itself. The effective bandwidths concept,

which is examined in greater depth in Chapter 7, is also introduced in this chapter.

Chapters 3, 4 and 5 present information relating to the Poisson Pareto burst pro-

cess. In Chapter 3 the PPBP, which forms the basis for much of our work, is intro-

duced and defined. Chapter 3 also contains an examination of the properties of the

PPBP, and the relationships that exist between the PPBP and LRD Gaussian pro-

cesses. In Chapter 4, attention is focussed on developing estimates of queueing per-

formance for SSQs fed by the PPBP. These estimates are based on a quasi-stationary

approximation to the queue behaviour. By using this idea, an improved simulation
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technique is developed, and an analytic approximation technique for the queueing

performance of the PPBP is given. Chapter 5 gives a demonstration of how the

PPBP can be used as an accurate model for LRD traffic from a variety of sources. A

method by which the parameters of the PPBP can be fitted so as to match the statis-

tics of a measured trace is given. The PPBP is demonstrated to meet our criteria for

a simple but accurate model of LRD traffic.

Then, having established the PPBP as a reasonable model for a diverse range

of LRD traffic sources, Chapter 6 shows how the PPBP model can be used to draw

some conclusions about the possible evolution of traffic loads on data networks. The

general conclusion of this chapter is that, if current growth trends continue, traffic

patterns in the core of the Internet will continue to become smoother, and higher

levels of utilization will be able to be achieved. The particular conclusion of Chapter

6 is that, as levels of multiplexing increase, the nature of the aggregated traffic will

evolve in such a way that Gaussian models will become more appropriate.

However, this convergence to Gaussian has not yet occurred, and may never oc-

cur in some parts of the network. Achieving adequate levels of utilization in the face

of bursty traffic, particularly data traffic, remains a problem. Effective bandwidths

have been proposed as a useful tool in dimensioning and connection admission ap-

plications (see, e.g., [Kel91]). An analysis of the limitations of existing effective

bandwidths techniques is given in Chapter 7, and a simple extension is proposed. It

is shown that this extension makes it possible to increase the utilization of capacity

without violating QoS guarantees.

A brief analysis of the effects of a conservative dimensioning technique is pre-

sented in Chapter 8. The dimensioning rule used in this chapter is based on an

assumption that the incoming traffic is Gaussian in nature. This dimensioning rule

is shown to be conservative in nature, and estimates are given for the degree of over-

dimensioning that results from using this rule.

1.4 Contributions of this Thesis

� Formal definition of the Poisson Pareto burst process (PPBP) and development

of expressions for the statistics of a PPBP, including expressions for the mean



1. Introduction 9

and variance-time curve. (Chapter 3) [NZA99c, NZA02]

� Demonstration that the queueing performance of the PPBP is not uniquely de-

fined by the statistics of mean, variance and Hurst parameter, but also depend

on a fourth parameter, λ, representing the level of aggregation in the process.

(Chapter 3) [AZN98]

� Demonstration of the convergence of the PPBP to an LRD Gaussian process

as λ!∞. (Chapter 3) [AZN98]

� Illustration that the LRD Gaussian process to which the PPBP converges is

different from fractional Brownian motion. (Chapter 3)

� An improved generation technique for deviates associated with a Pareto dis-

tribution. (Chapter 4)

� Improved techniques for the simulation of the queueing performance of an

SSQ fed by a PPBP. (Chapter 4) [ANZ02]

� A novel analytical estimate for the SSQ queueing performance of a PPBP,

referred to as the quasi-stationary estimate. (Chapter 4) [ANZ02]

� A method for fitting the parameters of a PPBP to the measured statistics of a

given traffic trace. (Chapter 5) [NZA02]

� A correctly fitted PPBP is demonstrated to accurately predict the queueing

performance of a range of LRD traffic traces. This prediction is demonstrated

to be applicable for a range of buffer sizes and service rates. The LRD traffic

traces fitted include:

– IP byte count data [NZA99d]

– Ethernet packet count data [ANZ99]

– Variable bit rate MPEG streams [NZA99b]

(Chapter 5) [NZA02]

� Multiplexed PPBPs are demonstrated to offer improved utilization. (Chapter

6) [ANZ02, ZNA02]
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� The effect of current trends in Internet traffic growth on core traffic links

are investigated, and Gaussian traffic in the core is established as a realistic

prospect in the near future. (Chapter 6) [ANZ02]

� Demonstration that LRD traffic does not necessarily lead to low resource uti-

lization in bufferless (optical) switches. (Chapter 6) [ZNA02]

� A modified definition for effective bandwidths is shown to improve network

utilization, and expressions are derived for the level of improvement offered

in an M/M/1 queueing system. (Chapter 7) [NZA01]

� The modified effective bandwidths are demonstrated to also improve network

utilization for G/D/1 queueing systems for a variety of arrival processes. (Chap-

ter 7) [NZA01]

� Proof that bandwidth allocation based on a Gaussian rule using the Sustainable

Cell Rate (SCR) and Peak Cell Rate (PCR) values is always conservative.

(Chapter 8) [NZM01]

� A measure of the level of network inefficiency created by individual customers

over-estimating their bandwidth requirements. (Chapter 8) [NZM01]

1.5 Publications by the Author

1.5.1 Publications by the Author Related to this Thesis
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Chapter 2

Traffic Models for VBR Traffic
Sources

2.1 Introduction

The aim of traffic modelling in general is to provide network engineers with rela-

tively simple means to characterise traffic load within a network. These characterisa-

tions can be used for a variety of purposes, including network design, some aspects

of network management, and evaluation of novel services and protocols. Unfortu-

nately, modern network traffic is extremely dynamic and the huge volumes of data

traversing the network means that it is not practical to collect, store and use the im-

mense amount of information on all end-to-end traffic streams between all sources

and destinations. Moreover, Internet usage is growing exponentially, and this traffic

information is continuously changing. In this situation, network engineers must fo-

cus on a manageable set of traffic parameters, so that efficient utilization of network

resources is achieved without the need to collect more traffic information than is

necessary.

Network engineers require accurate estimates of network traffic demands in or-

der to make a whole range of engineering decisions. In the days when telephony

traffic was, for all practical purposes, the only traffic being transported across most

networks, there were well-known and well-defined models and techniques that could

be used for these purposes. With the increasing diversity of services sharing the net-

works, particularly the Internet, it has become apparent that the existing telephony

models are not adequate to cover the full range of applications now placing demands

13
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on network resources. The techniques developed for modelling telephony network

traffic are certainly not adequate to model the full complexity of the modern Internet

[WP98].

In this chapter, an attempt will be made to summarise almost two decades of

progress in the modelling of traffic in packet-switched networks. Section 2.2 presents

a discussion of the basic measures for performance in a packet switched network,

and show relationships between those measures. In Section 2.3 the requirements

of a good traffic model, and some of the difficulties associated with finding such

a model, are discussed. The differences between long range dependent (LRD) and

short range dependent (SRD) processes are presented in Section 2.4, along with es-

timation techniques for the level of long term correlations in an LRD process.

In the sections following that, we will examine some of the proposed models in

greater detail. Models for traffic without long range dependence are presented in

Section 2.5.

In recent analyses of traffic measurements evidence of non-Markovian effects,

including long range dependence, have been observed in CCS7 signalling traffic

[DMRW94], VBR video [BSTW95, GW94a, HDLK95, JLS97, FR01], Ethernet

LAN traffic [LTWW94, WTLW95], ATM cell traffic [JW97], MAN traffic [AZN95]

and general Internet WAN traffic [PF95, FGWK98]. Even some measurements of

traditional telephony traffic have shown signs of heavy-tailed holding times [BLL99,

CFP99], which are closely related to the long range dependence observed in packet-

switched networks. It became clear [Nor95, NSVV95, ENW96] that the perfor-

mance of processes exhibiting these properties was radically different from that of

the traditional models. In Section 2.6, the impact that the properties of long range

dependence and self-similarity may have on performance is examined. In Section

2.7, heavy-tailed distributions are introduced.

A range of new models were devised in the search for models which were simple

enough to be useful, but which also reflected these properties of real traffic. Adas

[Ada97] provides an excellent summary of the models available to traffic engineers.

Chapter 4 of [TK98] and [RMV96] also provide surveys of the field of traffic mod-

elling. The bibliographical survey in [WTE96] presents a summary of the studies

of burstiness and self-similarity that were undertaken prior to 1996. Work in these
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areas has continued apace since then, and some of the proposed models for LRD

traffic are covered in Section 2.9. A range of models which are not strictly LRD, but

which may be useful in modelling LRD traffic in practical situations have also been

proposed, and some of these models are given in Section 2.8.

Along with the property of long range dependence, VBR video has a number of

unique properties, which means that traffic models have been developed specifically

for VBR video sources. In Section 2.10 the most important of these video-specific

models are examined. It is worth noting that developing unique models for each

traffic type is not our preferred approach, but may be necessary in some cases.

Some of the common techniques used to calculate a simple estimate of network

performance for a given traffic model are presented in the final two sections of the

chapter. Effective bandwidths, discussed in Section 2.11, and the major focus of

Chapter 7, provide a simple technique for converting the capacity requirements of

a VBR traffic source into a single value. Effective bandwidths are based on large

deviations theory, and some of the other results obtained from large deviations theory

are presented in Section 2.12.

2.2 Measuring Performance in a Packet Network

Ultimately the performance of a communications network will be judged by the

Quality of Service (QoS) perceived by users. This end user QoS can be affected

by many factors outside of the control of the network operators. For example, the

quality of an MPEG-1 video stream, which has very limited error suppression capa-

bilities, will be perceptibly lower than that of a video service with error suppression

and correction capabilities built-in after both streams have been transported across

an inherently lossy network like the Internet. The differences in the perceived qual-

ity will obviously be affected by the performance of the transport network, but the

main differences will come from the nature of the service being transported.

Nevertheless, it is important to be able to quantify the performance of a network.

Some attempts have been made to quantify the quality of network performance in

terms of the perceived degradation in performance in a video stream carried across

the network [MRS96, YZ96]. More often, however, quantities that can be measured
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directly within the network are utilised as measures of quality. In the context of

traffic modelling, the most important queueing performance measures for telecom-

munications networks are (1) delay, (2) jitter (delay variation) and (3) packet loss

probability.

All of these measures can be related to queueing delay in a buffer. Overall end-

to-end delay is obviously influenced by other factors apart from buffering delay, but

factors such as routing delay and transmission delay are often outside the control of

network engineers. The component of delay that can be controlled is largely caused

by buffering. Jitter can be important, because some services can cope perfectly well

with a consistent delay, but not very well with fluctuating delays. Variations in delay

may be caused by different packets in a stream following different paths through the

network, but if consistent routing techniques are used, most variation in delay occurs

in buffering.

Each switch or router in a packet-switched network may contain one or more

buffering elements. A packet-switched network like the Internet can therefore be

viewed as a sequence of queues, and the basic building block in estimating end-to-

end performance is the performance of traffic in a FIFO single server queue (SSQ).

Within an individual buffer, there are three possible measures that are used in

estimating the probability that packets will be lost due to buffer overflow. These

are (1) the infinite buffer complementary queue length distribution, (2) the finite

buffer time congestion probability and (3) the finite buffer packet loss probability.

To evaluate the infinite buffer complementary queue length distribution we feed the

traffic through an SSQ with an infinite buffer, and consider the proportion of time

for which the amount of work in the buffer exceeds a given threshold. These in-

finite buffer queue length probabilities are sometimes also referred to as overflow

probabilities. The infinite buffer overflow probabilities are frequently used as an

approximation to the loss in a finite buffer system, even though the two values may

differ quite considerably [ITTH95, Hey98, LM99]. The finite buffer time conges-

tion is evaluated by considering a discrete-time SSQ with a finite buffer of length

x and considering the proportion of time samples in which one or more cells must

be discarded because it arrives at a buffer which is already full. The packet loss

probability is simply the proportion of cells supplied to the finite buffer that must be
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Figure 2.1: Different estimates for loss.

discarded. This value will differ from the finite buffer time congestion value as, in

general, there will not be exactly one cell fed into the buffer for every time sample.

Figure 2.1 illustrates the different measures of cell loss in a single queueing

scenario. In each of the three cases an Ethernet data trace captured at The University

of Melbourne is fed into an SSQ with service rate C = 500. This trace has mean

µ = 175:238, variance σ2
= 16994 and Hurst parameter H = 0:8. This Ethernet

trace is examined in greater detail in Section 5.6. Note that the different measures

for probability of loss give significantly different results. In this case, the different

measures give results up to an order of magnitude apart. Also observe that, although

the probability of the workload in the infinite buffer exceeding x is greater than the

finite buffer time congestion for all values of x, the packet loss probabilities exceed

the infinite buffer overflow probabilities for some cases. A comparison of the major

performance measures in infinite and finite buffer queues is presented in [Hue98].

2.3 Traffic Models

For a variety of reasons, it is desirable to be able to accurately gauge the response of

a network to a given set of circumstances. In general, network operators prefer not
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to carry out these experiments using live traffic from real customers and so the need

for network modelling arises.

The methodology that yields the most accurate results is to construct a com-

plete network, and feed it with measured traffic streams. Naturally, this type of

modelling is laborious, time-consuming and extremely expensive. The costs and ef-

forts involved can be somewhat reduced by replacing the network being tested with

some sort of simulation model. This can be done either by creating a simple math-

ematical model of key network elements, e.g. by replacing a network router with a

single server queue, or by replacing measured traffic with a random process as the

traffic source, or both. For example, Rose [Ros97] presents an analysis of the per-

formance of real MPEG traffic streams when fed into a single server queue, giving

an indication of network performance when exposed to this traffic type without the

requirement to actually have a network into which the traffic may be fed. Other re-

search [AK99] has suggested that results derived from recorded traffic traces are not

necessarily accurate, as real network sources will react to the status of the network,

but a recorded trace is obviously incapable of reacting.

As well as modelling the devices in the network, it is also possible to develop

models of the amount of traffic being carried by those devices. Techniques for cre-

ating these models are the main focus of this chapter, and specific traffic models, are

the subjects of this dissertation.

When developing models to replace measured traffic, it is desirable to create

mathematical models that generate similar performance to real traffic. If this can

be done, large scale traffic measurements can be reduced to the evaluation of a few

parameters, combined perhaps with some indication of how their values typically

evolve over time. If the model is sufficiently simple, the performance of the network,

or at least of elements within it, can be evaluated analytically. Alternatively, the

mathematical model can be used as a source of traffic to be fed into simulation

models, either using real network devices or models of those devices.

The models developed in this work are in this class, i.e., they are mathematical

models which give similar results to those generated by real network traffic. A good

model of this type is a stochastic process that satisfies the following criteria:

1. It is defined by a small number of parameters.



2. Traffic Models for VBR Traffic Sources 19

2. If these parameters are fitted using measurable statistics of an actual traffic

stream the following will be achieved:

(a) the first and second order statistics including the autocovariance function

of the stochastic process (the model) will match those of the actual traffic

stream, and

(b) if fed through a single server queue (SSQ), performance results for the

model will accurately predict those of the real traffic stream fed into an

identical SSQ. This must be true for a wide range of buffer sizes as well

as for a wide range of service rates.

3. It is amenable to analysis.

If the process also parallels the nature of the traffic that is being modelled, this will

give maximum confidence in its usefulness. Such a model provides a compromise

between simplicity and accuracy. The main candidates for the measurable statistics

to which the model could be fitted are discussed in the next section.

Models of this type tend to focus on the network layer, without any assumed

knowledge of the higher layers in the protocol stack. This means that our models,

and indeed most mathematical models for packet network traffic largely ignore the

congestion control and flow control mechanisms which may be available at the trans-

port layer or higher layers of the protocol stack. Mathematical traffic models are the

most general, but they may provide only limited insight into the exact interactions

between protocols.

Some practitioners have particular concerns with mathematical models that do

not account for retransmissions resulting from packet losses being detected at higher

layers. We would argue that, assuming the dimensioning problem is solved, and ad-

equate capacity has been provided, packet losses should be low, and retransmitted

packets should form only a small fraction of the total traffic load. A second con-

cern is that when a model is fitted to a measured traffic stream, the measured traffic

may include retransmissions, leading to the traffic load being over-estimated. In this

case, the capacity required to serve the traffic may also be over-estimated. From a

user perspective, it is clearly preferable that we provide too much capacity rather

than too little, so, as long as the degree of over-dimensioning is not so great as to
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make provision of capacity uneconomic, this would in fact be a desirable outcome.

If necessary, a second iteration of dimensioning can be made using the traffic on the

over-dimensioned link, which will presumably be minimally impacted by retrans-

missions, in order to give a more accurate solution.

Perhaps the most problematic of the higher layer protocols is the TCP protocol,

which is the most widely used transport layer protocol in the Internet. Individual

TCP sources transmit at rates that are dependent upon, among other things, the level

of congestion in the network. A number of attempts have been made to model the

TCP protocol, including [PFTK98]. Some of the impacts of self-similarity on end-

to-end performance in the Internet are examined in [PKC97]. We assume that the

traffic flows we examine are sufficiently aggregated for the dynamics of individual

TCP sources to have little impact.

Scenarios that are more complex can be addressed through simulation modelling.

Ryu [Ryu99] suggests that in a modern computing environment, simulation models

are almost as simple to use as analytic models. However, as Pawlikowski, Jeong and

Lee [PJJSR02] have recently highlighted, simulation results are often abused, and

care must be taken in their derivation.

Even though simulation may be relatively simple, the simulation of rare events,

such as cell loss probability in an ATM network nevertheless requires considerable

computing power if brute-force techniques are used. Simulation of heavy tails and

long range dependent processes adds extra difficulty to the process [CL97, RYV99].

However, the efficiency of simulation models can be improved through the use of

efficient simulation techniques [HT98, Sad93, THFD98], such as importance sam-

pling [LV99, Rid96] and so-called RESTART methods [VAVA91]. Ishizaki [Ish99]

presents a method for speeding up the simulation process for queues fed by periodic

sources.

Liu et al. have noted that, as the size and complexity of networks increases,

packet-level simulation becomes more complex [LFG+01]. The transmission rates

of networks are also increasing, however increasing computing power is more or less

keeping pace with the increase in network speed (see [ESE99, CO02] for discussions

on this). Importance sampling and RESTART methods provide some assistance in

keeping pace with the increasing simulation loads. Another method used to speed up
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simulations is to abstract the traffic. Fluid flow models, as first proposed by Anick,

Mitra and Sondhi [AMS82] simplify simulations in this way, by ignoring the finest

time scales, and modelling an aggregate packets as a (variable rate) fluid flow.

2.4 Typifying Traffic Streams

Completely specifying an empirical traffic stream is not a trivial task. In fact, it is

shown in [JLS97] and [TDL98] that even specifying the marginal distribution and

autocorrelation function of a process may still not be sufficient to guarantee accurate

prediction of queueing performance results. It is desirable to distill information

about a measured traffic stream into a small number of statistics that will accurately

represent the traffic. Using those statistics, combined with an appropriate stochastic

process fitted to those measured statistics, it should be possible to produce sequences

of values that have similar properties to those of the measured stream.

The list of important statistics will include the mean and variance. The mean will

clearly affect the queueing performance of the traffic; for a fixed service rate, the

higher the mean, the higher the loss probability. Considering a bufferless queueing

system in discrete time can demonstrate the importance of the variance. In this

case, the probability of loss will be given by the probability that the amount of

work arriving in an interval exceeds the amount of work that could be served in

that interval. For a fixed mean arrival rate and constant service rate, the larger the

variance, the larger this loss rate will be.

In queue with buffer length greater than zero, the correlations between succes-

sive intervals will also impact on the queueing performance. Speaking in extremely

general terms, the higher the correlation, the more likely it is that there will be two or

more intervals containing “excessive” amounts of work which are sufficiently close

to each other in time that the backlog built up in the queue will not have cleared

by the time the next heavy workload time interval arrives. A range of summary

measures of the correlation exists, and these are discussed below.
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2.4.1 Measures of Correlation in SRD Processes

Consider a stationary, ergodic discrete time arrival process Ai; i � 0 with mean µA.

Define the autocovariance function of Ai as

ρ(k) = Cov(Ai;Ai+k) = E [(Ai�µA)(Ai+k�µA)] : (2.1)

We are particularly interested in observing how this process evolves with k.

We start by examining the long term variance, which is the variance of the

amount of work that arrives during a long period of time (many time intervals).

In other words, we consider the variance of the amount of work arriving in n con-

secutive intervals:

V (n) = Var

 
n

∑
k=1

Ak

!
: (2.2)

Of particular interest is the limit: v = limn!∞V (n)=n: We call this limit the

Asymptotic Variance Rate (AVR) [AZN95]. The AVR is related to the autocovari-

ance sum, S. The AVR is defined as

v = lim
n!∞

V (n)
n

= σ2
+2S =

∞

∑
k=�∞

Cov(An;An+k): (2.3)

Also note that the widely used index of dispersion for counts [AMP94, Gus91,

HL86], denoted Ic, is related to the AVR by v = IcE(An).

2.4.2 Self-similarity and Long Range Dependence

Analysis of measured traffic streams taken from a wide range of sources has shown

that many traffic sources show a correlation structure that decays more slowly than

exponentially. These slowly decaying correlation structures have been shown in

VBR video [BSTW95, GW94a], Ethernet LAN traffic [LTWW94, WTLW95], MAN

traffic [AZN95] and general Internet WAN traffic [PF95, FGWK98]. With traffic

streams of this type apparently cropping up everywhere, self-similar traffic caused

a stir in the traffic engineering community, and by 1996 it was possible to publish a

bibliographical summary of the field that included some 420 references [WTE96].

This slow decay in autocorrelation can be related to the concept of self-similarity.

The concept of self-similarity was first applied to communication systems by Man-

delbrot in 1965 [Man65]. Despite this rich history, there is not yet universal agree-

ment on the exact details of which terminology is appropriate for which types of
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processes. However, the definitions below are commonly used, and follow those

given in [TG98a].

A strictly self-similar process is one for which aggregation has no impact on the

nature of the process. If we take a discrete-time process Xt and consider the related

process given by

X (m)
t =

1
m
(Xtm�m+1 + : : :+Xtm) ; m 2 [1;2; : : :) (2.4)

then Xt is strictly self-similar with parameter H if Xt and (1=m1�H
)X (m)

t are identi-

cally distributed.

A less strict definition is that of second-order self-similarity. Define Xt to be a

stationary process with finite mean and variance, and define X (m)
t derived from Xt as

in Equation (2.4). The autocovariance functions of these two processes are defined

as:

b(k) = Cov(Xt+k;Xt) = E [(Xt+k�E(Xt))(Xt �E(Xt))]

and

bm(k) = Cov(X (m)

t+k ;X
(m)
t ) = E

h�
X (m)

t+k �E(X (m)
t )

��
X (m)

t �E(X (m)
t )

�i
:

The process Xt is exactly second-order self-similar if

bm(k) = b(k)m2(H�1)
; 0:5 < H < 1;k � 0;m� 2: (2.5)

Finally, there is the concept of asymptotic second-order self-similarity. A num-

ber of subtly different definitions can be used for asymptotic second-order self-

similarity, depending on the sense in which the asymptote is taken. A process Xt

can be said to be asymptotically second-order self-similar if

bm(0) = Var(X (m)
t )� cm2(H�1)

; (2.6)

for 0 < c < ∞ and m!∞. The terminology of asymptotic equivalence is used here.

The expression f (x)� g(x) is used to represent limx!∞ f (x)=g(x) = 1. We shall use

the term asymptotic self-similarity as shorthand for asymptotic second-order self-

similarity.

This property of asymptotic self-similarity is closely related to long range depen-

dence [Cox84]. A process Xt is long range dependent (LRD) if its autocorrelation
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function decays hyperbolically, rather than exponentially, i.e. if b(k) � k2(H�1) for

k ! ∞, rather than b(k) � ρk for k ! ∞. An equivalent definition for long range

dependence is that used in [RMV96] which gives that a process Xt is long range de-

pendent if its autocovariance sum is infinite. Note that by the relationships expressed

in 2.3, if the autocovariance sum is infinite then the AVR and index of dispersion for

counts will also be infinite. An infinite autocovariance sum is also a requirement for

second order self-similarity.

Clearly, if a traffic stream is self-similar (in some sense of the term) the mea-

sures of correlation given in the previous section are not useful, and other mea-

sures must be found. A commonly used measure of the degree of correlation in

such processes is the Hurst parameter, which is the value H in the definitions given

above. H 2 (0:5;1:0] in positively correlated LRD traffic streams. H = 0:5 for traffic

without LRD (short range dependent, or SRD traffic) and, for stationary sequences,

H = 1 only in the case where all successive traffic values are identical. Generally,

the higher the value of H, the higher the level of autocorrelation, the burstier the traf-

fic and the worse the queueing performance. Note that realistic traffic streams are

often only asymptotically second-order self-similar, with the Hurst parameter de-

scribing only the long term correlations in a stream. Even for traffic streams which

are asymptotically self-similar, it is quite possible for the queueing performance of a

given traffic stream to be dominated by the effects of short term correlations, which

are not adequately captured by the Hurst parameter.

Figure 2.2 illustrates the impact of the Hurst parameter H on queueing perfor-

mance. We consider infinite buffer SSQs fed by self-similar Gaussian processes,

also known as fractional Brownian motions or FBMs (see Section 2.9.3 below for

fuller description of FBM processes), and estimate the infinite buffer overflow prob-

abilities for a range of threshold values. In each case the service rate of the queue

is C = 550. The FBM processes have the same mean and variance values, namely

mean µ = 175:238, and variance σ2
= 16994. The values plotted are generated us-

ing the formula for self-similar Gaussian processes given in [AZN98]. We observe

that, for all but the smallest buffer sizes, as the Hurst parameter, H, increases, the

queueing performance becomes worse.

It has been shown [FG95] that when two asymptotically self-similar processes
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Figure 2.2: Impact of Hurst parameter on queueing performance.

are merged the resulting process is also asymptotically self-similar, and will have a

Hurst parameter equal to the maximum of the Hurst parameters of the two contribut-

ing processes. Studies such as [GAS00] have shown that self-similarity in a stream

is not removed by leaky bucket flow control mechanisms. These results indicate that

self-similarity is a pervasive property, which is easily shared between streams, and

not easily removed once present.

2.4.3 Estimating the Hurst Parameter

The Hurst parameter, H, for a given sequence can be calculated using a number of

different methods [Ber94, Dal99, LHKP98, TT98, WTLW95]. Beran [Ber94] and

Taqqu and Teverovsky [TT98] provide particularly thorough summaries of the avail-

able techniques. Regardless of the estimation technique used, finding the value of

H in a finite sample set is always problematic. It is very difficult to correctly dis-

tinguish a non-stationary process from one that is long range dependent [DLO+94].

Strictly speaking, the value of H is defined only for the largest time scales in the set,

but obviously there are can only be a small number of samples at these time scales.

There is always a compromise between finding enough samples to give a reliable
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estimate, and the need to consider the largest possible time scales.

If we consider the definition of asymptotic second-order self-similarity given in

Equation (2.6) above, a simple technique for estimating the Hurst parameter be-

comes apparent. If we take the series in question, divide it into non-overlapping

blocks of size m, and average over each of the blocks, then we can calculate an

estimate for Var(X (m)
t ). Given that Var(X (m)

t ) � cm2(H�1), then, asymptotically,

log
�

Var(X (m)
t )

�
vs log(m) will be linear, with slope 2(H � 1). A similar tech-

nique to this one is used in [NAZH95] to identify the Hurst parameter in measured

traffic streams. Although intuitive, variance-time techniques like this are evaluated

in [Kru01], and are shown to falsely identify SRD processes as being LRD.

The ability of various techniques to evaluate the Hurst parameter in simulated

exactly second order self-similar similar processes is tested [TTW95]. Estimation

methods for the Hurst parameter in synthetic FARIMA series having different short

range dependence structures are evaluated in [TT98]. Although measured traces

are usually assumed to be stationary, there is no guarantee that this is the case.

In [MD00] techniques for estimating the Hurst parameter in the presence of non-

stationary effects, such as level shifts or linear trends, are evaluated.

It has been noted [AVF98] that the properties of self-similar traffic appear to

make it amenable to techniques based on multi-resolution analysis [Mal89]. Par-

ticular success has been achieved with a wavelet estimator has been proposed in

[AV98, AVF98, VA99]. This estimator has been shown to be an unbiased estimator

of the level of self-similarity in a process that has Gaussian innovations [VA99], and

has the advantage of being able to be implemented as an on-line estimator [RVA98].

The Abry-Veitch wavelet estimator is evaluated in [XT00] and shown to be prone to

over-estimating the Hurst parameter in traffic streams containing strong short range

dependencies.

Vidács and Virtamo make use of similar ideas to develop a maximum likeli-

hood estimator based on a geometric sampling scheme in [VV00]. They claim that

their geometric scheme gives estimates of H with smaller variance and bias than the

Abry-Veitch wavelet estimator of [VA99] for simulated fractional Brownian motion

streams. Other maximum likelihood techniques are considered in [DT93, Nin95,

VV99].
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2.5 Short Range Dependent Traffic Models

Most models used in packet switched networks are models of the arrival process,

i.e. a model that gives samples representing the amount of work arriving at a buffer

in a given (usually fixed size) interval. Some literature has presented models of

inter-arrival times, and connection durations. A comparison of a variety of inter-

arrival processes and their ability to model Internet arrivals is given in [HLF98].

The summary below focuses on models of the arrival process.

Short range dependent models are random processes that have finite autocovari-

ance sum. They are, by definition, not long range dependent, as their autocovariance

function decays exponentially with increasing lag. Nevertheless, they are consider-

ably more tractable than long range dependent models, and so are extremely useful

in a variety of applications.

It is also possible to argue, as in [GB96, GB99, RE96], that for finite buffer

queueing systems, any correlations across time intervals larger than a time scale

associated with the buffer length will have no effect on the queueing performance.

In these systems, it is reasonable to assume that any queueing losses must be caused

only by the shorter term correlations and the longer term correlations (which may

well reflect the property of long range dependence) have little or no bearing on the

performance of the system.

2.5.1 On-Off Models

In models of this type, a traffic source alternates between two states: on and off.

During an on period the traffic is generated (transmitted) at a constant rate r, and

during the off period no traffic is generated. The lengths of the on and off periods are

independent. The lengths of the on periods are drawn from a common distribution

with mean µon, and the lengths of the off periods are drawn from another common

distribution (possibly different to the distribution of on times) with mean µoff , usually

different from the distribution of on periods.

The probability that the process is in the on state is given by:

Pon =
µon

µon +µoff
: (2.7)
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Let Xt be a process representing the state of the process at time t with Xt = 1 and Xt =

0 denoting the process being on and off at time t respectively. Let Rt be the process

representing the rate of the on-off process at time t. Clearly, Rt = rXt . Because the

random variable Xt is a Bernoulli random variable with parameter Pon, the mean of

Rt is given by E(Rt) = rPon and its variance is given by Var(Rt) = r2
(Pon)(1�Pon).

If we assume that the on and off periods are exponentially distributed, then re-

sults for the densities of the amount of work arriving in any time interval t can also

be obtained [RMV96].

In most cases traffic is not modelled using a single on-off source; rather the total

traffic requirements of a group of on-off sources is more usually considered, as in

[BML+91, KS97]. A fluid flow model based on multiple on-off sources sharing a

single buffer was one of the earliest models proposed for modelling network packet

flows [AMS82]. An on-off or “packet train” source model was proposed for LAN

traffic modelling in [JR86]. In [WTSW97] this model was extended, and it was

shown that under certain conditions the superposition of multiple on-off sources

could yield a process that was self-similar in nature. This possibility will be dis-

cussed further in Section 2.9.1.

2.5.2 Markov Modulated Models

The first proposed models for data in packet networks were based on Markov chains

and other Markovian processes. These models are described in Chapter 3 of [Sch96]

and throughout [RMV96] and the references contained in both books. A very brief

summary of the most commonly used models of this class is presented here.

In a Markov modulated process, the instantaneous arrival rate is determined by

the state of an embedded Markov chain. Markov modulated processes can be clas-

sified as either continuous time or discrete time, and according to whether or not

group (or batch) arrivals are permitted. The most used Markov modulated processes

are:

� Markovian Arrival Process (BMAP) - continuous time with batch arrivals

[Neu92, KKSC02];

� Markov Modulated Poisson Process (MMPP) - continuous time with single
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arrivals [HL86, Neu81, SS98, ZR86a, ZR86b];

� Discrete-time Batch Markovian Arrival Process (D-BMAP) - discrete-time

with batch arrivals [Blo93];

� Markov Modulated Bernoulli Process (MMBP) - discrete time with single ar-

rivals [Blo93].

To specify a Markov modulated process, it is necessary to define the transition

rates of the embedded Markov chain, as well as the arrival rate at each state. By

setting the numerical values of the transitions rates and the arrival rates, it is possible

to define different correlation patterns; therefore, it is possible to mimic different

processes. Markov modulated processes are short range dependent processes.

Markovian models are most useful due to their relative simplicity. However,

they cannot be applied to all traffic types. In particular, pure Markov models can-

not represent strong correlations in an arrival process. Several techniques have been

proposed to create models which are in some sense Markovian, but which can cap-

ture the more complex properties of real traffic [Her93, Ros99, AB00]. In [AB00],

for example, Ang and Barria propose a Markov-modulated Brownian motion as a

model of network traffic.

Although analytical techniques exist for Markovian models, the computational

complexity involved with these models can expand rapidly, particularly in scenar-

ios where a large number of sources must be considered [SS98]. This complexity,

combined with the limits under which Markovian models can be applied, leads us to

consider other possibilities.

2.5.3 Autoregressive Models

The autoregressive model of order p is denoted as AR(p) and has the form:

Xt = φ1Xt�1 +φ2Xt�2 + : : :+φpXt�p +bεt ; (2.8)

where εt is white noise, the φ j values are real numbers and the values Xt are the

outputs of the process. This is often expressed more succinctly by defining a lag
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operator B as Xt�1 = BXt , and defining the polynomial Φ(B) = 1� φ1B� φ2B2�
: : :�φpBp. Using these definitions, the AR(p) process can be written as

Φ(B)Xt = bεt: (2.9)

The autocorrelation ρk is given by

ρk = φ1ρk�1 +φ2ρk�2 + : : :+φpρk�p: (2.10)

This autocorrelation function will decay exponentially, meaning that the AR(p) pro-

cess is unable to capture autocorrelation functions that decay at a rate slower than

this.

In general εt may be any random process, but if we take εt to be a Gaussian

process with mean η and variance σ̃2 then fitting the AR model to a real traffic stream

can be simplified. In order to characterise real traffic, it is necessary to find the best

fit for the parameters φ1; :::;φk; b; as well as η and σ̃. On the other hand, it has been

shown in [AZ94c] that in any Gaussian process only three parameters are sufficient

to estimate queueing performance. It is therefore sufficient to reduce the complexity

involved in fitting all the parameters required for a kth order autoregressive model

and use only the first order autoregressive process. In this case we assume that the

Xt process is given by

Xt = aXt�1 +bεt ; (2.11)

where εt is Gaussian with mean η and variance σ̃2, and a and b are real numbers with

jaj< 1. An auto-regressive Gaussian process of this type was proposed as a model

for a single VBR video stream in [MAS+88a]. (In [MAS+88a] σ̃2
= 1.) An analytic

expression for the queueing performance of this process is given in [AZ94b].

2.5.4 Autoregressive Moving Average Models

The Autoregressive Moving Average model of order (p;q) is denoted as ARMA(p;q)

and has the form:

Xt = φ1Xt�1 +φ2Xt�2 + : : :+φpXt�p + εt �θ1εt�1�θ2εt�2� : : :�θqεt�q: (2.12)

If we define B and Φ(B) as in the previous section and Θ(B) = 1� θ1B� θ2B2�
: : :�θqBq then this can be represented as

Φ(B)Xt = Θ(B)εt: (2.13)
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The autocorrelation function of the ARMA(p;q) can be calculated for all k, but

for k > q the auto-correlation of the ARMA(p;q) model is identical to that of the

AR(p) process as given in Equation (2.10). Thus, the ARMA(p;q) is also incapable

of representing processes with autocorrelation functions that decay at a rate slower

than exponential.

2.5.5 Autoregressive Integrated Moving Average Models

The Autoregressive Integrated Moving Average model of order (p;d;q) is denoted

as ARIMA(p;d;q) and is an extension of the ARMA(p;q) which is obtained by

allowing the polynomial Φ(B) to have d roots equal to unity. The rest of the roots

lie outside the unit circle. The ARIMA(p;d;q) has the form:

Ψ(B)5d Xt = Θ(B)εt; (2.14)

where 5 is a difference operator defined by 5Xt = Xt �Xt�1 = (1�B)Xt.

When d is an integer, the ARIMA(p,d,q) is a strictly SRD process. However, it

is possible to extend the ARIMA model to a LRD form by considering a fractional

value of d. This forms the fractional ARIMA process discussed in Section 2.9.5.

2.5.6 General Gaussian Models

Gaussian models are of particular importance because, by the Central Limit Theo-

rem, the probability distribution of the sum of a large number of independent iden-

tically distributed random samples will converge to a Gaussian distribution as the

number of samples grows. If we consider the amount of traffic arriving at a buffer

in an interval, and consider this traffic to be made up of a large number of individual

component traffic streams, all independent of each other, then we could reasonably

expect that the total amount of traffic arriving in an interval would be Gaussian dis-

tributed [Add99, Kur96]. Note that this convergence to Gaussian marginals does not

proscribe the correlation structure of the process, which may be SRD or LRD.

Autoregressive models with Gaussian increments, as discussed in Subsection

2.5.3, are one form of Gaussian model, but it is possible to derive queueing results

for Gaussian processes without relying on the properties of autoregressive processes.
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Analytic estimates of queueing performance results for Gaussian processes without

long range dependence are derived in [AZ94a, CS98a, CS98b].

For SRD Gaussian processes, the tail of the overflow probability (or the unfin-

ished work distribution) in an infinite buffer SSQ is exponential. By [AZ94a], it can

be approximated by

Pr(Q∞ > x)� c̃es�x
; x > 0; (2.15)

where s� = 2m
v , c̃ =�s�ψ(�m;σ)=erf

�
�mσ=(v

p
2)
�
; and

ψ(x;σ) =
σp
2π

e�
x2

2σ2 � x
2

erfc

�
x

σ
p

2

�
: (2.16)

The function ψ(m;σ) represents the mean of the random variable X+, where X is a

normally distributed random variable with mean �m and standard deviation σ. In

calculating the unfinished work distribution, the value m is the mean net arrival rate,

E(An)�C, where C is the constant service rate of the SSQ. The result obtained for

the rate of the tail s� is exact while the result obtained for weight of the tail is an

approximation.

The critical three traffic parameters in determining the performance of Gaussian

traffic are the mean arrival rate, E(An); the variance, σ2; and the asymptotic variance

rate (as defined in Equation (2.3)), v. These three parameters are additive in the sense

that the parameters for traffic formed by aggregating two streams can be obtained by

adding the parameters of those streams.

Cases where the marginal distributions are Gaussian in nature, but the correla-

tions are heavier are discussed in Section 2.9.3.

The Ornstein-Uhlenbeck Model

The Ornstein-Uhlenbeck model is a form of Gaussian traffic model which can be

considered as a continuous time approximation for the superposition of a large

number of identical, independent rate processes with an exponential autocorrela-

tion function. This model was introduced to traffic modelling in [KM91, SV91].

The Ornstein-Uhlenbeck model is obtained as the limiting case for a large num-

ber of on-off processes being multiplexed together when the on and off periods are

exponentially distributed.
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Let Bt be the rate process and let Bt be a continuous process satisfying the

stochastic differential equation

dBt =�β(Bt �m)dt + γdWt : (2.17)

Wt is the standard Brownian motion. An equivalent definition is to write Bt as Bt =

m + γUt where Ut is the Ornstein-Uhlenbeck diffusion process with parameter β

given by

dUt =�βUtdt + γdWt : (2.18)

This gives

Ut =U0e�βt
+

Z t

0
e�β(t�s)dWs: (2.19)

It can be shown [RMV96] that the amount of work arriving in an interval of

length t, given by At =
R t

0 Bsds is Gaussian distributed. This confirms our expec-

tation (through the central limit theorem) that the amount of work arriving from a

large number of independent sources in a given time will tend towards a Gaussian

distribution.

2.6 Impact of LRD on Queueing Performance

While the short range dependent traffic models discussed in the previous section

are significant for their tractability, they cannot capture the long range dependencies

present in real packet data traffic. Some authors have argued [GB96, GB99, RE96]

that this is not necessarily a serious limitation, and there are certainly cases where a

short range dependent model is adequate. Section 2.8 contains information on some

proposed models, which, although they are strictly SRD processes, can simulate

LRD behaviour over a finite range of time scales.

Figure 2.3 shows results from a simple experiment which demonstrate that long

range dependence will impact upon queueing performance. Figure 2.3 shows queue-

ing performance results for a measured Ethernet trace, and the effects of shuffling

of that trace on performance. Full details of the trace are given in Section 5.6. The

trace has mean µ = 175:238, variance σ2
= 16994 and Hurst parameter H = 0:8.

All curves in the figure show packet loss probabilities, as described in Section 2.2

above.
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The curve labelled Original shows the packet loss probabilities for the measured

trace when it is fed through an SSQ with service rate C = 300. The other curves in

Figure 2.3 show the impact of different types of shuffling on the loss probability of

the trace. By shuffling the trace, the same marginal distribution is maintained, while

parts of the correlation structure are altered. The Shuffled curve shows the loss prob-

abilities when the trace is completely shuffled, i.e. the entire correlation structure

is removed. In producing the Local Shuffle curve, the trace is broken into blocks of

25 samples. The samples are shuffled within each block, removing the short-term

correlations, but the blocks are left in order, conserving the long-term correlation

structure. The reverse is true of the trace used to generate the Block Shuffle loss

curve. As in the previous case, the original trace is broken into blocks of 25 sam-

ples. In this case, the order of the samples within the blocks is preserved, conserving

the short-term correlations of the original trace, but the blocks are shuffled, removing

the long-term correlations.

It is observed that, for this case, when the short-term correlations are removed

(in Local Shuffle) the loss probabilities are very similar to those of the original trace,

indicating that the short term correlations are not particularly significant in this case.

On the other hand, when the long-term correlations are removed, as shown in Block

Shuffle the loss probabilities are significantly changed. This demonstrates that the

long-term correlations observed in real traffic traces can significantly impact on the

performance of networks carrying that traffic.

Figure 2.3 is essentially a reproduction of Figure 6 from [ENW96], except gen-

erated using a different data trace. Andersen and Nielsen [AN00] argue that there

are strict limits to how generally results such as this one can be applied, but it seems

clear that long range dependence will affect queueing performance.

The results shown earlier, in Figure 2.2, also illustrate that, in general, the more

heavily LRD the input process is, the worse the queueing performance. Thus the

presence or otherwise of long range dependence in a traffic stream has a significant

impact on the queueing performance, and the degree of long range dependence, as

reflected in the Hurst parameter H is also significant.
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Figure 2.3: Effect of the correlations in an Ethernet traffic trace on queueing perfor-
mance.

2.7 Heavy Tails

It has been suggested [WTSW97, WPT98] that the root cause of long range de-

pendence in aggregate data traffic streams is that the individual sessions making

up that traffic have durations drawn from a heavy-tailed distribution. Several studies

[CB97, CTB98, JBC97, JCB97, PKC96] have shown that the distribution of the files

transferred across the Internet is indeed heavy-tailed.

A heavy-tailed distribution is one that has a complementary distribution function

that tends toward zero more slowly than any exponential. A working definition for

a heavy-tailed distribution is given as follows. Consider a random variable with

complementary distribution function F̄(x) = Pr(X > x). If

F̄(x)� L(x)x�α 0 < α < 2; (2.20)

where L(x) is a slowly varying function, then this distribution is heavy tailed. Sub-

exponential distributions form a sub-class of heavy-tailed distributions [GJL99].

Heavy-tailed distributions give a significant probability of extremely large values

being produced. Heavy-tailed distributions with hyperbolic complementary distri-

bution functions also have infinite variance.
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The simplest heavy-tailed distribution is the Pareto distribution, which is power-

law over its entire range. The Pareto distribution was first proposed by Pareto as

a model for the distribution of income levels within an economy, and later used in

a variety of fields [JKB94]. The complementary distribution function of a Pareto-

distributed random variable, X , is given by

Pr(X > x) =

(�
x
δ
��γ

; x� δ,

1; otherwise,
(2.21)

δ > 0. All moments for ` � γ are infinite. This means that for 1 < γ � 2, the

Pareto distribution has finite mean, but infinite variance. For γ > 1, the mean of X is
δγ

(γ�1) . A comparison between a heavy-tailed Pareto distribution and an exponential

distribution is made in Section 4.2.

It is possible to use mixtures of distributions that do not have heavy tails to

create a heavy-tailed distribution. If, as in [FW98, RB97, SS99], this is done using

a mixture of exponentials, analytical results can be derived, at least over a limited

range of interest, something that may not be possible at all if a truly heavy-tailed

distribution is used.

2.8 Pseudo-Self-Similar Models

It is possible to generate processes which are strictly short range dependent, but

which exhibit correlations over sufficiently long periods as to be indistinguishable

from truly long range dependent processes. These models are theoretically incapable

of matching the correlations of a truly LRD process for all time scales. However in

practical situations, such as where loss from a finite buffer is considered, only a

finite range of time scales may have measurable impact on the outcomes, and so the

differences between SRD and LRD results become negligible.

In [AZN95] a superposition of two AR(1) processes is used to generate pseudo

self-similar traffic. One of these two processes has its a coefficient (see Equation

(2.11)) very close to one (e.g. a = 0:9999). The other AR(1) process is stable (e.g.

a = 0:75). This way the slope of the log-log variance time curve in the superposition

traffic can be set to any number between one and two (recall that the Hurst parameter

is half the value of that slope at the limit) for an arbitrarily set period of time. This
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means that we can set the range within which the correlation is heavy can be set

to be as long as is required. It has been demonstrated by queueing simulations

[NAZH95] that if such a process is fed into an SSQ, it leads to performance equal

to that obtained by feeding the same queue with a traffic model based on FBM with

the same mean, short term variance and the Hurst parameter.

A different approach, also based on mixtures of autoregressive processes is pro-

posed in [LR97], and applied to the modelling of Internet traffic in [YC99]. In this

approach, different autoregressive processes are applied at different time scales.

Similar ideas can be applied to generate a pseudo self-similar process based on

Markov modulated processes [And95, AN98, RB96, YS99]. For example, in [YS99]

a four-state MMPP is fitted to a range of SRD and LRD processes and is shown to

give a good matching with all processes. Andersen and Nielsen [AN98] show that

a mixture of M two-state MMPPs can match the correlation structure of an LRD

process across a range of time scales. By increasing M, this matching is possible

for an arbitrarily large range of time scales, meaning that although this process is

not strictly LRD, it can be used to model LRD traffic for all practical purposes. In

[SV00] it is shown that, as M !∞ this mixture of MMPPs converges to a fractional

Brownian motion.

In general terms, these pseudo self-similar models use a sum of exponentials to

approximate an autocovariance function that decays as a power law. As the sample

size increases, the number of terms required in the sum of exponentials will tend to

infinity. Although a matching over a limited range of interest is possible, creating an

SRD process that accurately mimics the behaviour of an LRD process over a wide

range of time scales is practically impossible.

However, pseudo self-similar models do have an advantage in that they can rep-

resent both short term and long term correlation behaviour within a single frame-

work. Many real traffic sources have short term correlations that are inconsistent

with their asymptotic behaviour over long time scales. The Hurst parameter, H,

will be fitted to the LRD components of the traffic, but the SRD elements may

be neglected, and may have a significant impact on the performance of the traffic.

Pseudo self-similar models, although more complicated, can capture these distinct

behaviours within a single model.
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2.9 Long Range Dependent Traffic Models

Although it is often possible to devise a short range dependent process that mimics

the behaviour of long range dependent traffic over a limited range of time scales,

models that are truly long range dependent will clearly have a greater level of flex-

ibility. It is also important to note that the queueing performance of long range

dependent traffic can be radically different from that of short range dependent pro-

cesses (see [ENW96, Nor95, TG98b, TM00] for just a few examples). However, the

other side of this argument is presented in [GB99, GGLR01, HL96, RE96], which

indicate that, for most practical purposes, LRD has only a minor impact on loss

probabilities.

Long range dependent processes have been explored in a number of contexts, but

most development in the telecommunications arena has occurred over the past five

to seven years. It has been suggested, e.g. in [WP97, WTLW95, WTSW97], that

the LRD nature of data traffic occurs as the result of the hierarchy of protocols in

most data networks. In [LHL99] a hierarchical model for data traffic is proposed as

means to potentially gain better insight into the causes of the phenomena frequently

observed at the link layer. Other models of LRD link layer traffic do not consider

the hierarchy of higher layer protocols. A review of these models for LRD link layer

traffic is given in the subsections below.

2.9.1 Heavy-tailed On-Off Processes

The traditional on-off processes described in Section 2.5.1 assume finite variance

distributions for the durations of on and off times. As a result, when large numbers

of such sources are aggregated, significant correlations are only possible over the

short range. However, if the distribution of the on and/or off times is permitted to

have a heavy tail, i.e. infinite variance, then an on-off process will be long range

dependent [HRS98]. The superposition of many such sources will also exhibit long

range dependence [LTG95, Wil95, WTSW97, WPT98].

In practice, we know that the distribution of sessions in real Internet applications

has a heavy tail (see the summary in Section 2.7), and it has also been shown that

the total aggregate traffic produced by these sessions typically shows long range
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dependence [PF95]. Thus, heavy tailed on-off processes can be seen to capture both

the cause and effect of LRD in Internet traffic.

On-off sources with heavy-tailed on-state holding times are also considered in

[Box96, BRSV96, CW97, HRS97] and queueing performance results are given. In

[GGP98] on-off sources with heavy-tailed off -state times are considered and shown

to provide an acceptable model for LRD measured traffic traces. In [LM99] the

aggregation of on-off processes with or without heavy tails are considered, and the

multiplexing gain possibilities are explored.

The total traffic from a set of N on-off sources with heavy-tailed on-state holding

times forms the basis of the N-Burst models considered in [SL99, SL01]. Related

models are also considered in [GJL99, Hat97, RB97].

Jelenković and Lazar [JL97, Jel98, JL99] derive queueing performance bounds

for heavy-tailed on-off processes. Their results are also applied to the queueing per-

formance of M/G/∞ processes. (See Section 2.9.2 for further discussion of M/G/∞

processes.) However, in both cases, their results rely on the assumption that a single

active flow is sufficient to cause queueing. Results regarding the sharing of capacity

between heterogeneous on-off sources are given in [JM01, JM02].

In [ZBM01] queueing performance asymptotics are derived for cases where

more than one of the on-off flows must be active in order for the buffer to fill. This

derivation is based on the idea that the most likely circumstances for a large amount

of work to be buffered occur when a small number of sources are on for a long time,

while the remaining sources produce the average amount of work.

Comparisons against measured ATM traffic streams have indicated that an on-

off model in which the on and off times are not just drawn from a heavy-tailed

distribution but are also correlated with each other may be appropriate [GGPP00a].

One approach that does give a correlation between on and off times is given in

[DB97] where the authors propose an on-off model in which the on and off durations

are dependent upon the index in the sequence. They show that this process is long

range dependent. Chaotic Map Generators can also be used to provide a sequence

of on and off times that will yield an LRD process [GGP99].
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2.9.2 M/G/∞ Processes

In [LTG95], Likhanov, Tsybakov and Georganas considered the total traffic ema-

nating from multiple on-off sources of the type discussed in Section 2.9.1, that is

on-off sources with either heavy-tailed on durations or heavy-tailed off durations.

They showed that as the total number of on-off sources increases the resulting pro-

cess approaches the server occupancy of an M/G/∞ queue in which the service times

also follow a heavy-tailed distribution. In general, if the service time distribution of

the M/G/∞ queue is heavy-tailed, then the process given by counting the number of

busy servers will be a long range dependent process.

Several studies have already shown some success in applying M/G/∞ processes

to LRD traffic streams. Paxson and Floyd [PF95] reported that an M/G/∞ process

with log-normal service times was an appropriate model for measured telnet and

FTP data. Krunz and Makowski [KM98a, KM98b] have shown that an M/G/∞ pro-

cess with service times given by a Pareto distribution provides the best fit of the

autocorrelation function of encoded video sequences. Liu, Ansari and Shi [LAS99]

take a more indirect approach to the modelling of MPEG traffic streams, dividing

the total stream into separate streams of differing frame types, but also show success

when M/G/∞ processes are utilised.

Theoretical results relating to M/G/∞ processes have been developed by Tsy-

bakov and Georganas [TG97a, TG97b, TG98a, TG98b, TG00] and by Makowski

and a variety of co-authors [KM98a, PM96, PM97, TM99, TM00]. Queueing per-

formance asymptotes are derived in [TG97a, TG97b, TG98b, TG00] for a family of

M/G/∞ processes in which the work rate of individual sessions are not necessarily

constant in time, nor identical for all session. The asymptotics considered are for

the case where buffer size tends towards infinity. For cases where the process is

self-similar, both upper and lower bounds of finite buffer overflow probabilities are

shown to be hyperbolic functions of the buffer size. For these processes, the rate of

decay of the loss probability depends upon the Hurst parameter of the traffic.

The Poisson Pareto burst process (PPBP), which is the main focus of this thesis,

is a form of M/G/∞ process, although slightly different from the processes consid-

ered by the authors above. In Section 4.5.1 an analytic estimate for the queueing
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performance of PPBP SSQs that is accurate for small buffers is developed. In Sec-

tion 4.6.2 the bounds given in [TG00] are compared against values given by this new

analytic estimate, and against simulation results.

M/G/∞ processes have attracted a great deal attention in the literature, and other

efforts aimed at deriving queueing performance results for this family of processes

are mentioned below. Asymptotic bounds for the queueing performance of M/G/∞

processes are also derived in [LNTZ99]. The conditions necessary for the M=G=∞

process to be self-similar are given in [TG98a]. The relationships between the

M/G/∞ models of [TG97b] and fractional Brownian motion are explored in [DY99].

In [TM99, TM00] expressions are developed for the buffer overflow probability of

an SSQ fed by an M/G/∞ process under heavy traffic conditions.

By extending results derived for the superposition of heavy-tailed on-off pro-

cesses, Jelenković and Lazar have also derived results for the queueing behaviour of

a M/G/∞ processes [JL99]. However, these results are only applicable to the case

where a single burst in excess of the mean arrival rate is sufficient to cause conges-

tion. Liu, et al. [LNTZ99] have derived asymptotic upper and lower bounds for the

queueing performance of an M/G/∞ process. Like the results in [JL99] the bounds

in [LNTZ99] are tight only when a single burst is sufficient to cause congestion.

Mandjes [Man01] also has results for the queueing performance of M/G/∞ pro-

cesses in a case where the service rate and buffer size are both scaled together. These

results draw heavily on the results of Duffield [Duf96] who also considered this kind

of scaling regime.

Kurtz [Kur96] has studied an M/G/∞ process in which the individual sessions

have variable rates, to better reflect the realities of Internet traffic. He showed that

under quite general conditions on the nature of the variation in rates, the aggregate

process still converges to fractional Brownian motion.

Resnick and Rootzén [RR00] consider an M/G/∞ process with a very heavy-

tailed burst length distribution. The consider the burst lengths to have a comple-

mentary distribution of the form F̄(x)� x�γ where 0 < γ < 1. In this case the burst

lengths have infinite variance, as is the case in the M/G/∞ processes considered

above, but they also have infinite mean. The authors also present some cases where

such very heavy-tailed distributions have been observed in network data.
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Finally, a fast simulation technique for discrete time M/G/∞ processes with

Pareto distributed session lengths is given in [SGLALG+02]. This technique cannot

be used in PPBP simulations, as the improvement in performance is obtained by not

generating short bursts. These short bursts can be safely ignored in some discrete

time treatments of M/G/∞ systems, but must be included in the PPBP.

2.9.3 Fractional Brownian Motion

Fractional Brownian motion (FBM) is a strictly self-similar process with the amount

of work generated in any given time interval Gaussian distributed. A normalised

FBM Zt with Hurst parameter H, 0:5� H < 1 will have the following properties:

� Zt has stationary increments;

� Z0 = 0 and EfZtg= 0 for all t;

� EfZ2
t g= jtj2H for all t;

� Zt has continuous sample paths;

� Zt is Gaussian in the sense that all of its finite-dimensional marginal distribu-

tions are Gaussian.

In the case where H = 0:5, Zt is the standard Brownian motion.

The FBM process is of special interest as a limiting case for many other models

for LRD traffic. For example, Brichet, Roberts, Simonian and Veitch [BRSV96]

have shown that, if we consider the superposition of N fluid flow on/off sources with

heavy-tailed on and/or off times, then as N ! ∞, this superposition will converge

to a Gaussian process with long range dependence. In this same work, the authors

also show a relationship between the queueing performance of this limiting, LRD

Gaussian process and that of FBM.

Norros [Nor95] has presented techniques for the use of FBM in the modelling of

telecommunications networks. In [Nor94], he presents an expression for the lower

bound of queueing performance of a fractional Gaussian noise process. Duffield and

O’Connell [DO95] give large deviations results for this process in very large buffers.

In [Ran98], an upper bound for the queueing performance of a fractional Gaussian
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noise process is presented. Narayan [Nar98] has also developed expressions based

on the Fourier decomposition of the FBM process, which give the queue length

asymptotics of fractional Brownian motion. Massoulie and Simonian [MS99] have

independently developed estimates for the queueing behaviour of FBM processes.

Estimates for the buffer overflow probability of an SSQ fed by a Gaussian process

with arbitrary correlation structure are developed by Addie, Mannersalo and Norros,

in [AMN99, AMN02]. This work is extended in [MN01, MN02] to include perfor-

mance estimates for priority queues fed by Gaussian processes. In [CS00], Choe and

Shroff use extreme value theory to generate results for the asymptotic queueing be-

haviour of a large class of LRD and SRD Gaussian processes. Fonseca, Mayor and

Neto [FMN00] have derived equivalent bandwidth expressions for FBM sources.

They also examine the time scales of interest for systems fed by FBM processes.

Zeevi and Glynn [ZG00] show that for a stable queueing system fed by fractional

Brownian motion, the maximum of the workload process observed over a period t

grows proportionally to (logt)1=(2�2H). They also derive the most likely time period

required for an initially empty queue to reach a given buffer threshold b.

A number of techniques for generating fractional Brownian motion sequences

have also been developed. These methods include the random midpoint displace-

ment method, introduced in [LEWW95] and considerably improved in [NMW99];

methods for generating fractional Gaussian noise [TDLB98]; a method based around

wavelets [JMP99]; and methods based around the fast Fourier transform [LL00,

Pax97].

2.9.4 Fractional Non-Gaussian Stable Distributions

The FBM is the only process that satisfies all of the conditions given in Subsection

2.9.3. A wider range of circumstances can be modelled if we consider an exactly

self-similar process in which the increments are not Gaussian. Such a model will

be required to adequately model traffic sources that are both bursty and long range

dependent or self-similar. The book by Samorodnitsky and Taqqu [ST94] provides

a thorough explanation of non-Gaussian stable distributions.

Furthermore, as Mikosch, et al. [MRRS02] have shown, there are circumstances

under which the behaviour of the superposition of heavy-tailed on-off sources does
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not converge to FBM. Where the burst length distribution is comparatively heavy

tailed and the rate of arrival of bursts remains grows slowly, convergence is instead

to α-stable Lévy motion.

Several self-similar stable motions have been proposed. Karasaridis and Hatz-

inakos introduce a model for heavy network traffic, based on the linear fractional

stable noise (LFSN) process, in [KH98, KH01]. The also derive upper and lower

bounds for the queueing performance of this traffic model when it is the input pro-

cess in a G/D/1 queueing system. In [KH99], the same authors derive buffer asymp-

totics for a queue fed by linear fractional stable motion (LSFM). Garroppo et al.

[GGPP00b] compare the LFSN process with the FBM, and find that it is better able

to capture the properties of measured traffic streams. In [HHK01], the authors de-

rive buffer asymptotics for queues fed by multiple LFSM processes, and compare

these asymptotes with the queueing performance of buffers fed by measured traffic

streams. In [LLHD02], Laskin et al. develop fractional Lévy motion as a model for

traffic with long range dependence and infinite variance is intensity.

In [GMOB00], Gallardo, Makrakis and Orozco-Barbosa propose the use of an

α-stable self-similar process as a model for broadband network traffic. They present

results showing the fitting of the α-stable process to measured traces of network

traffic, and show that, for each trace, the fitted process accurately matches the CDF

and periodogram (magnitude squared of the discrete Fourier transform) of the trace.

They also extend the results of [TWS97], where it was proved that aggregated traffic

converges to fractional Brownian motion under certain conditions. Gallardo, et al.

show that under more general conditions, aggregated traffic converges to an α-stable

process.

2.9.5 Fractional ARIMA Processes

Fractional ARIMA (FARIMA) processes are an extension to the ARIMA(p;d;q)

processes discussed in Section 2.5.5, with 0 < d < 0:5. The process is defined as:

Φ(B)5d Xt = Θ(B)εt: (2.22)

A FARIMA(0,d,0) process is a stationary process with autocorrelation function
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given by [Hos81]

ρ(k) =
Γ(1�d)Γ(k+d)
Γ(d)Γ(k+1�d)

� Γ(1�d)
Γ(d)

k2d�1 as k !∞: (2.23)

We can see that this is a long range dependent process with Hurst parameter H =

d +0:5.

FARIMA processes have the advantage that they are able to capture both LRD

and SRD correlation structures. However, generation of FARIMA traces is generally

slower than for other LRD source types. A faster generation method for FARIMA

traces, which overcomes this limitation, is proposed in [LALGSG+00]. FARIMA

processes have been used to model VBR video traffic in [BSTW95] and the queueing

performance of a FARIMA(1,d,0) process was analysed via simulation in [AM95].

Techniques for fitting the parameters of a FARIMA process to a measured traffic

stream are presented in [XLS+99, Xue99]. A variety of FARIMA processes were

used in [TT98] to provide input streams with known Hurst parameter values to per-

mit the evaluation of a number of different techniques used to measure the Hurst

parameter in self-similar streams.

2.9.6 Multifractal Analysis

Self-similar processes match the properties of measured traffic in the sense that they

exhibit long range dependence and burstiness across a range of time scales. How-

ever, these processes may not be flexible enough to capture the full richness of the

complexity in real traffic streams. In particular, recall that long range dependent

behaviour is only defined over large time scales, i.e. it only reflects the correlations

for large time lags. Shorter term correlations may not match the limiting behaviour.

Where the shorter term correlations also exhibit scaling behaviour, multifractals

may be the appropriate models. Multifractals are processes that exhibit different

behaviours across different time scales, while still showing the burstiness and long

range dependence required to match measured traffic. Self-similar or fractal pro-

cesses are a sub-class of multifractals [TTW97].

Some specific evidence of the need for multifractal analysis is presented in

[FGWK98], where Feldmann, et al. confirm the findings of [PF95] in showing that
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Internet traffic is LRD, but also show scaling behaviour in the short term correla-

tions. Feldmann, et al. argue that this combination of scaling behaviours is best

represented using a multifractal process. In [ENNS00], Erramilli, et al. confirm this

finding of multifractal behaviour on fine time scales, and indicate that this behaviour

can have a significant impact on queueing performance when utilizations are low.

In contrast, Taqqu, Teverovsky and Willinger [TTW97] examined LAN and

WAN traces from Bellcore (in fact the same traces considered in [LTWW94] and

[WTSW97]) to determine whether they are more appropriately modelled as mul-

tifractal processes. This further analysis confirmed the conclusion of [LTWW94];

that these traces are best characterised as being self-similar, and that a multifractal

process is not required. In [VR97], Lévy Véhel and Riedi showed that a multifractal

version of fractional Brownian motion may better reflect the properties of measured

network traffic.

In [RCRB99, RRCB99] the authors present a multifractal wavelet model (MWM)

and argue that this model better predicts the behaviour of both a TCP trace [PF95]

and an Ethernet trace [LTWW94] when compared with fractional Brownian motion.

This model produces lognormal marginal distributions, along with a multifractal

correlation structure, as opposed to the normal marginal distribution and fixed value

of H produced by an FBM. The MWM more closely matches the properties of the

original traffic stream in both marginal distribution and correlation structure, leaving

some question as to whether a multifractal model is required, or whether a simpler

fractal model with some non-Gaussian marginal distribution would be adequate.

In [GR99] Gao and Rubin show that both packet interarrival times and packet

lengths sequences can be modelled using multifractal processes. They further show

that the behaviour of real packet data streams in a buffer can be accurately modelled

using a G/G/1 queueing system in which both the arrival process and the service

time process are multifractal processes. In [GR00] the same authors examine the

properties of multifractal traffic streams, in particular, their behaviour under super-

position.
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2.10 Modelling of VBR Video

The models discussed in the preceding sections have been general models for bursty

and LRD traffic sources. As has been stated already, VBR video traffic can be

classified as both bursty and LRD [BSTW95, GW94a, Ros95, FR01]. However,

video traffic has many unique properties, and so a number of models have been

proposed specifically for VBR video, as opposed to the general class of bursty traffic

sources. The focus here has been to develop a general model, the full details of

which will be given in the following chapters. The models explored in this work do

not specifically catered for the unique properties of VBR video traffic sources.

Previous studies of MPEG and other video streams have established that VBR

video streams, like data streams, contain long range dependencies [BSTW95, Ros95].

However, as video traffic is delay sensitive, providing large amounts of network

buffering for video traffic is not sensible. It is therefore argued, in [GB99, HL96,

RE96] for example, that in practical cases, the network performance of video streams

depends primarily on their marginal distributions and short term correlations – as-

pects that can be adequately modelled by Markovian processes.

As early as 1988, Maglaris et al. proposed model VBR video traffic as an aggre-

gation of on-off sources [MAS+88b]. Although this may constitute a useful model

for VBR video traffic, VBR video, unlike aggregated data traffic is not directly gen-

erated in this way.

Krunz and Makowski [KM98a] have applied M/G/∞ processes to the modelling

of VBR video streams. A refined version of their model was presented by Poon and

Lo [PL01].

Other studies, such as [JLS97], [RE96] and [GB99], have developed detailed

models specific to VBR video traffic. In [GFA97], Grasse, Frater and Arnold fo-

cus on the origins of long range dependence in VBR video traffic and propose a

model for traffic of this type based on shifting level processes, in which the rate is to

constant for the duration of Pareto-distributed epochs.

The various MPEG standards (MPEG-1 [11193], MPEG-2 [13895] and MPEG-

4 standards have so far been defined) allow for three different types of frames to

occur within a sequence. Although some flexibility is permitted by the standard, the
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frame types are most usually arranged in a regular pattern, resulting in distinctive

properties of MPEG streams. Pancha and El Zarki [PZ94] presented an early in-

vestigation into the traffic produced by VBR MPEG-1 sources. A thorough study

of the properties of MPEG-4 has been undertaken by Fitzek and Reisslein [FR01].

Several models have been proposed [CDSR98, LAS99, LMS98] that are intended

specifically as models of MPEG video.

2.11 Effective Bandwidths

Once a suitable traffic model has been found, it must be applied to practical prob-

lems. A major application of any traffic modelling is in dimensioning, i.e. in pro-

viding sufficient capacity to meet given demands. Effective bandwidths provide a

simple method by which the capacity required by a VBR traffic source can be cal-

culated.

The effective bandwidth for a traffic stream is the minimal bandwidth required

to carry that traffic, subject to meeting quality of service (QoS) requirements. Tra-

ditionally the QoS requirements of the traffic have been reduced to the requirement

that a given buffer overflow probability not be exceeded. An effective bandwidth

value reduces all the complexities relating to a given traffic stream to a single value.

Effective bandwidths are often used in connection admission control (CAC) and

other automated or semi-automated network control functions. Effective bandwidths

have two essential characteristics: (1) The effective bandwidth of a stream should be

independent of the other streams with which it is mixed. (2) The effective bandwidth

of the superposition of multiple independent traffic streams should be the sum of the

effective bandwidths of the constituent streams. As is observed in [Kel91], these

properties of an effective bandwidths measure mean that once effective bandwidths

are assigned to all traffic streams, admission control and routing problems can be

solved using solutions borrowed from circuit-switched networks.

More precisely, for a given arrival process, fA(t)g, the effective bandwidth is

µ. This value is defined as the minimum capacity such that if fA(t)g is fed into

an infinite buffer single server queue (SSQ) with capacity µ, the probability of the

queue occupancy exceeding a given threshold x is less than some pre-defined limit
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ε.

In general, the queue length distribution for a given traffic stream fed into an

infinite buffer SSQ takes the form

Pr(Q > x) = f (µ;x); (2.24)

where the function f (:) depends on the properties of the traffic stream. If this queue

length distribution function is known, then the effective bandwidth for given values

of ε and x can be readily determined by solving for µ in

Pr(Q > x) = f (µ;x) = ε: (2.25)

Most effective bandwidths results are derived via the theory of large deviations.

A number of books have been published on this area, including [DZ92], but a good

introductory work is the paper by Weiss [Wei95]. Large deviations results typically

give expressions for Pr(Q > x) that are accurate as x ! ∞. These expressions can

then be used to derive effective bandwidth values.

For Markovian traffic sources the queue length distribution has an exponential

tail [GW94c], and takes the form

Pr(Q > x)� e�ζ(µ)x
; (2.26)

where the exact form of the function ζ(:) is determined by the statistical character-

istics of the stream. Equation (2.26) is an equality for pure Poisson arrivals, and

also provides an accurate approximation for a variety of other traffic types. Where

Equation (2.26) is useful, the effective bandwidth is given by

µ = ζ�1
(�(logε)=x) : (2.27)

This traditional form of the effective bandwidth is used in [EM93, GH91, GAN91,

KWC93, Whi93]. In [CFW94] an expression for the effective bandwidth of a source

in terms of its mean and index of dispersion for counts is developed.

The effective bandwidths generated by Equation (2.27) meet both the require-

ments for effective bandwidths. For this reason, Equation (2.26) is a widely used

approximation for the queue length distribution, and effective bandwidths form at
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least a first order approximation in many cases. For example, in [EMW95] the au-

thors show that VBR video sources which have been passed through a leaky-bucket

smoother can be meaningfully assigned effective bandwidth values, and that the total

bandwidth requirements for multiple sources can be readily obtained.

The extent to which Equation (2.26) can be used is limited by a number of fac-

tors. Although it is frequently assumed (as in [GAN91] for example) that the weight

of the exponential tail is approximately one, Equation (2.26) should be written as

Pr(Q > x)� ξ(µ)e�ζ(µ)x (2.28)

to highlight the possibility of ξ� 1 or ξ� 1. Furthermore, ξ is not necessarily in-

dependent of µ. A number of papers, including [BBM93, KWC93, MR95], present

techniques used to estimate ξ. As [CLW96] shows, where ξ � 1 is not a valid as-

sumption, effective bandwidths calculated in this fashion can be extremely inaccu-

rate. If the traffic stream is long range dependent (LRD), the rate of decay of the

queue length distribution is much slower than exponential, so Equation (2.26) is not

applicable. See Section 2.12 for a summary of results derived for non-Markovian

processes, and other applications of large deviations principles to queueing systems.

2.12 Other Large Deviations Results

Two main variations on the concepts used to derive expressions for effective band-

widths are widely considered. The first is to consider scalings other than that as-

sumed by effective bandwidths. For effective bandwidths, results are generally de-

veloped for a large, but fixed, buffer size, and where the capacity of the system is

increased proportionally to the number of sources multiplexed together. It is perhaps

more realistic to consider the possibility of the buffer size also expanding with the

number of sources, i.e. each source is allocated not just a fixed amount of capacity

but also a fixed amount of buffer space. A scaling of this type will be used in Chapter

7 to improve the efficiency of effective bandwidths. The second major alternative

is to consider non-Markovian processes and attempt to derive asymptotic results for

the queue length distribution of that process, either individually or when multiplexed

with other sources.
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One example of alternate scalings is given in [CW96] where the authors consider

the case where buffer size and service rate are both proportional to the number of

sources N. They show that the buffer overflow probability in this case is given by

Pr(Q > Nb)� e�NI(c;b)
; (2.29)

where I(c;b) is the solution of an optimisation problem.

In [EHL+95] bounds based on large deviations theory for the overflow probabil-

ity for a large number of possibly heterogeneous Markovian sources are given. The

authors show that where K sources are fed into a buffer with service rate and buffer

size proportional to K, then in the limit as K ! ∞,

Pr(Q > B)� e�KC1e�C2B
: (2.30)

Note that this is a refinement of the pure exponential form given in Equation (2.26),

and helps explain the phenomena observed in [CLW96].

In [DE92, DE95], jump Markov processes – Markov processes with jump prob-

abilities based on the current state - are considered, and large deviations results are

obtained for those processes. In [LNTZ99] large deviations bounds on queueing

performance of M/G/∞ processes are derived. Duffield and O’Connell [DO95] con-

sider a class of processes which includes fractional Brownian motions. Their results

are an extension of work by Glynn and Whitt [GW94b]. In [GW94b] linear scal-

ing functions were considered, and it was shown that the queue length distribution

decays exponentially with buffer size. In [DO95] general scaling functions are con-

sidered and the rate of the queue length decay is shown to depend upon these scaling

functions.

Duffield [Duf96] considers both a non-Markovian source type and a scaling of

the buffer size. In that paper, power law large deviation scalings are shown for LRD

traffic, including fractional Brownian motion. Results are given for the multiplexing

of L independent sources at a multiplexer with service rate LC and buffer space

Lb. Mandjes [Man01] extends these results, considering M/G/∞ processes fed into

SSQs with service rate and buffer size proportional to the Poisson rate in the arrival

process.

Kelly [Kel96] has developed a definition for effective bandwidths which is es-

sentially a surface α(s; t) depending on the time interval and level of multiplexing
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considered. This is conceptually much more complicated than the single constant

originally considered. Gibbens [Gib96] takes the definition of effective bandwidth

developed in [Kel96] and shows how this effective bandwidth function might be

evaluated for some real traffic streams. In [GT99] an examination of the critical

time scales for statistical multiplexing is carried out within this framework.



Chapter 3

Introduction to the Poisson Pareto
Burst Process (PPBP)

3.1 Introduction

This chapter introduces the Poisson Pareto burst process (PPBP) as a simple but

accurate model for bursty traffic types. Formulae relating the parameters of the

PPBP to measurable traffic statistics are presented.

The relationships between the parameters of the PPBP and measurable statistics

will be utilized in Chapter 5 to produce a means for fitting a PPBP to measured

traffic streams. Having achieved this, the usefulness of the PPBP in modelling real

traffic streams will be demonstrated in Chapter 5.

The PPBP is a process based on multiple overlapping bursts, where the burst

lengths follow a heavy-tailed distribution. It has been shown that the burst lengths

of WAN file transfers are heavy-tailed [CB97]. Thus, the PPBP appears to reflect

the basic properties of at least some aggregated data traffic. The PPBP is based on

the models described in [LTG95], and is closely related to the M/G/∞ models used

in [PM97, TG97a, TG98b, TG00, TM00]. The PPBP can be viewed as a specific

case of the general Poisson burst process discussed in [RMV96] and is also referred

to as an M/Pareto process in [AZN98].

Previous work has focussed on the derivation of bounds on the queueing perfor-

mance of SSQs fed by M/G/∞ processes based on large deviations theory (see espe-

cially [PM97, TG97a, TG98b, TG00], other references are given in Section 2.9.2).

In Chapter 4 an analytic approximation for the queueing performance of the PPBP

53
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is developed. For short to moderate buffer sizes, this quasi-stationary approximation

is shown to provide more useful estimates of the queueing performance of an SSQ

fed by a PPBP than the bounds derived in [TG00].

We identify the parameters that define the PPBP. In fitting the PPBP to a mea-

sured traffic trace, the values of three of the parameters of the PPBP are based on

measurable statistics commonly used in teletraffic modelling: the mean, the vari-

ance and the Hurst parameter. However, as shall be shown in Section 3.5, fitting the

model to these three statistics is not sufficient to produce reliable predictions of the

queueing performance of an SSQ fed by the modelled traffic, and a fourth parameter

is required to uniquely define the behaviour of the PPBP SSQ. This parameter is

identified as representing the “level of aggregation.” A method for correctly fitting

this fourth parameter to a measured stream is given in Chapter 5, but in this chapter

the focus is simply on demonstrating the significance of this parameter.

In Section 3.2, we define the queueing framework used throughout this thesis

in evaluating our models. A summary of the reasons why a model like the PPBP

is attractive in the modelling of aggregated data traffic is given in Section 3.3. The

PPBP is defined in Section 3.4, and the key relationships used to fit the model to

given traffic statistics are also given. In Section 3.5, we consider multiple PPBPs

all of which have the same mean, variance and Hurst parameter, but which have

differing levels of aggregation, and show that they yield different queueing results.

We also show that as the level of aggregation increases, the PPBP exhibits behaviour

more and more like that of an LRD Gaussian process. Finally, in Section 3.6, the

relationships between the PPBP and fractional Brownian motion are explored.

3.2 Modelling a Traffic Stream

A traffic model is a stochastic process, which can be used to predict the behaviour

of a real traffic stream. Ideally, the traffic model should accurately represent all of

the statistical properties of the original traffic, but such a model may become overly

complex. A major application of traffic models is in predicting the behaviour of

the traffic as it passes through a network. In this context, the response of individ-

ual network elements in a packet switched network can be modelled using one or
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more single server queues (SSQs). Hence, a useful model for network traffic mod-

elling applications is one that accurately predicts queueing performance in an SSQ.

Matching the first and second order statistics provides us with confidence that such

a performance matching is not just a lucky coincidence.

In order to keep our modelling as simple as possible, we try to typify a given

traffic stream using as few parameters as possible. Our model is not based on an

exact matching of either the autocorrelation function or the marginal distribution of

the measured stream. Instead, we use a random process, in our case the PPBP, which

is adjusted so as to match the key statistics of the measured stream. We define these

characteristics to be the mean, variance and Hurst parameter, and the model will be

fitted so as to produce the same values of mean, variance and Hurst parameter as

the measured stream. We then measure the usefulness of our model in terms to the

ability of this matched process to accurately predict the queueing performance of the

original stream in as wide a range of circumstances as possible. We will be satisfied

with our model if it passes this test for accuracy, even if it does not exactly match

the behaviour of the real traffic in other respects.

The traffic model is used as input to a discrete time queueing model. In particu-

lar, we consider a FIFO single server queue with an infinite buffer and consider time

to be divided into fixed length sampling intervals. Let An be a continuous random

variable representing the amount of work entering the system during the nth sam-

pling interval. The process fAng is assumed to be stationary and ergodic. Define C

to be the constant service rate of the server. The service is assumed to take place at

the end of the interval. The mean of the amount of work arriving in an interval is

denoted µ = E(An) and the variance of An is denoted by σ2
= Var(An).

Let the sequence of continuous random variables Yn be the net input process

defined as

Yn = An�C; n� 0:

Let m be the mean of the net input, that is

m = E(Yn) = E(An)�C:

A necessary and sufficient condition for queueing stability is m < 0.
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Since C is constant, the variance of the unfinished work process is equal to that

of the arrival process, i.e. σ2
= Var(An) = Var(Yn).

Finally, let Qn be the unfinished work at the beginning of the nth sampling inter-

val. Using the above notation, the system unfinished work process, for the case of

an infinite buffer, satisfies Lindley’s recurrence equation:

Qn+1 = (Qn +Yn)
+
; n� 0;

where Q0 = 0 and where X+
= max(0;X). Our measure of queueing performance

is the steady state buffer overflow probability, Pr(Q > x) = Pr(Q∞ > x).

3.3 Support for Pareto Type Models

There is a significant body of literature that supports the use of models such as

the PPBP in the modelling of LRD traffic sources. Firstly, heavy tails have been

observed in session durations in WAN and LAN traffic. Secondly, traffic generated

by multiple on-off sources, with heavy-tailed on times, can be shown to exhibit the

kind of behaviour observed in measured traffic traces. Finally, as the number of

on-off sources grows large, the aggregate traffic generated by those sources is well

represented by the PPBP. More detail on each of these observations is presented in

the following subsections.

3.3.1 Heavy Tails in Network Measurements

Several studies, notably those by Crovella and Bestavros [CB97, CTB98, PKC96],

Paxson and Floyd [PF95], and Judge, et al. [JBC97, JCB97] have shown that the

distribution of the length of bursts of data on the Internet has a heavy tail. In this

context, a burst is defined to be a sequence of packets sent from a given source to a

given destination, and may represent, for example, an ftp file transfer, or an http

web page. The heavy tail in the burst lengths means that a Pareto-type representation

of burst length is a reasonable one.

Note that, when network traffic is considered in terms of packets, rather than

bursts, there is typically maximum allowable packet size. For example, in [CCLS02],

the maximum Internet packet size is assumed to be 1500 bytes. The heavy tail of
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the Pareto distribution is clearly not required in this type of modelling. In such

modelling, the long bursts are instead represented in the correlations between packet

arrivals belonging to a given flow.

3.3.2 Heavy Tails and Long Range Dependence

In [WTSW97], Willinger, et al. develop an on-off source model, using multiple

homogeneous on-off sources, each of which alternates in state between being active

(on) and inactive (off). The lengths of on periods are i.i.d. The length of the off

periods are also i.i.d., and the on and off periods are independent. The off and on

period lengths may have different distributions. Provided that at least one of the on

or off period distributions has a heavy tail, the superposition of these sources will be

an LRD process.

Taqqu, Willinger and Sherman [TWS97] have shown that if traffic from a suffi-

ciently large number of independent on-off sources with Pareto distributed on and off

periods is aggregated, then the aggregate traffic stream will be of the same form as a

fractional Brownian motion. As fractional Brownian motion is self-similar, the lim-

iting process for on-off sources with heavy-tailed on and/or off times is self-similar

in nature. They prove the result relating heavy tails and long range dependence pre-

sented in [WTSW97], and also provide a relationship between the weight parameter

of the tail of the distribution of burst sizes and the Hurst parameter, H.

Heath, Resnick and Samorodnitsky [HRS98] have even shown that a single on-

off source with heavy-tailed on and/or off times can be LRD.

3.3.3 PPBP as a Limiting Case for an Infinite Number of On-Off
Sources

In this subsection an argument paralleling those of Likhanov, Tsybakov and Geor-

ganas [LTG95] is presented. It will be shown that as the number of independent

on-off type sources, each with a Pareto distributed on time, and a generally dis-

tributed off time, aggregated together increases, the aggregate process converges to

a Poisson burst process. Similar arguments relating multiple on-off sources with an

M/G/∞ process are also given in [JL99]. This provides a sound theoretical basis for

the modelling of aggregated data traffic using a Poisson burst process.
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Consider M individual on-off sources. At any time t 2 R, each source may be

either active or idle. If the source is active, it generates work at a constant rate r. If

the source is idle, it generates no work.

Source i spends time d( j)
i in its jth active period, or burst. Subsequently, it spends

time θ( j)
i in its jth idle period. ( j 2 I�∞ = f: : : ;�1;0;1; : : :g, i 2 f1;2; : : : ;Mg.) The

random variables d( j)
i , θ( j)

i are independent. The random variables d( j)
i have an

identical distribution of Pareto type, with finite mean µd . The random variables θ( j)
i

are identically distributed with some generic distribution with finite mean µθ.

Now define α(i) =

�
: : : ;α(�1)

i ;α(0)
i ;α(1)

i ; : : :

�
to be the sequence of times of be-

ginnings of active periods for source i. Since active periods and inactive periods

alternate for any given source, α( j+1)
i �α( j)

i = θ( j)
i + d( j)

i . The process α(i) is a re-

newal process having interarrival intervals between the renewal points distributed

according to: Pr
�

α( j+1)
i �α( j)

i = k
�
= Pr

�
d( j)

i +θ( j)
i = k

�
, independent of j and

i. The processes α(1), α(2), . . . , α(M) are mutually independent (based on sources

being independent of one another) and identically distributed (based on all sources

having identical on and off time distributions).

Now consider the superposition of these processes α(1), α(2), . . . , α(M), which

we denote by α(M). α(M) consists of all the α( j)
i values in non-decreasing order.

Each component of the process α(M) will represent the beginning of a burst for

some source i. As such, this burst will have associated with it some duration d ( j)
i .

We can therefore form a marked point process [α(M);d(M)]. We are interested in

this marked point process as M !∞. However, if we simply increase the number of

sources, then as M increases the total traffic intensity will tend towards infinity.

Let λ = M=(µd +µθ) be the aggregate traffic intensity. We consider the limit for

M !∞ but where λ is held constant. This is achieved by increasing the mean of the

inactive period length, θ, while holding the distribution of the active period length,

d, constant. Thus, as the number of sources increases, the probability of any given

source being active decreases, but the distribution of burst lengths is not altered.

We now define a random process ζ(M) with components ζt(M) representing the

number of active periods appearing in α(M) by time t.

Using these definitions, then by Lemma 1 of [LTG95], as M ! ∞ and Pr(θ <
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t)! 0, then Pr(ζt(M) = k)! e�λλk

k! . In other words, the process defining the num-

ber of burst arrivals in an interval becomes a Poisson process as the number of

independent sources becomes large. In the following section, a process in which

Pareto-distributed bursts arrive according to a Poisson process is introduced. This

process, which we term the Poisson Pareto burst process (PPBP), can be considered

as the limiting process for a large number of independent on-off sources aggregated

together.

3.4 The Poisson Pareto Burst Process (PPBP)

As discussed in the section above, in a situation where we consider the total traf-

fic produced by a large number of independent on-off sources, it seems reasonable

to model the total arrival process using a model with bursts arriving according to

a Poisson process, or equivalently by the server occupancy process of an M/G/∞

system. Where these on-off sources have heavy-tailed on-times, the burst length

distribution, or the service time in the M/G/∞ system, should also be heavy-tailed.

The simplest heavy-tailed distribution is the Pareto distribution, so we consider a

model in which bursts arrive according to a Poisson distribution, and have Pareto

distributed durations. The PPBP is a process with all of these properties.

Let us denote by Z+ the set of non-negative integers, R the real numbers, and

R+ the non-negative real numbers. We consider a continuous time process fBt :

Bt 2Z+
; t� 0gwhich represents the number of active bursts contributing work to the

traffic stream at time t. We define a series of arrival times fαi : αi 2R; i= 0;1;2; : : :g
and a series of departure times fωi : ωi 2R; i= 0;1;2; : : :g. The value of Bt increases

by one at time t = αi and decreases by one at time t = ωi. We define ωi = αi+di and

label di (di 2 R+) the duration of the ith burst. We assume fαig is a non-decreasing

series, i.e. αi � αi+1 for i = 0;1;2; : : :, but we do not restrict di (apart from the

requirement that the burst duration is positive) and so fωig is not ordered. The value

of Bt is given by

Bt =

∞

∑
i=0

1t2[αi;ωi]
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where

1X =

�
1; if X is True,

0; otherwise.

The arrival of bursts is a Poisson process with rate λ, so the intervals between

adjacent burst arrival times, αi�α(i�1), are negative exponentially distributed with

mean 1=λ, and the mean number of new bursts arriving during a time interval of

length T is Poisson distributed with mean λT . It is well known that if the burst

arrivals are a Poisson process, the value of Bt is Poisson-distributed, with mean λ

times the mean burst duration (e.g., [CI80]).

In the PPBP, the burst durations, di, are independent and identically distributed

Pareto random variables, having the same distribution as random variable d. Using

Pareto distributed burst durations allows the significant long bursts that characterise

LRD traffic to occur in the model. The complementary distribution function of d is

Pr (d > x) =

(� x
δ
��γ

; x� δ,

1; otherwise,
(3.1)

δ > 0. For 1 < γ < 2, we have that E(d) = δγ
(γ�1) and the variance of d is infinite.

Figure 3.1 shows an example realisation of the process Bt , illustrating the rela-

tionships between the parameters described above.

For the burst process to be stationary, the system is initialised with B0 initial

sessions, where B0 is a Poisson random variable with mean E(Bt). The durations

of these bursts are independent and identically distributed random variables. Their

common distribution is the same as a random variable ω, which is the forward re-

currence time of the Pareto distribution. For an arbitrary complementary distribution

function of Pr(d > x) = 1�F(x), the forward recurrence time is given by

Pr(ω > w) =
1

E(x)

Z ∞

w
(1�F(x))dx;

where E(x) is the mean of the original distribution.

For the PPBP the burst durations are Pareto distributed according to Equation

(3.1). Thus the initial bursts have αi = 0 for i 2 f1; : : : ;B0g, and ωi values for

i 2 f1; : : : ;B0g are drawn from

Pr (ω > x) =

(
1
γ
� x

δ
�1�γ

; x� δ,
γ�1

γ
�
1� x

δ
�
+

1
γ ; otherwise.

(3.2)
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Exponential

αi-1 αi ωi

Pareto
di

Bt

Aggregate work rate

Figure 3.1: Construction of the process Bt .

We then consider a related process, Ât , the continuous time process representing

the total amount of work contributed by all sessions in the period (0; t]. We consider

the case where all sessions contribute work at a constant rate r. Thus

Ât = r
Z t

0
Btdt:

This gives a mean of

E(Ât) =
λtrδγ
(γ�1)

:

Cases in which the sessions do not all contribute equal rate, or in which the work

rate from a given session may vary as a function of time, are not considered here.

Results regarding the properties of processes in which r is not necessarily constant

or the same for all sessions are presented in [TG98b].

In [RMV96] the term “Poisson burst process” was used to refer to processes

such as Ât , where i.i.d. bursts of fixed rate start according to a Poisson process. A

general expression for the variance-time curve of a Poisson burst process is quoted

in [RMV96] and derived in Appendix A. For a Poisson burst process the variance

function is given by repeatedly integrating the complementary distribution function
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of the burst distribution:

Var[Ât ] = 2λr2
Z t

0
dt

Z u

0
du

Z ∞

v
dxPr (d > x) :

Calculating for Pareto distributed burst durations gives

Var[Ât ] =

8>>><
>>>:
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o
; t > δ:

(3.3)

This corresponds with the variance function for processes of this type given in

[AMN99]. A full derivation of the variance function for a Poisson Pareto burst

process is given in Appendix B. This expression for the variance can be written in

slightly simpler form

Var[Ât ] =

8<
:

2r2λt2
�

δγ
2(γ�1) �

t
6

�
; 0� t � δ

2r2λ
n

δ3γ
6(3�γ) �

δ2tγ
2(2�γ) �

t3�γδγ

(1�γ)(2�γ)(3�γ)

o
; t > δ:

(3.4)

Examining the expression for the variance given in Equation (3.3), we see that

for large t, the dominant term is 2r2λ δγt3�γ

(1�γ)(2�γ)(3�γ) . If we define H = (3� γ)=2,

then we can observe that for increasing t the growth of this function is proportional

to t2H . This implies that, for 1 < γ < 2, this process is asymptotically self similar

with Hurst parameter

H =
3� γ

2
: (3.5)

The conditions under which M/G/∞ processes are self-similar are examined in more

depth in [TG98a].

Note that we will consider a discrete time version of Ât , where time is divided

into fixed length intervals called time-slots. We choose an arbitrary value, τ, to be

our time-slot size and define our discrete time process to be

An = Â(n+1)τ� Ânτ = r
Z (n+1)τ

nτ
Bsds: (3.6)

The time-slot size, τ, may take on any positive value, but our usual choice is τ = 1.

The notation µ = E(An) and σ2
= Var[An] will be used to denote the statistics of this

discrete time process. The process An has mean

µ = E(An) =
λrδγ
(γ�1)

; (3.7)
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and variance

σ2
=

8<
:

2r2λ
�

δγ
2(γ�1) �

1
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�
; δ� 1

2r2λ
n

δ3γ
6(3�γ) �

δ2γ
2(2�γ) �

δγ

(1�γ)(2�γ)(3�γ)

o
; δ < 1:

(3.8)

For m > δ, the autocovariance function (ACF) of the An process is given by

RA(m) =
r2λ

δ�γ(1� γ)(2� γ)(3� γ)
�
(m+1)3�γ�2m3�γ

+(m�1)3�γ� (3.9)

� r2λm1�γ

(γ�1)δ�γ : (3.10)

These expressions for the ACF are derived in Appendix C.

This discrete time process differs slightly from the processes considered in [KM98a,

PM97], and also from the processes analysed in [TG97a, TG98b, TG00], in that the

processes considered in those works sample the value of Bt , not the value of Ât as

we do. Samples drawn from Bt can take on only discrete values, while our process is

a continuous-valued, discrete-time process. Notice that if a burst starts in the middle

of a time-slot and continues beyond the end of that time-slot, its contribution to the

work arriving in that time-slot is τr=2, which is not necessarily integer. In limiting

cases for low λ and/or high E(d) our process will behave in a very similar fashion to

these discrete-valued processes.

In our modelling we choose to extend this PPBP by adding a constant bit rate

(CBR) component, κ, representing a constant additional amount of work which ar-

rives every interval. The case of κ < 0 is also permitted. This gives us increased

flexibility in fitting real traffic streams. This CBR component has no impact on the

variance or the Hurst parameter of the total traffic stream. The overall mean of the

PPBP with a CBR component is

µ =
λrδγ
(γ�1)

+κ: (3.11)

Finally, let us comment on the meaning of the burst arrival rate, λ. The superpo-

sition of two independent PPBPs with identical burst length distributions will itself

be a PPBP with Poisson arrival rate equal to the sum of the arrival rates of the two

constituent processes. Thus, increasing λ can represent an increase in the number

of sources contributing to an aggregated stream modelled by a PPBP. We label the
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parameter λ the level of aggregation in the stream. A stream with λ = 100 can

be considered to be generated by multiplexing 100 independent streams each with

λ = 1. In [LTG95] it was shown, by a similar argument to that given in Section 3.3.3

above, that a model of this type could be considered a limiting case for the multi-

plexing of a large number of independent on-off sources with heavy tailed on and/or

off time distributions. However no direct mapping between the number of individ-

ual on-off sources contributing to the stream and the value of λ in the multiplexed

stream has been found.

3.5 Convergence to Gaussian

In Section 3.4 we saw that the arrival rate of bursts in the PPBP, λ, can be related to

the number of traffic sources contributing to an aggregated traffic flow. In [Add99]

it was suggested that, by the central limit theorem, as the number of independent

sources contributing to an aggregate flow increases, the traffic tends, in the sense of

weak convergence, towards a Gaussian stochastic process, and by the continuity of

the queueing process, the queueing behaviour will tend to that of the corresponding

Gaussian process also. This expectation is reinforced in [MRRS02] where this scal-

ing of an M/G/∞ process is shown to fall within the domain of attraction of fractional

Brownian motion. We would therefore expect that as λ increases, the behaviour of

the PPBP should approach that of a Gaussian process.

To demonstrate this point, we consider a family of PPBPs, all yielding the same

mean, variance and autocorrelation structure, and all having the same burst length

distribution. The value of λ is altered to create members of this family of processes,

and the parameters r and κ are also altered in order to maintain the same mean and

autocorrelation structure. A more complete description of this scaling will be given

in Section 5.3.

Although this family of PPBPs will all have the same mean, the marginal dis-

tribution will change as λ changes. As λ increases, the marginal distribution would

be expected to converge towards Gaussian. Figure 3.2 shows the effect of the pa-

rameter λ on the marginal distribution of a PPBP. Plotted in the figure are marginal

distributions for a family of PPBPs created in the way described above. This family
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Figure 3.2: Convergence of PPBP marginal distributions to Gaussian.

of PPBPs all have µ = E(An) = 100, σ2
= 14400 and H = 0:8, and with burst length

parameters δ = 0:2857 and γ = 1:4, but with differing values of λ, and hence of r

and κ.

We see that as λ increases, the marginal distribution of the PPBP converges to-

wards a Gaussian distribution. Note that the figure is plotted on log-linear axes, so

the familiar bell-curve of the Gaussian distribution appears as a parabola. When

λ = 1, the PPBP has marginal distribution very different from Gaussian. By the

time λ = 500, the PPBP marginal distribution is only slightly different from Gaus-

sian. However, we shall see in Figure 3.3 that this PPBP will still produce queueing

performance results that are different from the Gaussian process.

Note that the Gaussian process to which a family of PPBPs converges will have

the same correlation structure as the PPBP family. This means that it will be an

asymptotically self-similar process, and not the purely self-similar Fractional Brow-

nian Motion for which authors such as Narayan [Nar98] and Norros [Nor95] have

derived theoretical results.

Fortunately, analytic results for the queueing performance of a Gaussian process

with an arbitrary variance function have been given in [AMN99, AMN02]. For a

Gaussian process with mean µ and variance function σ2
(t) fed into an infinite buffer
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queue with service rate C the buffer overflow probability is

Pr(Q > x)� exp

 
�

2(C�µ)2σ2
(t�x=(C�µ))

(σ2)0(t�x=(C�µ))
2

!
; (3.12)

where (σ2
)
0
(t) is used to denote the derivative of the variance function σ2

(t) evalu-

ated at t, under the assumption that the derivative exists at that point. The relevant

point at which the function must be evaluated is given by t �x=(C�µ) where t�y is the

solution to
2σ2

(t)
(σ2)0(t)

� t = y; (3.13)

for a given normalised buffer size y.

Figure 3.3 shows an example in which this Gaussian convergence occurs. In the

figure, we see performance results for the same family of PPBPs as considered in

Figure 3.2. These PPBPs all have µ = E(An) = 100, σ2
= 14400 and H = 0:8, and

burst length parameters δ = 0:2857 and γ = 1:4, but have differing levels of aggre-

gation. The different PPBPs are fed into identical SSQs with service rate C = 350.

The infinite buffer complementary queue length distributions for each of the PPBPs

are evaluated by simulation. As the value of λ increases the queueing performance

improves, until a reasonable approximation of Gaussian performance is achieved.

Along the way, however, lower values of λ produce different queueing performance

results for PPBPs with the same values of E(An), σ2 and H. In this figure, the

Gaussian results are generated by applying Equation (3.12) to calculate the queue-

ing performance of a Gaussian process having the same variance function as the

family of PPBPs considered. We note that in [AMN99] this expression was found to

over-estimate the probability of overflow for smaller queue lengths, but the tail be-

haviour for larger queue lengths corresponds well with that observed in a simulated

Gaussian process. This may explain the high losses observed for small buffer sizes

in the Gaussian results shown in Figure 3.3.

3.6 Convergence to FBM

In the preceding section, it has been shown that as λ! ∞ and the parameters of the

Pareto burst distribution are held constant, the performance of the PPBP converges

to that of a Gaussian process. If we follow the procedures outlined, this convergence
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Figure 3.3: Convergence of a family of PPBPs to Gaussian.

occurs without the correlation structure being altered. Thus, the convergence of

the PPBP under these conditions is to a Gaussian process with the same correlation

structure as any of the members of the family of PPBPs considered. Within the

family of PPBPs, the parameter λ gives an indication of the distance between a

Gaussian distribution and the marginal distribution of a given PPBP.

The autocorrelation structure of the PPBP will be independent of λ, so its form

must be controlled by the other parameters of the process. The obvious candidates

are the parameters of the Pareto distribution: γ and δ. We have seen that the PPBP

will be asymptotically second-order self-similar, with Hurst parameter controlled by

the parameter γ. In this section, we examine the effect of the other Pareto parameter,

δ.

3.6.1 Autocorrelation

The autocovariance function (ACF) of the PPBP process for m > δ is given in Equa-

tion (3.9). Where m > δ, the ACF of the PPBP is consistent with the process being

an asymptotically second-order self-similar process, and RA(m) ∝ 1=δ�γ.

Note that the expressions given above have been defined only for lags greater
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than δ. Therefore, the larger the value of δ, the greater the range of time intervals

across which the self-similar nature of the PPBP is not dominant. We have not

shown what the nature of the PPBP process is in that region, but we know it differs

from the asymptotic behaviour.

This suggests that one of the effects of δ is to delay the onset of long range

dependence. That is, for larger values of δ, the effects of long range dependence

will be smaller, and therefore the PPBP will be further from FBM in nature. In

the following section, we show that the queueing performance curves reflect this

assertion.

3.6.2 Queueing Performance Results

As has been shown already, if the values of δ and γ are held constant and the value of

λ is increased, the behaviour of the PPBP tends towards that of a Gaussian process.

The performance of that Gaussian process will be determined by the parameters of

the Pareto burst length distribution in the PPBP, i.e. by the values of δ and γ. In

order to avoid any effects introduced by the same value of λ possibly representing

different levels of aggregation for PPBPs having different holding time distributions,

the limiting case when λ ! ∞ is considered for each value of δ. We examine the

behaviour of the Gaussian equivalent processes for a range of PPBPs which have

differing values for δ. This has the added advantage of permitting us to use the

queueing performance estimates of [AMN99, AMN02] rather than relying on simu-

lation.

Figure 3.4 shows the effect of the value of δ on the queueing performance of

the Gaussian process with autocovariance structure identical to that of the family of

PPBPs with the given value of δ. The other parameter of the Pareto process, γ is held

constant at γ = 1:24. The curves in the figure represent the queueing performance

towards which a PPBP with the given values of γ and δ will converge as λ ! ∞.

These queueing performance curves are calculated using Equation (3.12). The val-

ues of the other PPBP parameters, r, the rate per burst, and κ, the CBR component,

are not relevant in determining the behaviour of this limiting case.

We observe that, as δ ! 0, the limiting behaviour of the PPBP converges to-

wards that of an FBM. This result is in agreement with the comments made above
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Figure 3.4: Effect of the choice of δ on the limiting queueing performance.

in Section 3.6.1, concerning the effects of δ on the autocovariance of the process.

3.7 Conclusions

In this chapter, we have described a general framework for modelling which will

be used throughout the rest of this work. The Poisson Pareto burst process (PPBP)

has been described, and has been proposed as a model for LRD packet data traffic.

Some of the evidence that justifies the choice of a model such as the PPBP has been

presented. Expressions for the important statistics of the PPBP have been given,

and these relationships will be used in subsequent chapters to permit the PPBP to be

fitted to measured traffic streams. The relationships between the PPBP and Gaussian

processes have also been explored.

In Section 3.5, it has been demonstrated that the performance of the PPBP cannot

be determined solely by the mean, variance and Hurst parameter. A family of PPBPs

yielding the same values for these key statistics is shown to give different queueing

behaviour, depending upon the level of aggregation in the PPBP, represented by the

parameter λ. It was shown that, as λ!∞, the PPBP performance tends towards that

of an LRD Gaussian process. Finally, in Section 3.6, the effect of another parameter,
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δ, on the limiting behaviour of the PPBP is examined. δ ! 0 is found to produce

PPBPs which behave as FBM when λ! ∞.



Chapter 4

Performance Evaluation Techniques
for a Queue Fed by a PPBP

4.1 Introduction

The Poisson Pareto burst process (PPBP) has been considered as a viable traffic

model because it is a long range dependent (LRD) traffic model. The PPBP has

appeal because it is formed in a way consistent with the way people generate Internet

traffic, and because it can be used to model real traffic streams. The arguments

supporting a model like the PPBP have been summarised in Section 3.3.

The PPBP is based on an underlying Poisson process representing points in time

at which any of a large number of users begins transmitting a traffic burst. The

Pareto distribution has been chosen to model heavy-tailed burst lengths consistent

with observations of Internet traffic. The parameters of the Pareto distribution are

chosen such that the burst length will have infinite variance but finite mean.

Given its practical viability, the PPBP and its associated queueing problems have

been extensively studied. A summary of studies of heavy-tailed M/G/∞ processes

like the PPBP is given in Section 2.9.2. A number of authors [PM96, TM00, TG00]

have worked to develop approximations for the stationary queueing distribution of

the PPBP and related processes. By far the most common approach to developing

approximations for stationary queueing distributions is to develop a formula which

is exact, or which provides upper and lower bounds, for a limiting case, as a certain

parameter tends to a specific value. Typically, the approximation is assumed to

provide a satisfactory approximation for values of this parameter that are sufficiently

71
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close to the limiting value.

Large deviations theory has provided a fruitful approach, and in the present con-

text it has been used to provide asymptotically accurate upper and lower bounds in

the usual large deviations sense as x ! ∞, where x is the buffer contents. Examples

of this approach may be found in the work of Tsoukatos and Makowski [TM00],

Parulekar and Makowski [PM97], González-Arévelo and Samorodnitsky [GAS00]

and Mandjes [Man01]. In [TG00], Tsybakov and Georganas use a large deviations

approach to find expressions for both upper and lower bounds of the queueing per-

formance of a finite buffer single server queue (SSQ) fed by an M/G/∞ process.

A different limiting case is considered by Addie, Mannersalo and Norros in

[AMN99, AMN02]. They consider an approximation that is accurate for a Gaussian

traffic stream. The queueing performance of the PPBP tends towards Gaussian as λ,

the level of multiplexing in the stream, increases [AZN98]. Thus the approximation

in [AMN99, AMN02] is accurate in the limit as λ!∞.

Despite these efforts, accurate performance results for an SSQ fed by a PPBP

under normal traffic conditions have not been achieved. Although the approxima-

tions are good in the limit, they are not satisfactory for values of real interest, which

happen to be not sufficiently close to the limiting value for the quality of the approx-

imation to be satisfactory. The difficulty of estimating the queueing performance of

the PPBP is compounded by the fact that the infinite variance of the burst size means

that straightforward simulations of PPBP SSQs are unreliable.

New insight into the PPBP queue behaviour is obtained by using the idea of

dividing the process into a pair of independent sub-processes. One of these sub-

processes will be made up of short bursts, while the other sub-process is made up

of long bursts which will last longer than the time scale of interest. In this chapter,

this insight is used to develop new techniques for dealing with the complexities of

the PPBP.

The contribution of this chapter is threefold: (1) a new analytical method for

obtaining the queueing performance of a PPBP SSQ is developed; (2) techniques to

improve the reliability of PPBP SSQ simulation are provided; and (3) the improved

simulations are used to show that the analytical method is accurate.
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The parts of this chapter are organised as follows. In Section 4.2, the formal de-

scription of the PPBP is reviewed and its peculiarities related to long bursts are dis-

cussed. In Section 4.3, an improved simulation technique for a PPBP SSQ based on

the quasi-stationary idea is presented. In Section 4.4, one practical difficulty in gen-

erating samples from an infinite variance distribution is discussed, and an improved

method is proposed. In Section 4.5, the analytical approximation is obtained. Sec-

tion 4.5 also provides background on the analytic techniques currently available to

estimates the performance of the PPBP SSQ. Then, in Section 4.6, numerical results

are presented, showing the accuracy of the different approaches to approximating

PPBP SSQ behaviour.

4.2 The Poisson Pareto Burst Process

We consider the PPBP as defined in Section 3.4. In this section, we review the

mathematical properties of the PPBP, and examine the effects of an infinite-variance

burst length distribution on the PPBP.

We note that when the Pareto-distributed burst lengths have infinite variance, the

PPBP is LRD. We observe that the probability of very long bursts existing within an

LRD PPBP is significant, and explain how separating the long bursts from the rest

of the process can aid in understanding PPBP queues.

4.2.1 Review of PPBP Definition and Statistics

In the Poisson Pareto burst process, we consider a continuous time process fBt :

Bt 2 I+; t � 0g, which represents the number of active bursts contributing work to

the traffic stream at time t. The arrival of these bursts is a Poisson process with rate

λ.

In the PPBP, the burst durations, di, are independent and identically distributed

Pareto random variables, having the same distribution as random variable d. The

complementary distribution function of d is

Pr (d > x) =

(�
x
δ
��γ

; x� δ,

1; otherwise,
(4.1)
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δ > 0. For 1 < γ < 2, we have that

E(d) =
δγ

(γ�1)
(4.2)

and the variance of d is infinite.

To ensure stationarity, when the process is initialised at time t = 0 there are B0

initial bursts active. The number of initial bursts, B0, is a Poisson random variable

with mean λE(d). The durations of these bursts are independent and identically

distributed random variables. Their common distribution is the same as a random

variable ω, which is the forward recurrence time of the Pareto distribution, given by

Pr (ω > x) =

(
1
γ
� x

δ
�1�γ

; x� δ,
γ�1

γ
�
1� x

δ
�
+

1
γ ; otherwise.

(4.3)

We assume that all bursts contribute work at a constant rate r. We then consider

the continuous time process representing the total amount of work contributed by all

bursts in the period (0; t] which we denote as Ât . Thus

Ât = r
Z t

0
Bsds:

This gives a mean of

E(Ât) =
λtrδγ
(γ�1)

:

For 1 < γ < 2 the PPBP is asymptotically self similar with Hurst parameter

H =
3� γ

2
: (4.4)

This range of γ corresponds to the values for which the Pareto burst length distribu-

tion has finite mean and infinite variance. For the rest of this chapter only PPBPs for

which 1 < γ < 2 will be considered.

In simulations we consider a discrete time version of Ât , where time is divided

into fixed length time-slots, with arbitrary length, τ. Define the discrete time process

to be

A j = Â( j+1)τ� Â jτ = r
Z ( j+1)τ

jτ
Bsds: (4.5)

The time-slot size, τ, may take on any value, but our usual choice is τ = 1. We will

use µ = E(A j) and σ2
= Var(Aj) to denote the statistics of this discrete time process.
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As presented in Section 3.2, throughout this work we discuss the queueing per-

formance of the PPBP, and of other related processes. The queueing performance

of a process is generally expressed as the complementary queue length distribution

of an infinite buffer SSQ fed by that process. However, as discussed in Section 2.2,

the infinite buffer complementary queue length distribution is not the only possible

estimate for queueing performance. In Subsection 4.5.2, dimensioning rules that

are more realistic, involving finite buffer SSQs (mostly zero buffer SSQs), will be

considered. For these finite buffer queues, the queueing performance is calculated

in terms of time congestion values. The time congestion value for a given (finite)

buffer size corresponds to the proportion of time for which the buffer is full. To

avoid confusion between finite and infinite buffer scenarios, we shall refer to time

congestion values in the context of finite buffer queues, and to queue length distri-

butions for infinite buffer queues. Both measures can be considered approximations

to the probability of work being lost in a finite buffer, which is the value of practical

concern in network dimensioning.

4.2.2 Infinite Variances and Long Bursts

For x � δ, Equation (4.1) shows that the Pareto distribution has a complementary

distribution function which decays as x�γ. For 1< γ< 2, a Pareto distributed random

variable will have infinite variance and finite mean. This range of values of γ is of

interest to us, as for 1 < γ < 2 the resulting PPBP will be LRD.

When initialising the PPBP we consider a number of initial bursts. The duration

of each of these bursts has the forward recurrence time distribution given in Equation

(4.3). Its tail decays as x1�γ, i.e. considerably more slowly than the corresponding

Pareto distribution given in Equation (4.1). Notice that, for 1 < γ < 2, the Pareto

forward recurrence time will have infinite mean as well as infinite variance.

Figure 4.1 shows the relationship between the forward recurrence time distribu-

tion and the Pareto distribution upon which it was based. The figure shows a case

where γ = 1:4 and δ = 5. Note that the forward recurrence time has an even heavier

tail than the original Pareto distribution. Both distributions have a power-law tail, but

the forward recurrence time is raised to the power of 1�γ2 (�1;0), giving a heavier

tail than in the original Pareto distribution where the power is �γ 2 (�2;�1).
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Figure 4.1: The complementary distribution functions of a Pareto distribution and
its associated forward recurrence time distribution.

The heaviness of the tails of infinite variance distributions is even clearer when

we consider very large values for x. To further illustrate the effect of infinite vari-

ances on a distribution, in Table 4.1 we compare complementary distribution func-

tions for three different distributions. The exponential distribution considered has a

finite mean of three and finite variance. The Pareto distribution has parameters δ = 1

and γ = 1:5, so it will also have a mean of three. Unlike the exponential distribu-

tion, the Pareto distribution has infinite variance. The distribution of Pareto forward

recurrence times has infinite variance and an infinite mean. The values given for the

Pareto forward recurrence distribution are for the same value of δ and γ used to give

the Pareto tail probabilities.

The sample values in the table clearly illustrate the effects of using a heavy-tailed

distribution. The tail probabilities of the exponential distribution drop to be virtually

zero for x � 1000. By comparison, the probability of a Pareto sample exceeding

1000 is still quite significant. The probability of a sample from the Pareto forward

recurrence time distribution exceeding 1000 is even larger.

In Table 4.1 we can see that, even for quite moderate values of γ (γ = 1:5 in this

case, which gives H = 0:75 in the corresponding PPBP), the probability of an initial
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Pr(X > x)
x Exponential Pareto Pareto forward recurrence

10 0.03567 0.03162 0.2108
100 3:34�10�15 0.001 0.06667

1000 1:7�10�145 3:162�10�5 0.02108
104 0 1:000�10�6 0.006667
105 0 3:162�10�8 0.002108
106 0 1:000�10�9 0.000667
107 0 3:162�10�11 0.000211
108 0 1:000�10�12 6:67�10�5

Table 4.1: Comparison of sample tail probabilities.

burst in the PPBP having extremely long duration is significant. The probability of

an equally long burst arriving later is significantly smaller than the probability of

an initial burst having that length, but is still much higher than it would be for an

exponential distribution.

4.2.3 The Long Burst Short Burst (LBSB) Phenomenon in PPBP
Simulation

If we consider the PPBP over a finite time period, [t; t +W ], for arbitrary t, then

there is always a probability that some of the initial bursts will last for the entire

time period. We label any such bursts as long bursts. All other bursts are called

short bursts. The short bursts include: (1) those bursts that start at or before t and

end before t +W , (2) those bursts that start after t and finish at or after t +W and

(3) those bursts that start after t and finish at or before t +W . Considering these

long and short bursts, we will divide the PPBP into two independent processes: (1)

the long bursts process and (2) the short bursts process. The long bursts process

is a stationary, but non-ergodic, process containing only the long bursts. The short

bursts process contains all the remaining bursts, which we have labelled short bursts

above.

Figure 4.2 shows the division of bursts between the long bursts process and the

short bursts process for a sample realisation of the PPBP. Note especially that only

the burst that was present for the entire interval is assigned to the long bursts process.
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t t+W

Long bursts process Short bursts process

t+Wt t t+W

Poisson Pareto Burst Process

Figure 4.2: Division of a PPBP realisation into long bursts and short bursts compo-
nents.

Bursts arriving after time t are assigned to the short bursts process, even though their

length may be longer than the length of the interval.

Having made this division between the long bursts process and the short bursts

process, the behaviour of the PPBP within a finite time can be more readily under-

stood. The long bursts process will simply be a CBR component for the duration

of the time period. The rate of the long bursts process will be a Poisson distributed

value.

The statistics of this short bursts process can be shown to be stationary because it

is formed from a stationary process (the original process) by removing a component

that is also stationary (the long bursts component). These long bursts and short bursts

components are, in fact, independent.

Note that the term stationary here applies only to the finite time-interval pro-

cesses on the time interval [t; t +W ]. The meaning of such a term is directly anal-

ogous to the usual meaning, but expectations and events to which the stationarity

condition (i.e. time invariance) applies are all constrained to lie entirely inside the

interval [t; t+W ].

This is not the only way to subdivide the process into long and short bursts. For
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example, we could subdivide the process defined on the entire real line by removing

all bursts longer than W . This would be a different subdivision of the process into

short and long bursts. Both decompositions are valid. The latter decomposition is

more complicated because in the interval [t; t +W ] there will be long bursts which

finish in the interval and ones which start in the interval.

The effect of long bursts can be seen most clearly in simulation, where we ex-

amine the PPBP over a finite time period. Regardless of the duration of the simula-

tion, there will always be a significant probability of one or more long bursts being

present. As these long bursts can have a significant impact on the properties of the

process, and in particular on the queueing performance of the process, so dealing

with them is important. This issue is the main theme of Section 4.3.

The same division between the long bursts process and the short bursts process

is used in the development of the quasi-stationary approximation described in Sec-

tion 4.5.1. In the quasi-stationary approximation, a burst length W is chosen, and

the PPBP is separated into long bursts and short bursts components. Existing tech-

niques for estimating the queueing performance of stationary processes are used to

estimate the performance of the short bursts process. These results are then com-

bined according to the probabilities of the long bursts process being in given states,

to give an overall performance estimate for the PPBP queue.

4.3 Simulation Techniques

Consider a discrete time, infinite buffer SSQ with constant service rate C fed by a

PPBP. Let the amount of work buffered in the queue at the end of time interval n

be Qn. In this section, we will consider simulation techniques that could be used

to generate an estimate of the stationary queue length complementary distribution,

Pr(Q > x), for any x � 0. In particular, the impact of long bursts on the accuracy

of simulation results for the PPBP SSQ will be considered. In Subsection 4.3.3, we

show how to factor in the effects of the long bursts in queueing simulations in order

to produce reliable simulation results.
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4.3.1 Long Bursts in PPBP Simulations

There is always a probability that any finite length simulation of the PPBP process

should include bursts which last for the entire duration of the simulation. Depending

on the parameters of the PPBP process, the probability of such long bursts occurring

may be relatively small, but their effect may be quite significant. We therefore search

for a method to account for the effects of such long bursts on PPBP queueing results.

We consider the case where the duration of the simulation is some time T . We are

interested in the case where a burst is present for the entire duration of the simulation.

This means that the burst must be one of those present at t = 0. By Equation (4.3), for

T > δ, the probability of any given initial burst lasting the entirety of the simulation

is

p = Pr(ω > T ) =
1
γ

�
T
δ

�1�γ
: (4.6)

The total number of (long and short) initial bursts is a Poisson random variable

B0 with mean λE(d). Let N` be the number of initial bursts with duration T or greater

(long bursts). Because each of the bursts in B0 is included in N` independently with

probability p, N` also has Poisson distribution [Ros76], with parameter

µN = λE(d)p; (4.7)

or

Pr(N` = n`) =
(λE(d)p)n`

n`!
e�λE(d)p

: (4.8)

Substituting (4.2) and (4.6) into (4.7) gives

µN =
λδγ

γ�1
1
γ

�
T
δ

�1�γ
=

λδγ

γ�1
T 1�γ

: (4.9)

We are dividing the PPBP into two independent sub-processes. The mean of the

PPBP is λE(d). The mean of the long bursts process is µN given by Equation (4.9)

above. At any point in time, the number of bursts in progress in the short bursts

process is a Poisson random variable with mean λE(d)(1� p).

4.3.2 Determining the Minimum Simulation Duration

For a given realisation of the PPBP over a finite period of time, the long bursts

process will behave as a CBR component. In an SSQ queueing simulation, the effect
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of the long bursts process will be a reduction in the capacity available to the short

bursts process. Given the duration of the simulation, and the properties of the PPBP,

we can determine the probability with which the short bursts process will have a

given capacity available to it. The probability of the long bursts process having rate

n`r for the duration of the simulation is Poisson with mean µN given by Equation

(4.9).

There is a non-zero probability that the long bursts process will reduce the capac-

ity available to the short bursts process so much that the mean rate of the short bursts

process will exceed the capacity available to it, pushing the system into an unstable

state. Assuming C > λrE(d), this instability would only be “temporary”. In order to

guarantee the reliability of our results, we need to ensure that the probability of an

unstable simulation occurring is less than some small value ε.

In an infinite buffer system, the busy period caused by this instability could con-

ceivably continue for a considerable time after the instability ceases. However, a

strict bound can be placed on the duration of this period of time as follows.

Consider an aggregated input process formed by collecting the work arriving in

the intervals (0;T ), (T;2T ), . . . , and then subtracting from each number in this se-

quence the work that can be completed in an interval of duration T . Let us denote

this process by fWkTg, k = 0, 1, . . . . What we have here is a very broad aggregate

overview of the process, in which each number in the sequence fWkTg is a sum-

mary of quite a long period of time. The great majority of entries must be negative

(since the process as a whole is stable, and T has been chosen long enough that the

probability that WkT > 0 is quite small, e.g. 10�9).

We seek a bound on the proportion of the intervals in the sequence (0;T ), (T;2T),

. . . , during which the original process is either (i) unstable, i.e. the number of long

bursts is sufficient that short bursts process is unstable in this interval, or (ii) affected

by a preceding interval or sequence of intervals in which the short bursts process was

unstable to the extent that the buffer is still non-empty.

Actually, we have a very good estimate and upper bound for the proportion of

intervals (0;T ), (T;2T ), . . . , which are unstable, namely PfW1 > 0g, which is basi-

cally, by construction, ε. The difficult issue is to know how many other intervals are

affected by the heavy queues that build up in the buffers during overloads caused by
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these unstable intervals. However, this proportion can be estimated, and bounded,

by the probability that the buffer in a certain queueing system is non-empty. The

queueing system in question is the one where the net input process is fWkTg, k = 0,

1, . . . . Let fV gkT denote the buffer process associated with this net input process,

so V0 = 0 and

VkT = max(V(k�1)T +WkT ); (4.10)

k > 0. From the proposition in Section 2.4 of [AMN99], Pr(V∞ > 0) is bounded by

Φσ
�
Ψ�1

c;σ (0)
�

in which Φσ denotes the Gaussian complementary distribution func-

tion with mean zero and standard deviation σ, and Ψ�1
c;σ (0) denotes the inverse of

the normal loss function, i.e.

Ψc;σ(x) =
1

σ
p

2π

Z ∞

x
(y� c)e

�y2

2σ2 dy =
σp
2π

e�
x2

2σ2 � cΦσ(x);

evaluated at zero. The parameters�c and σ here are the mean and standard deviation

of WkT , and for any choice of these parameters of real interest,

Φσ
�
Ψ�1

c;σ (0)
�
< 3Pr(WkT > 0) = 3ε: (4.11)

In fact, Φσ
�
Ψ�1

c;σ (0)
�
� 2Pr(WkT > 0), but a bound is what is wanted here, so we

must use the larger estimate.

Now, if we modified the original queueing system by supplying no work at all

to the buffer during intervals when, originally, it was unstable, the effect would be

largely limited to those periods where the aggregate queue, as defined in (4.10),

was busy. This is still a relatively small proportion of all intervals because we have

chosen ε as quite a small number. It is also possible that an interval immediately

following a busy period could be affected, and such intervals are the only other

intervals which might be affected by our modification of the process, because all

other intervals will be separated from our modifications by idle periods. It is to be

expected that these unstable intervals will usually occur in long clumps separated

by very long periods of time, however, in the worst case, from the present point

of view, it is possible that each busy period was of length 1, in which case the

extra interval would double the number of intervals affected. Hence, the modified

queueing system, in which instability never occurs, is identical to the original system

except in a collection of intervals, the proportion of which is less than 2�3� ε.
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We therefore limit the scope of this paper to systems where the probability of

instability, ε, is negligible – 1
6� the degree of accuracy sought for the distribution

function in the simulation output. We know that the state space includes some states

where the system is unstable, but the total probability of this part of the state space

is less than ε. The flow-on effects from these states to other states still only affects

at most a proportion 6ε of the state space. Therefore, if we alter the behaviour of

our system in this region of the state space, by ignoring the possibility that we reach

an unstable state, the error in our estimates of any probability at all in the system,

caused by this adjustment, will be less than 6ε.

This scope limitation does not significantly weaken our results, because analyt-

ical results for heavy traffic cases are already available [TM00]. Our work in fact

extends the scope to other, more realistic, cases.

Returning to our SSQ simulation, recall that n` is the number of long bursts

present for the duration of the simulation. These long bursts effectively reduce the

capacity available to the short bursts process. Let φ be the largest value of n` for

which the capacity available to the short bursts process exceeds the mean rate of that

part of the process. We therefore consider φ = dC=r� λE(d)(1� p)� 1e, where

p = Pr(ω > T ) as in the previous subsection. If n` > φ then the system will be

unstable for the length of the simulation. Note that if (C=r� λE(d)(1� p)) is an

integer, then when n` = (C=r�λE(d)(1� p)) the system will also be unstable, thus

we subtract one and round up, rather than simply rounding down.

Increasing the duration of the simulation will reduce the probability of long

bursts occurring, so we need to find the simulation time duration T which ensures

that Pr(N` > φ)< ε. We solve

Pr(N` > φ) =
∞

∑
n=φ+1

(µN(T ))
n

n!
e�µN (T )

< ε (4.12)

to find the value of T for given values of φ and ε. Notice that T obtained by (4.12)

may be too long for practical purposes.

Several sample values are presented in Table 4.2 to give the reader an idea about

the length of simulations required in order to ensure a small probability, ε = 10�9, of

the system being unstable for the duration of the simulation. We consider a family

of PPBPs, all with σ2
= 0:10666̄ and H = 0:75, each fed into a SSQ with capacity
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λ T
0.5 6423
1 434:2

10 33:14
100 13:38

1 000 9:656

Table 4.2: Sample values of the required minimum simulation duration to avoid a
significant probability of long bursts dominating behaviour.

such that the service margin is C�µ = 1. We take γ = 1:5 and δ = 1 in all cases. The

parameter λ is varied, and for each value of λ, the variance expression of the PPBP,

Equation (3.3), is solved to give the value of r such that σ2 is unchanged. Using

the methods discussed above, we determine the length of a simulation, such that the

simulation is not overwhelmed by a collection of very long initial bursts.

The values in Table 4.2 show that the size of T decreases as λ increases. For all

the cases considered, T = 106 is easily sufficient for us to be assured that the long

bursts are extremely unlikely to push the system into instability.

4.3.3 Factoring in Long Bursts

Even when the effects of the long bursts are very unlikely to cause instability, they

may have a significant impact on queueing performance. To calculate simulation

estimates that account for the long bursts, we simulate to calculate estimates of the

queue length distribution in SSQs with service rate n`r lower than the service rate of

interest. The short bursts process fed into an SSQ with service rate C�n`r simulates

the effect of a PPBP with n` bursts enduring for the length of the simulation being

fed into an SSQ with service rate C.

We choose the simulation time duration, T , according to Equation (4.12), so as

to avoid any significant impact from long bursts driving the system into instability.

We consider the discrete time version of the PPBP given by (4.5) to be input to

an infinite buffer SSQ with constant service rate C. At the end of a time-slot j,

the amount of work in the buffer will be given by Q j = (Q j�1 +A j �C)
+, where

X+
= max(X ;0). We set Q0 = 0.
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To calculate the overall performance of the PPBP SSQ, we subdivide the PPBP

into its long bursts and short bursts components. The long bursts and short bursts

processes are as presented in Subsection 4.2.3 above. The time period of interest

is the simulation time duration, T . All initial bursts that last the entire length of

the simulation are assigned to the long bursts process. All other bursts form part of

the short bursts process. This means that the short bursts process includes: those

initial bursts that end before t = T ; those bursts that start after t = 0 and finish after

t = T ; and those bursts that start after t = 0 and finish before t = T . The effect of

the long bursts process is simulated by adjusting the service rate. To estimate the

queueing performance of the short bursts process, we simulate an SSQ with service

rate C�n`r fed by the short bursts process.

The short bursts component of the PPBP is initialised with b�0 initial bursts, where

b�0 is Poisson with parameter λµp(1� p). In the short bursts process, these initial

bursts must be short bursts, so we truncate the Pareto forward recurrence time, to

ensure that none of the initial bursts have length larger than T . After this initial

point, the short bursts component is allowed to evolve as if it were the full PPBP.

The estimate of the performance of the short bursts process will be given by

averaging the results of M simulations, each of which will include T sample inter-

vals. In each simulation we estimate Pr(Q > x) by the number of time intervals

in which the amount of buffered work exceeds x, divided by the total number of

intervals in T . We will denote the estimate of the queue length complementary dis-

tribution given by such a set of simulations as S�(x;C� n`r;M;T ). Assuming that

the queue size distribution process is both stationary and ergodic, this simulation es-

timate will approximate the queue length complementary distribution for the infinite

buffer SSQ with service rate C�n`r fed by the short bursts process. These values of

S�(x;(C�n`r);M;T ) are estimates the queue length complementary distribution for

the original queue (with service rate C) fed by a PPBP in which n bursts are active

for the duration of the simulation.

To estimate the total queue length distribution, taking into account the probabil-

ity of existing long bursts, we sum these estimates, weighted by the probability of n `

long bursts appearing at the start of the simulation. The estimate of the queue length
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complementary distribution for the PPBP is then given by

Pr(Q > x) =
∞

∑
n`=0

Pr(N` = n`)S
�
(x;(C�n`r);M;T ): (4.13)

Equation (4.13) uses the idea known as the quasi-stationary approximation. It

relies on the assumption that the input process transits slowly between certain states,

so slowly that the stationary behaviour of the queue is approximately the weighted

average of the different behaviours in the different states, weighted by the probability

of being in each state. The idea of the quasi-stationary approximation is used again

in Section 4.5 to produce a very accurate approximation for the performance of the

PPBP SSQ.

4.3.4 Fast Simulation Techniques

A number of methods for the fast simulation of LRD traffic processes, and their

related queueing systems have been developed. A fast simulation technique based

on importance sampling is presented in [HDLK99]. This technique uses a modi-

fied FARIMA process [Hos81] to generate simulation results for general Gaussian

processes.

Another related simulation technique, quantum simulation, has also been ap-

plied specifically to the simulation of PPBPs. Quantum simulation is a method of

rare event simulation in which multiple simulations evolve according to a variety

of models, not necessarily independent, and not necessarily consistent individually

with the original model. This aggregate of simulations is related to the original

model under consideration in such a way that an appropriate weighted aggregate of

all these simulations is consistent with the original model. See [Add01] for further

details on this method and its relationship with other fast simulation techniques. Re-

sults from quantum simulations appear to be consistent with the simulation results

presented here, however quantum simulation techniques are not discussed in depth

here.
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4.4 Creating Heavy-Tailed Samples

Generating samples from an arbitrary distribution with a known cumulative distri-

bution function F(x) is typically achieved by generating a sample u from a uniform

distribution on the range (0;1) and then converting this value to a sample using the

relationship x = F�1
(u). See [Ros90], for example. This inverse transform method

is not always the most efficient, but it is simple to implement, provided the distribu-

tion is known and can usually be relied upon to give a good solution.

Computer generation of pseudo random sequences of values uniformly distributed

across the range (0;1) is therefore an important problem. In this work, samples from

the uniform distribution are generated using the code publicly available from http://-

www.csse.monash.edu.au/research/mdmc/software/random/ and due to Wallace. In

the following subsection, we shall show that the limited precision of any computer

based random number generator can have serious impacts on the generation of heavy

tailed samples. We then propose a solution to overcome this problem in the genera-

tion of Pareto random variates.

4.4.1 Impact of Missing Tails

Any random number generator will have a limit to the precision with which it is

capable of outputting values. To produce values from the Pareto distribution, we

generate a value u from uniform distribution on the range (0;1), and convert this

value to a value from the Pareto distribution. We assume that this conversion is

made using the complementary distribution function for the Pareto distribution, so

that small values u correspond to large values in the Pareto sample, x.

Consider a value ξ which cannot be differentiated from zero by the random gen-

erator. We define xe to be the maximum value that the generator is capable of pro-

ducing. Note that if the conversion from u to x was made using the cumulative

distribution, this problem would be potentially even worse, as the precision with

which 1� ξ can be distinguished from 1 is typically less than that with which 0

can be distinguished from ξ. xe can be related to ξ by the Pareto complementary

distribution function.

Pr(X > xe) = ξ
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=

�xe

δ

��γ
;

which gives

xe = δξ
�1
γ
: (4.14)

Assuming that xe > δ, the missing tail of the probability distribution will have

weight W

W =

Z ∞

xe

�x
δ

��γ
dx

= δγ
�

1
1� γ

�
x1�γ�∞

xe

= δγ
�

1
γ�1

�
xe

1�γ

= δγ
�

1
γ�1

�
δ1�γξ

γ�1
γ

=
δ

γ�1
ξ

γ�1
γ
:

The mean from a simulation which is limited to ξ precision in the generation of

numerical values will have a measured mean of

µc = E(X)�W

=

�
1�ξ

γ�1
γ )

�
δ

γ�1
+δ:

A simple test was carried out to establish the level of precision available in the

random number generator we used. One hundred independent tests were run. A

different random seed was used in each test. In each test, 100 million samples were

drawn from a uniform distribution with range (0,1) and the minimum value recorded.

The random samples were generated using Wallace’s code on a Pentium III proces-

sor. The minimum value generated in all of these tests was 4:66� 10�10, and the

minimum value in each test was found to be an integer multiple of this minimum

value, suggesting that this value was indeed a fundamental limit to the level of pre-

cision that could be achieved in this set up.

Table 4.3 gives some realistic sample values. The values presented are for Pareto

distributions with δ = 1, and assume a precision of ξ = 10�10 in the generation of

the uniform random variates. Note that as γ! 1, the missing tails have a significant

impact on the mean of the simulated values.
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γ E(X) W µc µc=E(X)

1.5 3 0.0009283 2.999 0.9997
1.4 3.5 0.003474 3.497 0.9990
1.3 4.333 0.01641 4.317 0.9962
1.2 6 0.1077 5.892 0.9820
1.1 11 1.233 9.767 0.8879
1.01 101 79.61 21.39 0.2117

Table 4.3: Examination of the impact of simulation limitations on measured mean
value.

4.4.2 Proposed Improvement to Pareto Generation Technique

As shown above, due to the finite precision of computer hardware, the full range

of Pareto random values cannot be generated using a simple generation technique.

It has also been shown that for values of γ close to 1 this limitation can lead to a

generation method which produces seriously biased samples.

To improve upon this, we propose a recursive technique for generating samples

from a Pareto distribution. As before, we begin with a value u chosen from a uniform

distribution over the range (0,1). We define a minimum value η. For u > η the

sample from the Pareto distribution is generated as before, using

x = δu
�1
γ
: (4.15)

However, for u � η a second value is generated from the uniform distribution

over (0,1), which we label u2. This value represents the value ηu2 having been

chosen from the original distribution. This value x corresponding to u = ηu2 is

given by:

x = η
�1
γ δu

�1
γ
: (4.16)

Note that η
�1
γ can be calculated separately, so it is possible to increase the accu-

racy of the value generated. Note also that for an arbitrary requirement for precision,

the method can be used recursively, so that if u2 < η, then u3 can be calculated, and

x = η
�1
γ η

�1
γ δu

�1
γ
: (4.17)

If u3 < η also, then u4 can be calculated, and so forth, giving arbitrarily small values

of u, and hence arbitrarily large values of x.
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This solution will be effective in overcoming any limitations in the precision

of the generated uniform random values. However, it relies upon the sequence of

uniform values being uncorrelated. More importantly, no matter how reliable the

generation technique, extremely rare events, or their absence, can have a significant

impact on the observed mean in a sample, especially as γ ! 1. It is difficult to

distinguish whether a low mean observed in a sample set of Pareto values occurs

as a result of a systematic error, or as a result of an “unlucky” sequence of events,

which means that large values have not been observed as frequently as expected.

4.5 Analytical Queueing Results for the PPBP

By far the most common approach to developing approximations for stationary

queueing distributions is to develop a formula that is exact for a limiting case, as

a certain parameter tends to a specific value. Typically, the approximation is as-

sumed to provide a satisfactory approximation for values of this parameter that are

sufficiently close to the limiting value.

For example, we might find an approximation which works well as x ! ∞,

where x is the buffer contents, or, in the present instance, we might develop an

approximation that improves in accuracy as λ!∞. In fact, several such approxima-

tions are available for the stationary queueing distribution of the PPBP. The papers

[GAS00, PM97, TG00] provide an approximation of the first form for this process,

and [AMN99, AMN02] provide an approximation of the second form.

However, with all such approximations there is the possibility that, although the

approximation is good in the limit, it is not at all satisfactory for values of real inter-

est, which happen to be not sufficiently close to the limiting value for the quality of

the approximation to be satisfactory. In fact, this appears to be the case for both the

approximations just mentioned. The approximations that hold for sufficiently large

buffer values are actually quite poor for buffer values of practical use. Similarly,

although there are some cases of interest where the Gaussian approximation is satis-

factory, cases where λ is not sufficiently large for the Gaussian approximation to be

useful are also of interest.
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A new approximation for PPBP SSQ performance evaluation, based on the quasi-

stationary idea, is presented in this section. This approximation, which we call the

quasi-stationary approximation, is most similar to the Gaussian approximation and

is consistent with it in the sense that for sufficiently large λ, the two become closer

and closer. However, the quasi-stationary approximation is better than the Gaussian

approximation for small values of λ.

Along with the quasi-stationary approximation, some of the existing analytical

expressions that can be used to estimate the queueing performance of the PPBP are

also presented in this section. In Subsection 4.5.2 consideration is given to a zero

buffer approximation, which could be considered an approximation that is most ac-

curate as x! 0. In Subsection 4.5.3 the existing results developed by Tsybakov and

Georganas [TG00] are summarised. Tsybakov and Georganas’ results are bounds

which are accurate for x ! ∞. In Section 4.6, the estimates given by these various

techniques will be compared with simulation results.

4.5.1 Quasi-stationary Approximation of the Queueing Behaviour
of a PPBP

We will now apply the quasi-stationary idea to obtain an analytic approximation

for the queue length distribution of the PPBP SSQ. The approximation is basically

Equation (4.13), except that the simulation estimate values given by S�, are replaced

by estimates obtained by analytical means. In the analytic case, we do not have the

limitation of a given simulation length, imposed by the speed computers operate, so

instead of the value T , we will define a new variable W , representing the minimum

length of the long bursts. We will then use the quasi-stationary idea to compute an

estimate for the queue length distribution as a function of W . Notice that, for each

value of W , the distribution of the number of long bursts is Poisson, and the per-

formance of the short bursts process can be obtained using known approximations

for SRD queues. As in Subsection 4.3.3, the queue length distribution for the short

bursts process given that n` long bursts exist, is the queue length distribution of an

SSQ fed by the PPBP excluding the long bursts, and with server rate C�n`r.

The use of SRD queue approximations is justified, because the remainder of the

process, excluding the long bursts, is made up of short bursts, and hence can be
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modeled as an SRD process. Each of these short bursts processes switches slowly

between states dictated by the number of long bursts, and hence the quasi-stationary

approximation is promising.

There are various ways of modeling the queueing behaviour of the short bursts

process. One way which is convenient and may perhaps be sufficiently accurate

is to model this process as Gaussian. Then, the formula of [AMN99, AMN02]

is applicable. We could regard this approximation as asymptotically accurate as

λ ! ∞, because for larger λ the short range dependent process becomes more and

more similar to Gaussian.

We might expect this model, in which the slowly moving and quickly moving

parts of the process have been separated, to be reasonably accurate for a range of

different values of W . For small values of W , the assumption that the process moves

slowly between states with a certain number of bursts longer than W would be vi-

olated and also the Gaussian approximation for the short bursts process might not

be satisfactory. On the other hand, for large W , the Gaussian approximation of the

short bursts process might lose accuracy for a different reason, because in this case

the quasi-stationary approximation becomes closer and closer to a purely Gaussian

approximation of the process, which, as the results of Chapter 5 will show, is known

to underestimate queueing delay.

In order to apply this method, we need the mean and the variance-time curve

of the short bursts process. The mean of the short bursts process is mW =
rλδγ

γ�1 ��
γδ1�γ�W 1�γ�. The original PPBP is a sum of two independent components: the

long bursts process and the short bursts process. Therefore, the variance-time curve,

Var[Ât ], up to time W , of the original process, given in Equation (3.3), is equal to

the sum of the variance time curve of the long bursts process, vl(t) and the variance

time curve vs(t) of the short bursts process, i.e.

Var[Ât ] = vl(t)+ vs(t); 0� t �W:

Now, the long bursts process is constant over the interval (0;W), where the con-

stant rate is a multiple of a Poisson distributed random variable with mean λW (1�γ)

γ�1 ,

so

vl(t) = t2 r2λW (1�γ)

γ�1
:
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Hence

vs(t) = Var[Ât ]� t2 r2λW (1�γ)

γ�1
; 0� t �W: (4.18)

For times longer than W , the short bursts process would exhibit roughly linear

growth of the variance-time curve. Actually, we will not make use of the form

of this variance-time curve for values of t larger than W , and it is even reasonable to

argue that since the short bursts process is only defined on the interval [0;W ], there

is no meaning for vs(t) for t >W .

At this point, however, let us recall the formula for the delay distribution from

[AMN99] and its derivation. Suppose V denotes the contents of a buffer supplied

by Gaussian traffic with mean m, served by a server with rate c, and in which the

Gaussian traffic has variance time function v(t). Then the stationary complementary

distribution of V has the approximation

Pr(V > x)�K exp

�
�(x+(c�m)t�)2

2v(t�)

�
; (4.19)

where K is chosen so that for x = 0, the right hand side in (4.19) is equal to a Gaus-

sian estimate of the probability that n`r exceeds the available capacity of the server,

and where t� is a value t � 0 which minimises the expression (x+(c�m)t)2
=v(t).

If v is differentiable at t�, this value can be found as a positive solution of

2
v(t�)
v0(t�)

� t� = x=(c�m): (4.20)

The quantity t� has a simple interpretation. It is the most likely duration of the

period of time over which the queue builds up to the level x. Returning to our quasi-

stationary approximation, the scenario we are contemplating here is that the level x

in the buffer will be achieved by the following events occurring one after the other:

(i) a larger than normal number, n`, of long bursts (longer than W ) occurs simul-

taneously;

(ii) during this unusual period, the short bursts also conspire to assemble an un-

usual amount of work over a relatively short period of time (shorter than W ).

So, in the present context, V is the buffer content of our short bursts SSQ, and

t� is the period of time over which the short bursts process accumulates sufficient
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work that the buffer builds to the level x. This value of t � must be less than W or the

quasi-stationary approximation is not valid. On the other hand, if t �, as found from

(4.20), is less than W , then the variance time curve v(t) that is used in this equation

will be given by Equation (4.18) over the range of t values from 0 to W . Thus, in

solving for t�, it is not important to define v(t) for values of t larger than W .

The final estimate of Pr(Q > x) for the PPBP will depend upon the choice of

W . Whatever the value of W , the quasi-stationary estimate is a lower bound on

the value of Pr(Q > x) for the PPBP. If we choose W too large, our approximation

becomes identical to the direct Gaussian approximation of the entire system, which

we know provides an estimate, but is always optimistic. For small values of W , the

quasi-stationary approximation is an underestimate for a different reason. The time

it takes for the buffer to fill up to level x will be, in such cases, longer than W , and so,

any estimate based on the assumption that t � is less than W will be low. In fact, t� is

chosen to maximise the probability of the queue exceeding the threshold, so values

for t� which are forced to be below this natural maximum will simply produce low

probabilities. Therefore, the best estimate of the PPBP performance is produced

by choosing W to be the value which maximises the quasi-stationary estimate of

Pr(Q > x).

4.5.2 Zero Buffer Approximations (ZBAs)

If we consider a fluid flow process with known increments process fed into an SSQ

with no buffering available, then the time congestion value is simply the probability

that the instantaneous arrival rate will exceed the service rate. This time congestion

value can be used as an estimate of the probability of a non-empty queue in an

equivalent infinite buffer SSQ. For the PPBP, the number of active bursts at time

t, Bt , is defined in Section 4.2, and is known to be Poisson distributed with mean

λE(d). The instantaneous rate of work arriving is rBt , and the zero buffer time

congestion value is exactly equal to the probability that the number of active bursts

will exceed the capacity of the queue. For a queue with deterministic service rate,

C, this is

Pr(Bt >C=r): (4.21)

Henceforth, we call this the Poisson ZBA.
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In simulating the PPBP, we have considered a discretisation of the system into

time-slots of fixed length τ. The discrete time simulations will not give time con-

gestion values exactly equal to the Poisson values, as there is an averaging in the

discretisation process, as described in Equation (4.5). However, for τ! 0, the zero

buffer time congestion value observed in a simulation of the PPBP should be well

approximated by (4.21).

Note also that our simulation results, including the results given in Section 4.6,

are queue length complementary distribution values for an infinite buffer queueing

system. The value of Pr(Q > 0) in the infinite buffer system will exceed the time

congestion value for the zero buffer case. This effect of the infinite buffer will cancel

out the averaging effect discussed above to some extent. In any case, the zero buffer

approximation is a conservative bound for Pr(Q > x) in the infinite buffer queue for

x� 0.

For λ ! ∞ the PPBP will converge to a Gaussian process [Add99]. Another

simple estimate of the probability of the infinite buffer queue being non-empty is

given by considering the probability that a Gaussian random variable with the same

mean, µ, and standard deviation, σ, as the PPBP, exceeds the available capacity C.

This approximation will henceforth be called the Gaussian ZBA. Notice that, while

the Poisson ZBA is always a conservative bound, the Gaussian ZBA may not be, as

the marginal distribution of the PPBP is Gaussian only for λ! ∞.

4.5.3 Tsybakov and Georganas Bounds

Bounds for the queueing performance of M/G/∞ processes, and specifically for an

M/Pareto/∞ process similar to the PPBP, are presented in [TG00]. In [TG00] esti-

mates of both finite queue time congestion values (proportion of time intervals when

loss occurs) and finite queue loss probabilities (proportion of work arriving which

is lost) are presented. Only the expressions for the time congestion values are pre-

sented here.

The upper bound is given by

Pr(Q > x)�

�
λγδγ

(γ�1)�γ �C
r +2

�γ�1
rγ�1

�k

k!
x(1�γ)k

; (4.22)
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and the lower bound by

Pr(Q > x)� γkδγkr(γ�1)k

γ(γ�1)k
�
E(d)+(1� e�ρ=E(d))�1�1

�γ+k x(1�γ)k
; (4.23)

where

k = 1+

�
C
r
�λE(d)

�
(4.24)

and ρ = λE(d) if λE(d)� 1. For λE(d)> 1;ρ may be any value in the range

0� ρ <

(
1+δp�∆; if ∆� δp,

δp�∆; if ∆ < δp.
(4.25)

The two terms introduced in this definition for ρ are given by

δp = λE(d)�bλE(d)c ; (4.26)

∆ =
C
r
�
�

C
r

�
: (4.27)

Both the bounds given above are valid for x! ∞, and both the upper and lower

bounds decay at the same rate. We would therefore predict that for large buffer sizes

the PPBP process should show queueing performance in which the time congestion

function decays as x(1�γ)k. However, we may observe simulation results that differ

from this for two reasons. Firstly, both bounds are valid only for large buffer sizes,

where simulation results are likely to be least reliable, and secondly, the systems

considered by Tsybakov and Georganas in deriving these bounds are not quite iden-

tical to the cases we consider. In particular, the bounds given above are for finite

buffer time congestion values, while we consider the infinite buffer queue length

distribution in the comparison presented below.

4.6 Comparison of Simulation and Analytical Results

In this section, comparisons of the different techniques for evaluating the queue-

ing performance of a PPBP SSQ are presented. In Subsection 4.6.1, this compar-

ison is made using arbitrarily chosen PPBP parameters. The simulation results in

Subsection 4.6.1 are calculated as complementary queue length distribution values,

meaning that the Tsybakov and Georganas bounds, which apply for time congestion
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Figure 4.3: Comparison of the queueing estimates given for performance of a PPBP
SSQ using the techniques discussed.

values may not be applicable. In Subsection 4.6.2 we foreshadow results to be given

in Section 5.7 and make a comparison for a PPBP with parameters chosen such that

the process is a good model for realistic Internet traffic. The comparison in Subsec-

tion 4.6.2 is with simulation results calculated as time congestion probabilities, so

as to match the Tsybakov and Georganas bounds.

4.6.1 Comparison of Simulation and Analytical Results for Queue
Length Distributions

In Figure 4.3, we present a typical set of results for the PPBP SSQ. We include

results given by all the different techniques discussed in this chapter. The specific

case considered in this figure is a discrete time SSQ with service rate C = 2:897 units

of work per interval fed by PPBP input. The PPBP fed into this queue has mean

µ = 1:897, variance σ2
= 0:10666̄ and Hurst parameter H = 0:75. The parameters

of the PPBP are λ = 10, r = 0:0632, δ = 1 and γ = 1:5.

The simulation results shown in the figure are generated using the methodology

discussed in Section 4.3.3. The quasi-stationary estimate values are calculated by the

technique described in Section 4.5.1. We observe that the quasi-stationary estimate
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agrees with the simulation results.

We also compare against the LRD Gaussian estimate given in [AMN99, AMN02].

This Gaussian estimate forms the basis of the quasi-stationary estimate, but we do

not divide the PPBP into long and short bursts components when calculating the

LRD Gaussian estimate. The LRD Gaussian estimate is simpler to calculate than

the quasi-stationary estimate, but it under-estimates the overflow probabilities given

by the PPBP simulation. Recall that, by [Add99], as λ ! ∞ the LRD Gaussian

estimate will provide accurate results.

The Poisson and Gaussian ZBAs are also shown. We observe that the value of

Pr(Q > 0) given by simulation falls between the two zero buffer estimates. Both the

Poisson ZBA and the Gaussian ZBA represent reasonable estimates of the probabil-

ity of the infinite buffer SSQ fed by the PPBP being non-empty.

Note that the Tsybakov and Georganas upper and lower bounds (Equations (4.22)

and (4.23) respectively) differ only by expressions which are constant with respect

to x. Although they are asymptotically accurate as x! ∞, for the set of parameters

considered here these bounds are far apart. For example, for the set of parameters

considered here, Equation (4.22) gives Pr(Q > 1) � 3:67� 1016 (in fact, since we

are discussing a probability, Pr(Q > 1) � 1 gives a tighter bound) while Equation

(4.23) gives Pr(Q > 1)� 2:06�10�25. To improve the readability of the figure, we

show here the rate of decay of the common tail in these bounds. The curve labelled

Tsybakov & Georganas Tail (1) in Figure 4.3 shows a curve of the form Lx(1�γ)k,

where k is given by Equation (4.24) and the weight of the tail, L, is given by the

value of Pr(Q > 1) produced by the simulation results. The curve labelled Tsybakov

& Georganas Tail (3.5) also shows a curve of the form Lx(1�γ)k, this time with the

value of L matched to the value of Pr(Q > 3:5) produced by the simulation results.

Comparing these two curves with our simulations, we see that the rate of decay of

the tail matches the simulation results reasonably well as x becomes larger. However,

for small to moderate values of x these bounds are of limited usefulness.

In Figure 4.4, we present a second scenario, in which the value of λ is increased.

The case considered in this figure is an SSQ with service rate C = 7. The PPBP

fed into this queue has mean µ = 6, variance σ2
= 0:10666̄ and Hurst parameter

H = 0:75. The parameters of the PPBP are λ = 100, r = 0:02, δ = 1 and γ = 1:5.
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Although the level of aggregation, λ, is increased over that considered in Figure 4.3,

the service margin, C� µ, and the variance and Hurst parameter of the PPBP are

identical in both cases.

The six curves in Figure 4.4 are produced using the same techniques as described

for the curves in Figure 4.3. We would expect the quasi-stationary estimate to con-

tinue to improve, as it is based on an assumption that the short bursts process is

Gaussian, and this assumption improves as λ!∞, however it is not necessarily clear

from these results whether such an improvement is observable. We note, however,

that the quasi-stationary estimate remains a good approximation of the simulation

results.

The simpler LRD Gaussian estimate is now a much better estimate of the queue-

ing performance of the PPBP. This reflects the fact that the whole PPBP is also

tending towards Gaussian as λ! ∞.

We also note that the gap between the Poisson and Gaussian ZBAs has narrowed

as λ has been increased. The value of the infinite buffer measure Pr(Q > 0) given by

simulation continues to fall between the two zero buffer estimates, so as λ! ∞ the

Gaussian ZBA improves as a conservative estimate of probability of a non-empty

buffer in the infinite buffer system.

In Figure 4.4, the Tsybakov and Georganas tail is shown only with a weight of

L as given by the value of Pr(Q > 1) produced by the simulation results. As in

the previous example, the actual weights for the tail, produced by Equations (4.22)

and (4.23), are far apart. The rate of decay of this tail better matches that of the

simulation results as x becomes larger.

4.6.2 Comparing Simulation and Theoretical Results for PPBP
Time Congestion Values

Finally, we consider a third example, in which the PPBP parameters are chosen to

create a process that is known to be a realistic model for network traffic. These

results are for λ = 0:267, γ = 1:18, δ = 1, r = 3574:2 and κ = �1031:4. This

corresponds to the PPBP fitted to the IP packet trace that will be considered in detail

in Section 5.7. In Figure 4.5 results are given for an SSQ with service rate C =

21000. Figure 4.5 shows a comparison between the finite buffer time congestion
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Figure 4.4: Comparison of the queueing estimates given for performance of a PPBP
SSQ for more highly aggregated traffic.

values generated by simulation of an SSQ fed by PPBP input, and the upper and

lower bound estimates given by Equations (4.22) and (4.23) respectively. In this

realistic case, the upper and lower bounds are some five orders of magnitude apart.

The quasi-stationary approximation gives a good estimate of the time congestion

values produced by the simulations in this realistic case. Both the upper and lower

bounds and the quasi-stationary approximation show similar rates of decay as x!∞.

Also shown in Figure 4.5 are time congestion results for the IP trace in identi-

cal SSQs. As well as confirming the accuracy of the quasi-stationary estimate, the

results given in Figure 4.5 show that, although the PPBP was fitted using infinite

buffer complementary queue length distribution values, the fitted PPBP also gives

finite buffer time congestion values that accurately predict those of the real trace.

4.7 Conclusions

The focus of this chapter has been to develop tools for evaluating the performance of

SSQs fed by PPBP input. The impacts of heavy tails in the burst length distribution

have been examined. Using the idea of dividing a PPBP into long bursts and short



4. Performance Evaluation Techniques for a Queue Fed by a PPBP 101

0.00001

0.0001

0.001

0.01

0.1

1
0 20000 40000 60000 80000 100000

Buffer size, x

P
r(

Q
 >

 x
)

Upper bound
Quasi-stationary
IP Trace
PPBP Simulations
Lower bound

Figure 4.5: Comparing the upper and lower bound with simulation.

bursts processes, improved methods for evaluating the performance of SSQs fed by

PPBPs have been developed.

The difficulties in producing reliable simulation results for processes which con-

tain heavy tails have been discussed. Two improvements for the simulation of PPBPs

have been proposed, in Sections 4.3 and 4.4.2. In Section 4.3, a method for generat-

ing simulation results that correctly factor in the impacts of very long initial bursts

is proposed. Section 4.3 also provides a method for calculating the minimum sim-

ulation length required to ensure reliable results are generated. In Section 4.4.2, a

general problem with generating samples from a Pareto distribution is highlighted,

and an improved technique for generating these samples is given.

Analytic approximations for the queueing performance of PPBPs have also been

examined. A new quasi-stationary approximation has been proposed in Section 4.5.

In Section 4.6, the results produced by this approximation are compared with sim-

ulation results, and the quasi-stationary approximation is shown to be accurate. At

the same time, the simulation results are compared with upper and lower bounds,

derived via large deviations theory, for the queueing performance of PPBPs. In this

comparison, the quasi-stationary approximation is seen to give the most accurate

estimates of the performance of the PPBP SSQ.



Chapter 5

Modelling LRD Traffic Streams
Using the PPBP

5.1 Introduction

In this chapter, the practical usefulness of the Poisson Pareto burst process (PPBP),

introduced in Chapter 3, is examined.

The results in Section 3.5 show one factor that has limited the accuracy of previ-

ous attempts at modelling LRD traffic. There have been a number of attempts, e.g.

[NAZH95], to match the mean, variance and Hurst parameter of a model like frac-

tional Brownian motion to that of the real traffic, and, using this matched process,

attempting to predict the queueing curve (overflow probability versus threshold).

However, we have seen that it is possible to devise a whole family of PPBPs all of

which yield identical values of µ, σ2 and H, but which behave very differently from

one another when evaluated in terms of the buffer overflow probability produced

when fed into a given SSQ. Thus, fitting to the mean, variance and Hurst parameter

only is insufficient to uniquely define the queueing performance, and hence at least

one other parameter of the traffic needs to be taken into account. In this chapter,

we show that one member of that family of PPBPs will give queueing performance

which closely matches that of real traffic streams, demonstrating that the correct

choice of the parameter λ must be made in order to model LRD traffic. A method

by which λ can be correctly chosen is also given.

As discussed previously, the criteria for an accurate and simple traffic model are:

1. It is defined by a small number of parameters.

102
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2. If these parameters are fitted using measurable statistics of an actual traffic

stream the following will be achieved:

(a) the first and second order statistics including the autocovariance function

of the stochastic process (the model) will match those of the actual traffic

stream, and

(b) if fed through a single server queue (SSQ), performance results for the

model will accurately predict those of the real traffic stream fed into an

identical SSQ. This must be true for a wide range of buffer sizes as well

as for a wide range of service rates.

3. It is amenable to analysis.

If the process also parallels the nature of the traffic that is being modelled, this will

give maximum confidence in its usefulness. The parallels between Internet data

traffic and the PPBP model have been discussed in Section 3.3, and in this chapter,

we demonstrate that the PPBP meets these challenging criteria.

To achieve this we identify four parameters that define the queueing performance

of the PPBP. Three of these parameters are based on measurable statistics commonly

used in teletraffic modelling: the mean, the variance and the Hurst parameter. As

was shown in Section 3.5, fitting the model to these three statistics is not sufficient

to produce reliable predictions of queueing performance, and a fourth parameter is

required to uniquely define the behaviour of the PPBP. We identify this parameter

as representing the “level of aggregation.” When all four parameters are fitted in

the PPBP, the model meets the criteria described above. In this chapter, correctly

fitted PPBPs are shown to accurately predict the performance of an Ethernet packet

stream, an IP byte stream and a VBR video stream for a range of buffer sizes and

service rates. We provide an approach based on analytic estimates which can be used

to derive the best value of the level of aggregation parameter, λ, for a given traffic

stream. We also show that if λ is adequately set, both the marginal distribution and

the autocovariance function of the real trace are closely matched with that of the

model.

To demonstrate that the PPBP is a useful model for real traffic streams, we com-

pare the performance of the model with that of measured traffic data. This is an
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important contribution of this work as only two previous studies have compared

M/G/∞ traffic models with real data: the fitting of an M/G/∞ model to Internet

measurements by Paxson and Floyd [PF95]; and the study of VBR video traffic

carried out by Krunz and Makowski [KM98a]. Neither of these studies considered

an M/Pareto/∞ model such as the PPBP, and otherwise the development of M/G/∞

traffic models has been largely theoretical, with little consideration given to direct

comparisons between the models and real traffic streams.

In Section 5.3, we explain how we create a family of PPBPs all having the same

mean, variance and Hurst parameter, but with differing values of λ. In Section 5.4,

we describe a new analytical method for matching the aggregation parameter λ.

Using this method, we choose a PPBP which accurately predicts the queueing per-

formance of a given traffic trace, from a family of processes with the same mean,

variance and Hurst parameter. In Section 5.5, the techniques used to obtain the

simulation results given in later sections of the chapter are described. Sections 5.6,

5.7 and 5.8 present results showing that the PPBP meets our criteria as an accurate

model for each of these LRD traffic sources. The modelling of two distinct sources

of aggregated data traffic is covered in Sections 5.6 and 5.7, while the modelling of

a VBR video stream is covered in Section 5.8.

5.2 Traffic Modelling Methodology

We are seeking a parsimonious, yet accurate, model for packet network traffic. The

main purpose of this chapter is to show that the PPBP meets the criteria for such

a model given in the introduction. As described in Section 3.2, a traffic model is a

stochastic process, which can be used to predict the behaviour of a real traffic stream.

Ideally, the traffic model should accurately represent all of the statistical properties

of the original traffic, however, since packet switched networks can be represented

as a network of queues, a useful model for network traffic modelling applications

is one which accurately predicts queueing performance in an SSQ. Matching the

first and second order statistics provides us with confidence that such a performance

matching is not just a lucky coincidence.

In order to keep our modelling as simple as possible, we try to typify a given
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traffic stream using as few parameters as possible. Our model is not based on an

exact matching of either the autocorrelation function or the marginal distribution of

the measured stream. Instead, we choose the parameters of the PPBP so as to match

the key statistics of the measured stream. We define these characteristics to be the

mean, variance and Hurst parameter, and the model will be fitted so as to produce

the same values of mean, variance and Hurst parameter as the measured stream.

Having matched these key statistics, we then measure the accuracy of our model

by evaluating the ability of this matched process to accurately predict the queueing

performance of the original stream in as wide a range of circumstances as possible.

In our evaluations, we consider a discrete time single server queue (SSQ).

We consider a FIFO SSQ with an infinite buffer and consider time to be divided

into fixed length sampling intervals. As described in Section 3.2, the input process

to this SSQ is the stationary, ergodic discrete-time process fAng, and the constant

service rate of the server is C. The arrival process has mean µ and variance σ2.

The sequence of continuous random variables Yn is the net input process defined

as

Yn = An�C; n� 0:

Qn is the unfinished work at the beginning of the nth sampling interval. Using

the above notation, the system unfinished work process, for the case of an infinite

buffer, satisfies Lindley’s recurrence equation:

Qn+1 = (Qn +Yn)
+
; n� 0;

where Q0 = 0 and where X+
= max(0;X). Our measure of queueing performance is

the steady state buffer overflow probability, Pr(Q > x) = Pr(Q∞ > x). An accurate

model is one which matches the steady state buffer overflow probabilities of the real

traffic for a wide range of values of the buffer threshold, x, and for a wide range of

service rates, C.

5.3 Using the PPBP

Using the relationships developed in Chapter 3, (Equations (3.5), (3.8) and (3.11))

we can create a PPBP that will produce a given set of values for the mean, variance
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and Hurst parameter. In fact, using the scaling introduced in Section 3.5, we can

create not just one, but a whole family of PPBPs which will have mean, variance

and Hurst parameter values identical to those of the measured stream. The PPBP we

use has five parameters: the Poisson arrival rate, λ; the arrival rate of work within

a session, r; the starting point of the Pareto tail, δ; the rate of decay of the Pareto

tail, γ; and the rate of the CBR component, κ. The parameter δ defines the minimum

allowable burst length. As discussed in Section 3.6, for δ! 0 the behaviour of the

PPBP converges to that of fractional Brownian motion. However, for the purposes

of simulation, smaller values of δ result in increasing processor load. For the fitting

of the PPBP to measured streams, we set δ = 1 to ensure that all bursts last for at

least one full time-slot.

In fitting a given traffic stream, we assign the remaining four parameters so as

to yield given values of the mean arrival rate, µ = E(An); the variance σ2; and the

Hurst parameter, H. This means that one of the parameters of the PPBP will be set

arbitrarily. This freedom of choice is important as it allows us to create a whole

family of PPBPs with identical values of µ, σ2 and H, but which differ in other

ways. In Section 3.5 we saw that the members of such a family of PPBPs produce

differing queueing performance results when fed into identical SSQs. The results

given in Sections 5.6, 5.7 and 5.8 also confirm this observation.

We consider a family of PPBPs which yield identical values of µ, σ2 and H but

which have differing levels of multiplexing. We do this by increasing the value of

λ. We have seen in Section 3.4 that λ may be considered to represent the level of

multiplexing in the PPBP. To increase the level of multiplexing we increase the value

of λ and then scale the other parameters in the process so that the values of µ, σ2 and

H are unaltered by the transformation.

In order to maintain a constant value for the variance, we utilize the relationship

given in Equation (3.8), and so if λ is multiplied by a factor n, then the transmission

rate for each session is reduced by dividing r by
p

n. Equation (3.10) shows that

making these changes to λ and r gives a process in which the entire autocovariance

function (ACF) is unchanged from that of the original process. Note that we do not

fit the entire ACF of the PPBP to that of the given traffic stream, except via the fitting

of σ2 and H.
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Multiplying λ by a factor of n and dividing r by only
p

n will increase the mean

arrival rate of the PPBP. In order to focus our attention on the effects of changing

values of λ we do not compensate for this change by altering the parameters of the

Pareto distribution (δ and γ). Instead, we modify the CBR component, κ, so as

to maintain a matching between the mean arrival rate of the PPBP and the mean

arrival rate of the modelled stream. The addition of κ cells per interval to every

arrival interval will not affect the values of σ2 or H. Since the Pareto holding time

distribution is not altered, the Hurst parameter of the PPBP is also unaffected by

altering λ. Thus we can produce a PPBP with an arbitrary value of λ which also

matches a given set of values for µ, σ2 and H.

The results in Section 3.5 illustrated that the different members of this family of

PPBPs can produce very different queueing performance results. Evidently, if we

are to achieve our goal of accurately modelling a real traffic stream, we will need to

choose λ correctly. In Section 5.4 we present a technique by which we can choose

the value of λ which gives the PPBP that best fits a given traffic trace.

5.4 Fitting the Parameter λ

For any given traffic trace, we wish to automatically calculate the parameters of

the PPBP such that: (1) the mean and autocorrelation function of the PPBP will

be close to those of the real trace and (2) if both are fed into infinite buffer single

server queues with the same service rate, they will give almost the same overflow

probability curves. This matching of the overflow probability should occur for any

buffer threshold and for any service rate. Henceforth, we will call such a PPBP, a

PPBP which fits the real data. Our real trace is a sequence of N consecutive mea-

surements of the amount of traffic originating from the source in consecutive fixed

size time intervals, which form a sequence of values fSn : 1 � n � Ng. From the

sequence fSng we can estimate values for the mean, variance and Hurst parame-

ter. Standard estimators are used to evaluate the mean and variance, and the Mat-

lab implementation of the Abry-Veitch wavelet estimator [AV98] available from the

website http://www.emulab.ee.mu.oz.au/˜darryl/ secondorder code.html is used to

estimate the Hurst parameter. We assume that the source is stationary and ergodic,
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so the statistics calculated from the sample set accurately reflect the statistics of the

source.

Using the scaling rules described in Section 5.3, we can create a whole family of

PPBPs that will have mean, variance and Hurst parameter values identical to those

of the measured stream. We have seen in Section 3.5 that different members of this

family of PPBPs will behave very differently in identical queueing scenarios. The

different members of the family are differentiated by their different values of λ, so

choosing the correct value for λ is vital to produce a model which accurately reflects

reality.

We define λ� to be the value of the Poisson parameter that produces a PPBP that

fits the real data. This fitting is determined through a matching of the queue length

distributions within infinite buffer SSQs for a single fixed service rate C and a range

of buffer thresholds.

By feeding the sample values fSng through an infinite buffer SSQ with service

rate C we calculate the queue length distribution for the sample values. We calculate

the proportion of time when the amount of work stored in the infinite buffer exceeds

a given threshold for a set of buffer thresholds, fxi : 0 � i � M� 1g. Typically we

consider evenly spaced buffer thresholds, xi = i∆x where ∆x is a positive constant,

but the xi values may be any set of non-negative reals. The overflow probabilities

calculated in this way form the set fpi = Pr(Q > xi)g.

We search for the value of λ� which, together with the other three fitted parame-

ters, namely, the mean, the variance and the Hurst parameter, defines a PPBP which

fits the real trace. In the following sections we examine the fitted PPBP by calculat-

ing the overflow probabilities for service rates that are different from the value of C

used in calculating λ�. We also compare the marginal distribution and autocorrela-

tion function of the PPBP with those of the measured traffic trace.

To find λ� we must consider a family of PPBPs. All PPBPs in this family will

be fitted to the values of mean, variance and Hurst parameter measured in the set

of values fSng and all will have the same values for δ and γ. For each value of

λ considered, we use the quasi-stationary estimate described above in Subsection

4.5.1 to estimate the queueing performance of this PPBP in an infinite buffer SSQ

with the same service rate, C, as the SSQ used in calculating the pi values. Overflow
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probabilities are estimated for the same values of xi to give a set of values fei(λ) =

Pr(Q > xi)g.

For each value of λ we calculate a measure of the difference between the esti-

mated values, fei(λ)g, and the values given by the data, fpig. To do this, we divide

the results into two groups, depending upon the relative size of ei and pi. If ei < pi

then we assign xi to the set X . Otherwise, we assign xi to the set X̄ .

We then calculate two sums:

G1(λ) = ∑
xi2X

(log pi� logei(λ))2 (5.1)

and

G2(λ) = ∑
xi2X̄

(log pi� logei(λ))2
: (5.2)

We define the overall accuracy of the model in predicting the behaviour to be

G(λ) = G1(λ)�G2(λ): (5.3)

We assume that the optimal value for λ� occurs when G(λ) = 0. It is possible that

there will be more than one value of λ for which G(λ) = 0. We know that the quasi-

stationary approximation is valid for λ ! ∞, so in this case we take the largest λ

for which G(λ) = 0 to be λ�, because this will be the most reliable of the possible

solutions. Alternatively, if there is no value of λ for which G(λ) = 0 then λ� is the

value of λ that minimises jG(λ)j.
An alternate measure for the accuracy of the model could be given by GS(λ) =

G1(λ)+G2(λ). GS(λ) is the sum of the squares of the distances (on a logarithmic

scale) between the two set of values fei(λ)g and fpig, and so λ� could be found by

minimizing GS(λ), i.e. using a minimum mean square error technique to find λ�. We

have chosen not to use this technique, as the differential measure G(λ) varies more

quickly in the region of interest, and therefore provides a more precise estimate for

λ�. We expect that the values of λ� given by solving G(λ) = 0 will be similar to

those yielded by minimizing GS(λ) in most cases.

5.5 Simulation Methods Used in Evaluating the PPBP

Unless otherwise labelled, all PPBP results shown in figures in the following sec-

tions are obtained through repeated simulation. The improved simulation techniques
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discussed in Chapter 4 are used to improve the reliability of the simulation results.

Performance results for each value of λ are generated from a set of 60 independent

simulations, each containing the same number of samples. The number of samples

per simulation is chosen according to Equation (4.12) of Section 4.3.2 to be suffi-

ciently large as to ensure that the probability of a large number of initial long bursts

creating a simulation that is permanently in an unstable state is less than 10�7. All

simulations contain at least 106 samples.

Confidence intervals are calculated for each point and the values shown in figures

are 95% confidence intervals, based on the assumption that the values are taken from

a Normal distribution. Analysis of the simulation results, using both the Lilliefors

test for normality [Lil67] and the Shapiro-Wilk test [SW65], has shown that in most

cases the values of Pr(Q > x) for PPBP input are most likely not drawn from a

Normal distribution, so the confidence intervals shown should be used only as a

guide to the amount of variability in the results obtained. Confidence intervals are

omitted from some simulation values in order to avoid obscuring the information

being presented.

Simulation results are used in the testing of the PPBP, rather than results given

by the quasi-stationary approximation, in order to present the best possible test of

the PPBP. The quasi-stationary approximation is, as the name suggests, only an

approximation. Thus, using the quasi-stationary approximation in evaluating the

PPBP would make it unclear whether any differences between the estimates of the

PPBP performance generated that way and the performance of the real data were due

to the model itself, or due to the approximation used. Using the improved simulation

techniques given in Chapter 4, we believe that careful simulation of a PPBP in an

SSQ will give an accurate reflection of its performance.

5.6 Ethernet Traffic Results

In this section, we demonstrate that the PPBP can be used to model an Ethernet

trace. The trace used is a series of measurements of the number of packets per

second being carried on the Ethernet backbone in the Department of Electrical and

Electronic Engineering at The University of Melbourne. The measurement period
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was 100,000 seconds, which translates to a period of over 24 hours. This raises

some questions about the stationarity of the measured stream, given that there exists

good evidence of a diurnal cycle in LAN traffic levels [RV99]. We assume that the

measured stream was stationary, but with variations on long time scales evident.

The measured stream was found to have mean µ = 175:2, variance σ2
= 16994:4

and H � 0:8. A family of PPBPs all with γ = 1:4 and δ = 1:0, but with λ;r and

κ varied according to the rules given in Section 5.3, was fitted to the statistics of

the measured stream. Using the method described in Section 5.4, it was determined

that, for a service rate of C = 550, λ� = 0:158 gives a PPBP which fits the measured

traffic. In the following subsections, this fitted PPBP is compared with the original

stream to evaluate the suitability of the PPBP as a model for this traffic stream.

5.6.1 Predicting Performance across Buffer Sizes

Figure 5.1 shows queueing performance curves produced for a different service rate,

of C = 600. We can see that for the value of λ chosen for C = 550 (λ� = 0:158),

the PPBP accurately predicts the queueing performance of the Ethernet trace. Also

shown are other PPBPs fitted to the mean, variance and Hurst parameter of the Eth-

ernet trace, but having different values of λ, which do not accurately predict the

performance of the Ethernet trace. These curves reinforce the importance of choos-

ing the level of aggregation in the PPBP correctly. The Gaussian curve in the figure

is produced using Equation (3.12) and shows that the Ethernet traffic stream cannot

be modelled by a Gaussian process.

In Section 3.5 we saw that where a sufficiently large number of independent

sources contribute to an aggregate traffic stream, i.e. when λ becomes sufficiently

large in our PPBP, we expect that stream to assume the properties of an LRD Gaus-

sian process. In Figure 5.1 we see that, even for λ = 15, representing a level of

aggregation almost 100 times that required to fit the Ethernet trace, this convergence

to Gaussian is not achieved in this family of PPBPs. It seems that in the Ether-

net traffic, the number of contributing sources is much lower than that required for

the Gaussian behaviour to manifest itself. However, using the PPBP with a correct

choice of λ, it is possible to accurately estimate the queueing performance for this

non-Gaussian stream.
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Figure 5.1: Comparison of queueing results for a range of buffer sizes for an Ethernet
trace.

5.6.2 Predicting Performance across Service Rates

Next, we show that the PPBP successfully predicts the queueing performance of the

Ethernet traffic stream for a wide range of service rates. Combining these results

with those given above, we can see that the PPBP meets one of our key criteria for

a useful traffic model, in that it accurately predicts the performance of the Ethernet

data stream in SSQs, for a wide range of buffer sizes and service rates.

Figure 5.2 presents an examination of the impact of changing service rates. Here

we have chosen a single value of the buffer threshold, x = 100 packets, and exam-

ined the values of Pr(Q > x) for a range of service rates. Qualitatively similar results

are obtained for other fixed buffer size values. As before we have shown overflow

probability values for the Ethernet trace, for an LRD Gaussian process, and for a

selection of members of the family of PPBPs having mean, variance and Hurst pa-

rameter fitted to those of the Ethernet trace, but differing in their λ values.

For low service rates, i.e. high utilizations, the probability of loss is high, and

all values of λ give acceptable estimates of the performance of the Ethernet trace. In

fact, even the Gaussian process gives reasonable estimates of queueing performance
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Figure 5.2: Comparison of queueing performance for a range of utilizations for an
Ethernet trace.

for utilizations above 0:6. As the service rate is increased (and the utilization de-

creases) the choice of λ becomes more significant. Figure 5.2 shows that the value

of λ� chosen gives a good fitting for a range of service rates. λ� = 0:158 produces

a PPBP which predicts the queueing behaviour of the IP stream well for levels of

utilization greater than 20%, corresponding to service rates of C = 875 packets per

second interval, or lower. The results shown in Figure 5.1 were given for a ser-

vice rate of C = 600 and so fall within this region where λ = 0:158 gives a good

approximation of the performance of the Ethernet trace.

5.6.3 Matching the Statistics

Recall that, along with a matching of the queueing performance of the real traffic,

it is also desirable that the model matches the first and second order statistics of

the modelled traffic. In this subsection, the ability of the PPBP to achieve this is

evaluated.

In Figure 5.3 the marginal distribution of the Ethernet trace is compared with
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Figure 5.3: Comparing the marginal distributions of the Ethernet trace and the fitted
PPBP.

the marginal distribution of the fitted PPBP. Figure 5.3(a) presents a direct com-

parison of the two distributions, while Figure 5.3(b) shows a Q-Q plot compar-

ing the two distributions. The Q-Q plot is formed by placing a point (x;y) where

Pr(X > x) = Pr(Y > y), in which X has the distribution of the Ethernet trace and

Y has the distribution of the model. As before, the PPBP fitted to the trace has

λ� = 0:158. The marginal distribution of the PPBP was measured from 60 simula-

tions of one million samples each. We see that the PPBP matches marginal distribu-

tion of the Ethernet trace only in a very general sense.

Figure 5.4 shows that the ACF of the PPBP model does not match the ACF of the

original data. The ACF of the PPBP is evaluated both via simulation (again using 60

sets of one million samples) and analytically, using Equation (3.9). The two methods

for calculating the PPBP ACF give results that are practically indistinguishable from

one another. However, both methods show that the PPBP has an ACF that is quite

different from the ACF of the measured trace.

5.6.4 Ethernet Results Summary

By combining the results shown in Figure 5.2 with those given in Figure 5.1, we

can see that the PPBP fitted to the Ethernet trace accurately predicts the queueing

performance of the original trace in an infinite buffer SSQ for a range of buffer

thresholds, and a range of queue service rates. Thus, the PPBP meets our main

criterion as a simple and accurate model for Ethernet traffic. We have achieved this
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Figure 5.4: Comparing the autocorrelation function of the Ethernet trace with that
of the fitted PPBP.

by matching just three measurable properties of the original stream, and then setting

a fourth parameter. The setting of the fourth parameter, λ, is made with respect

to results for a given service rate, but we see here that this fitting is good for a

range of service rates. Also note that the fitting of the parameter λ is made using

the quasi-stationary approximation, while the comparisons of queueing performance

are made using simulations. This underlines the reliability of the quasi-stationary

approximation in calculating PPBP queueing performance.

However, the PPBP is not perfect as a model for LAN traffic, as the model does

not accurately match the first and second order statistics of the trace.

5.7 IP Results

In this section, we show that the PPBP is a good model for a given IP trace. The

traffic trace used is a trace recorded from an AT&T backbone link. We acknowledge

the assistance of Danielle Liu of AT&T in the collection of this trace. The data

was recorded as a sequence of IP packet header summaries, which were reduced

to a sequence of integers, where each value represents the total number of bytes
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transmitted on the link in a 0.1 second interval. Evaluation of this sequence gave a

mean arrival rate of 5225 bytes per interval, a variance of 21:22�106 and H � 0:91.

The fitting of the parameter λ is carried out using the method described in Section

5.4 for a service rate of C = 21000 (bytes per 0.1 s) with a family of PPBPs with

γ = 1:18 and δ = 1. The fitting process gives a level of aggregation of λ� = 0:267.

The remaining parameters of the PPBP for this value of λ are r = 3574:2 and κ =

�1031:4.

5.7.1 Predicting Performance across Buffer Sizes

First, we show that the fitted PPBP successfully predicts the queueing performance

of the IP traffic stream for a wide range of buffer sizes. Figure 5.5 shows queueing

performance for a service rate of C = 21000 bytes per 0.1 second interval. Apart

from the fitted PPBP, with λ = 0:267, performance results are also shown for two

other members of the family of PPBPs having the same mean, variance and Hurst

parameter, but differing in the level of aggregation. We observe that the value of

λ plays a vital part in producing accurate predictions of the queueing performance

of the real traffic. The value of λ� chosen using our algorithm gives a PPBP that

produces queueing performance results that accurately predict the queueing perfor-

mance of the modelled IP trace.

The confidence intervals for the λ = 0:267 simulation results are approximately

the same size as the marks used to indicate the points, and so are omitted from this

figure.

As with the Ethernet data, the Gaussian process with the same correlation func-

tion as the PPBPs shown considerably under-estimates the loss levels experienced

by the real traffic. This suggests that, even though this IP link is likely to be carrying

traffic from a larger number of independent sources than the Ethernet link analysed

in the previous section, the link traffic is still far from being sufficiently aggregated

for a Gaussian model to be applicable.

5.7.2 Predicting Performance across Service Rates

Next, we show that the PPBP successfully predicts the queueing performance of the

IP traffic stream for a wide range of service rates. Combining these results with
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Figure 5.5: Comparison of queueing performance for a range of buffer sizes.

those given above, we can see that the PPBP accurately predicts the performance of

the IP data stream in SSQs, for a wide range of buffer sizes and service rates.

Figure 5.6 presents an examination of the impact of changing service rates. Here

we have chosen a single value of the buffer threshold, x = 5000 bytes, and examined

the values of Pr(Q > x) for a range of service rates. Qualitatively similar results are

obtained for other fixed buffer size values.

For high utilizations, the probability of loss is quite high, and all values of λ

give acceptable estimates of the loss. The Gaussian process also gives reasonable

estimates of queueing performance for utilizations above 0:6. For increasing service

rates (decreasing utilizations) the choice of λ becomes more significant. Figure 5.6

shows that λ� gives a PPBP that accurately predicts the performance of the IP trace

for a range of service rates. This PPBP accurately predicts the queueing behaviour

of the IP stream for levels of utilization greater than 20%, corresponding to service

rates of C = 25000 bytes per 0.1 second interval, or lower. The results shown in

Figure 5.5 fall within this region where λ = 0:267 gives a good approximation of the

performance of the IP trace.

We also observe that λ = 25 appears to be a sufficiently high level of aggregation

for the PPBP performance to have converged to Gaussian. However, the results for
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Figure 5.6: Comparison of queueing performance for a range of utilizations.

λ = 26 shown in Figure 5.5 suggest that convergence to Gaussian may not have

occurred. This would seem to indicate that at least 100 times as many individual

traffic flows as are currently present in this IP trace would need to be combined

before Gaussian behaviour was observed in the network.

Looking at Figure 5.6 in conjunction with Figure 5.5, we can see that the PPBP

correctly predicts the queueing performance of the real traffic across a wide range

of service rates and buffer sizes. We have achieved this by matching just three

measurable properties of the original stream, and then setting a fourth parameter.

The setting of the fourth parameter, λ�, is made with respect to results for a given

service rate, but we see here that this fitting is good for a range of service rates. Thus,

the PPBP meets our main criterion as a simple and accurate model for IP traffic.

5.7.3 Matching the Statistics

In this subsection, we evaluate the extent to which the PPBP model matches the first

and second order statistics of the modelled IP trace. A matching of these statistics is

the second of our criteria for a good model.

In Figure 5.7 the marginal distribution of the original IP trace is compared with
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(a) Marginal distributions
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Figure 5.7: Comparing the marginal distributions of the IP trace and the fitted PPBP.

the marginal distribution of the fitted PPBP. Both a direct comparison of the distri-

butions and a Q-Q plot are given in the figure. As before, the PPBP fitted to the

trace has λ = 0:267. The marginal distribution of the PPBP was measured from 60

simulations of one million samples each. We see that the PPBP matches marginal

distribution of the IP trace reasonably well, although not perfectly.

The marginal distribution of the IP traffic stream is much smoother than that of

the fitted PPBP. For low values of λ such as this, the PPBP marginal distribution is

dominated by a series of spikes, which represent the most likely values in the arrival

process. These spikes occur at values of (κ+ nr) for n = 0;1;2; : : :, and represent

the cases where no bursts arrive or depart during a given interval.

Figure 5.8 shows a comparison between the autocovariance of the original trace

and that of a PPBP fitted to the trace. In this case, 60 sets of one million samples

each are averaged to generate the simulation results. For comparison, the ACF cal-

culated from Equation (3.9) is also shown. The finite duration of the simulations

(making extremely rare events unlikely to occur) is the most likely explanation for

the fact that the simulation results show covariances lower than those predicted by

the theory. Since the IP trace is also finite, the good match between the IP trace and

the simulations is the appropriate indicator of a successful model, and the results

depicted in Figure 5.8 are quite pleasing.
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Figure 5.8: Autocovariance of the IP trace and the fitted PPBP.

5.7.4 IP Results Summary

In the preceding subsections, the PPBP has been shown to successfully meet our

criteria for a model of IP traffic. We have seen that the PPBP accurately predicts the

queueing performance of the IP trace in SSQs with a wide range of service rates and

buffer thresholds.

The queueing performance results given in this section have been given in terms

of the complementary queue length distribution of infinite buffer SSQs. The useful-

ness of the PPBP as a model for the IP traffic is further demonstrated by considering

the results given in Section 4.6.1 where it was shown that the PPBP can also be used

to predict the time congestion values given by feeding the IP trace through a finite

buffer SSQ.

As well as giving accurate predictions of queueing performance, the PPBP gives

a good match with the ACF of the real stream, but matches the marginal distribution

only approximately. Thus, the PPBP performs reasonably well in matching the first

and second order statistics of the modelled traffic. Thus, the PPBP meets all of our

criteria for a simple and accurate model for IP traffic.
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5.8 Modelling a VBR Video Stream

Given the meaning we have assigned to the parameter λ – that it in some way reflects

the number of independent sources contributing to a total traffic flow – it is perhaps

not surprising that it needs to be correctly fitted in order to create a model which

can be used to match an aggregated traffic stream such as Ethernet or IP traffic. In

modelling aggregated data traffic, both the modelled traffic and the PPBP traffic are

composed of multiple bursts from independent sources, so it seems reasonable that

there would be a correspondence in their results. However long range dependence

has also been observed in non-aggregated traffic streams, such as a single variable bit

rate (VBR) video source. We therefore examine a VBR video trace to see whether

the PPBP can be applied to traffic that is LRD, but not aggregated.

The video trace studied here is the Star Wars trace used by Garrett in [GW94a].

This trace was obtained from ftp://thumper.bellcore.com/pub/vbr.video.trace. The

video trace uses an encoding scheme in which each frame is individually encoded ac-

cording to the JPEG standard [Wal91]. The paper by Garrett and Willinger [GW94a]

lists the full details of the encoding process used.

This video trace was found to have mean µ = 27;791 bytes per frame, variance

σ2
= 3:912�107 and Hurst parameter H = 0:93. The family of PPBPs fitted to this

traffic were processes with γ = 1:14 and δ = 1, but which differ in their λ parameter.

The fitting of the PPBP to the trace was performed for C = 54;000 bytes per frame

time, and yielded λ� = 0:071.

5.8.1 Predicting Performance across Buffer Sizes

Figure 5.9 shows the results of fitting a PPBP to the Star Wars trace. The service

rate considered here is C = 58;000 bytes per frame time. All the curves in Figure

5.9 represent queueing results for traffic streams with mean µ = 27;791, variance

σ2
= 3:912�107 and Hurst parameter H = 0:93. The PPBP results are for processes

with γ = 1:14 and δ = 1, i.e. the same family of PPBPs as used in the fitting of the

original trace. The Gaussian values produced by Equation (3.12) under-estimate the

buffer overflow probabilities observed in the video trace. On the other hand, the

PPBP can achieve a good match with the original traffic for λ� = 0:071. As before,
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Figure 5.9: Fitting a PPBP to a video sequence from Star Wars.

for incorrectly chosen levels of aggregation (e.g. λ = 0:7 or λ = 7), the queueing

performance of the resulting PPBP is significantly different from that of the original

trace.

5.8.2 Predicting Performance across Service Rates

In Figure 5.10 we compare queueing performance for a fixed buffer threshold of

x = 50;000 bytes. We observe that the PPBP with λ� = 0:071 gives an accurate

prediction of the queueing performance of the video trace for utilizations between

40% and 80%.

Combining the results shown in Figure 5.10 with those shown in Figure 5.9

we can observe that the PPBP with λ� = 0:071 accurately predicts the queueing

performance of the VBR video trace for a wide range of service rates and a wide

range of buffer thresholds. Thus, the PPBP appears to be a useful model for this

traffic. Figures 5.9 and 5.10 confirm that the value of λ must be correctly chosen

even in the modelling of traffic where the level of aggregation has no direct physical

meaning.
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Figure 5.10: Comparison of queueing performance for a range of utilizations for the
Star Wars trace.

5.8.3 Matching the Statistics

Finally, the ability of the PPBP to match the first and second order statistics of

the video trace is examined. In Figure 5.11 the marginal distributions of the video

trace and the fitted PPBP are compared. The marginal distribution of the PPBP

is estimated from 60 simulations, each containing one million sample values. The

marginal distribution of the PPBP does not match that of the video trace particularly

well.

In Figure 5.12, the autocovariance functions of the video trace and the fitted

PPBP are compared. As in the case of the PPBP fitted to the IP trace, a significant

difference is observed between the simulation results and the theoretical values cal-

culated using Equation (3.9). It appears that simulations were adequate to produce

the theoretical values in the case of the PPBP fitted to the Ethernet trace, where

H = 0:8, and hence γ = 1:4. However, when H is larger, as is the case both here and

in the PPBP fitted to the IP trace, the heavier tail of the Pareto distribution makes

simulation more problematic, and therefore the simulation values and theoretical

values for the autocovariance function do not agree so precisely.

Despite these difficulties, it can be observed that the simulation values produced
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Figure 5.11: Comparing the marginal distributions of the video trace and the fitted
PPBP.

by the PPBP are in good agreement with the ACF of the video trace. Since the

video trace is also finite, the good match between the trace and the simulations is the

appropriate indicator of a successful model. Thus the agreement between simulation

values and the video trace, as depicted in Figure 5.12, is quite pleasing.

5.8.4 VBR Video Results Summary

In the preceding subsections, the PPBP has been shown to be a reasonable model

for LRD video traffic. This represents a significant extension in the applicability

of the PPBP as a general model for LRD teletraffic, in that video traffic, unlike the

aggregated data streams modelled in Section 5.6 and 5.7, is not generated in the

same way as the PPBP model.

The PPBP has been shown to accurately predict the queueing performance of

the video trace in SSQs with a wide range of service rates and buffer thresholds.

As well as giving accurate predictions of queueing performance, the PPBP gives a

good match with the ACF of the real stream, but matches the marginal distribution

only approximately. The PPBP performs reasonably well in matching the first and

second order statistics of the modelled traffic. Thus, the PPBP adequately meets our

criteria for a simple and accurate model for VBR video traffic.
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Figure 5.12: Autocovariance of the video trace and the fitted PPBP.

5.9 Conclusions

In this chapter, we have examined the PPBP as a model for broadband traffic, and

we have found it to be very promising in this role. We have shown that the PPBP

meets our criteria for a simple and accurate traffic model. These criteria were that

the model should be defined by a small number of parameters, and that when these

parameters are fitted correctly, the model should match the statistics and accurately

predict the queueing performance of an actual traffic stream under a wide range of

circumstances. In this chapter, we have tested the PPBP by fitting it to measured

traffic streams from a broad range of LRD traffic sources. We have observed that

for all of the traffic types tested, the PPBP accurately predicts queueing behaviour

across a range of service rates as well as a wide range of buffer sizes. Based on these

results, we propose the PPBP as a realistic model for bursty traffic.

To fit the model, we have first computed three parameters of the PPBP based

on three measurable statistics of the traffic stream: the mean, variance and Hurst pa-

rameter. Observing that these three parameters are not sufficient to fully characterise

real traffic, we discovered the need for a fourth parameter representing the level of

aggregation. Matching the mean, variance and Hurst parameter, together with that
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fourth parameter in the PPBP, we have obtained the desired simple and accurate

model.

The PPBP is a model with broad applicability to real traffic of a variety of forms.

It can be used to model small aggregations of traffic streams, and large aggregations,

with consistency across these two applications. Another important model, a Gaus-

sian model with autocovariance similar to FBM, can be viewed as a limiting case

of the PPBP. However, we have also seen that current traffic streams are far from

being sufficiently aggregated to be modelled as Gaussian processes. The next chap-

ter presents a discussion regarding the likelihood of network traffic becoming more

Gaussian in the future.



Chapter 6

Dimensioning Rules Based on the
PPBP Model

6.1 Introduction

In this chapter, we consider several of the dimensioning implications of the PPBP

as a model for data traffic. In particular, we highlight a simple dimensioning rule

based on a Gaussian zero buffer approximation. We make use of a PPBP fitted to

real traffic to estimate the extent to which the Gaussian rule is optimistic.

Recent measurements of Internet traffic [CCLS01, CCLS02, ML00] have indi-

cated that, as the levels of aggregation increase, the total traffic becomes smoother.

As is observed in [CCLS02], this smoothing in aggregated traffic runs counter to

the assumptions initially made regarding the nature of self-similar traffic, e.g. in

[LTWW94] and [CB97]. Other authors have argued [ENW96, CLW96, DO95]

that multiplexing gains should be possible, even with bursty or self-similar traffic

sources. In this chapter, we use the PPBP model to demonstrate that an increase

in aggregation does produce a smoother traffic stream, and hence that multiplexing

gains are possible.

In Section 6.2 dimensioning rules based on the Gaussian zero buffer approxi-

mation (ZBA) are elaborated. These rules are shown to under-estimate the capacity

required by realistic traffic streams. However, the Gaussian ZBA dimensioning is

shown to be relevant in Section 6.3, where it is demonstrated that, as traffic mul-

tiplexing increases, the aggregate traffic becomes smoother, and the Gaussian rule

becomes increasingly accurate. Results given in Section 6.4 show that the level of

127
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multiplexing in Internet traffic is increasing. However, the results of Section 6.4 sug-

gest that only half of the growth in total Internet load can be explained by increasing

multiplexing. In Section 6.5 we confirm that, even if the rate per host is growing,

the overall traffic load can still be expected to converge towards Gaussian, albeit at a

slower rate. Finally, in Section 6.6 we demonstrate that as the level of multiplexing

increases, the utilization of capacity resources is considerably improved.

6.2 The Gaussian ZBA Rule

As demonstrated in [Add99], as the number of independent sources being multi-

plexed together increases, the multiplexed stream converges towards a Gaussian pro-

cess. This is true, provided that the multiplexed processes have finite mean and vari-

ance, and are of “similar” magnitude. Convergence to a Gaussian marginal distribu-

tion occurs regardless of the correlation structures of the combined traffic streams.

However, the correlation structures of the combined streams will have an effect on

the correlation structure of the aggregate stream.

Where zero buffer approximation is used, the correlations in the stream are ir-

relevant, and dimensioning can be carried out based only on the properties of the

marginal distribution. Any complexities in the correlation structure of the aggregate

stream can then be ignored. If the traffic has a true Gaussian marginal distribution,

with mean µ and variance σ2, the time congestion value for the zero buffer case (i.e.

the proportion of time intervals in which the work arriving exceeds the server rate)

will be given by the probability that a sample from a Gaussian distribution centred

at C�µ with standard deviation σ will be greater than zero.

The standard normal distribution has cumulative distribution function:

Φ(x) = Pr(X � x) =
1p
2π

Z ∞

�∞
e�t2=2dt (6.1)

and complementary distribution function given by Φ̄(x) = 1�Φ(x). In a zero buffer

SSQ fed by a Gaussian input stream the time congestion value will be

Time Congestion = Φ̄
�

C�µ
σ

�
: (6.2)

Note that this is the proportion of time when losses occur, which is not identical to
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Allowable congestion, ξ K
0.1 1.28

0.01 2.33
0.001 3.09
10�4 3.72
10�5 4.27
10�6 4.77

Table 6.1: K required to give maximum congestion of ξ.

the proportion of packets lost. See Figure 2.1 in Section 2.2 for an illustration of the

difference between these two probabilities in queues fed by an Ethernet trace.

If the capacity, C, is

C = µ+Kσ; (6.3)

and the input traffic stream has a Gaussian marginal distribution, then the zero buffer

time congestion, given by Equation (6.2), is a function only of K. The choice of the

parameter K will determine the probability of time congestion in the system. For a

given target congestion rate of ξ, a value of K can be determined, and the capacity

required for a traffic stream with known mean and variance is then given by Equation

(6.3). This Gaussian dimensioning rule is equivalent to Equation (4-3) in [Sch96]

and similar to the one given in [GG92].

The success of this dimensioning rule is dependent upon the choice of the con-

stant K. Where the arrival process is Gaussian in nature, the required value of K

can be determined simply from Φ̄�1
(ξ). Table 6.1 shows some sample values of K

determined in this way. For non-Gaussian processes, Equation (6.3) still provides

a simple dimensioning rule, however using the value of K used for a Gaussian ar-

rival process may not be appropriate. In Chapter 8, this Gaussian dimensioning rule

is applied to traffic generated by multiple heavy-tailed on-off sources. In [LZ99]

simulation is used to calculate the values of K required for real traffic streams.

The Gaussian ZBA rule gives significant scope for multiplexing gain. Consider,

for example, multiplexing M identical Gaussian streams to form a single aggregate

traffic stream. Each of the M streams has mean µ and variance σ2. The aggregate

stream will be a Gaussian traffic stream with mean µtot = Mµ and variance σ2
tot =
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Figure 6.1: Improvement in efficiency with increasing multiplexing.

Mσ2. We assign capacity to this aggregate stream.

In the curve labelled Gaussian ZBA in Figure 6.1, we examine the efficiency

gains when M identical Gaussian processes are multiplexed in a zero buffer system.

The base process is Gaussian with the same mean and variance as the IP traffic trace

examined in Section 5.7, i.e., µ = 5225 and σ2
= 21:22� 106. We then consider

the process created by multiplexing M independent copies of this base process. The

result will be a Gaussian process with mean µM = Mµ = 5225M and variance σ2
M =

Mσ2
= 21:22�106M. Using the Gaussian ZBA rule from (6.3), and choosing K = 4,

we assign capacity C = µM + 4σM to this process. This value of K gives a time

congestion value of ξ = 3:17�10�5. The efficiency is given by µM=C.

The second curve in Figure 6.1 shows the efficiency gains when capacity is as-

signed according to a Poisson ZBA. For M = 1, the process is a PPBP fitted to the

same IP trace considered for the Gaussian dimensioning. This IP trace was exam-

ined in Section 5.7. It was found that a PPBP with parameters λ= 0:267, r = 3574:2,

δ = 1, γ = 1:18 and κ =�1031:4 adequately models the IP trace, and this PPBP can

accurately predict the queueing performance of the original trace in an SSQ.

The PPBP equivalent to the multiplexing of M independent copies of the fitted

PPBP has parameters λM = Mλ;rM = r;δM = δ;γM = γ and κM = Mκ. Like the
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Gaussian process, this PPBP will have mean µM = Mµ and variance σ2
M = Mσ2.

Note that this represents a different scaling of the PPBP to that given in Section 5.3.

In Section 5.3 a family of PPBPs all having the same mean and variance was created,

while here we are specifically aiming to see µ and σ2 increase in proportion to the

increase in λ. As in the Gaussian case, we determine the capacity, C, required such

that the ZBA predicts a time congestion of ξ = 3:17� 10�5 and plot the efficiency

given by µM=C for each value of M.

We see from the figure that the Gaussian rule significantly under-estimates the

capacity required by the PPBP.

6.3 Rate of Convergence to Gaussian

The previous section has shown that using the Gaussian ZBA rule gives a reason-

ably simple dimensioning rule. However, we have also illustrated that Gaussian

processes significantly under-estimate the losses experienced by real traffic streams,

and in Figure 6.1 we have seen that that dimensioning using this simple rule can

significantly under-estimate the capacity required by realistic traffic. We will now

examine the effectiveness of the Gaussian ZBA rule as a simple dimensioning rule

for realistic streams.

We have shown in Chapter 5 that real traffic streams can be modelled using

the PPBP. We have also observed that, if the level of multiplexing in a PPBP is

increased, the queueing performance of the overall aggregate stream tends towards

the performance of an LRD Gaussian stream.

As the multiplexing level in the PPBP increases, we expect to see the PPBP be-

having more like a Gaussian process. We will now evaluate the closeness of the

PPBP to Gaussian in a different way to the test performed in Section 3.5. We will

consider PPBPs that represent the case where M identical copies of the original

stream are combined. For each of these PPBPs, the time congestion function is ob-

tained by feeding the PPBP into a finite buffer SSQ with service rate determined

by the Gaussian zero buffer approximation. As the level of multiplexing increases,

we would expect to see the accuracy of this approximation improving, i.e., the time
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congestion value in the SSQ fed by the multiplexed PPBP should approach the al-

lowable time congestion used for dimensioning.

The multiplexing of realistic traffic streams is simulated by creating scaled PPBPs.

Once again, we consider a PPBP fitted to the IP traffic byte stream examined in

Section 5.7. This stream contains measurements of the number of bytes arriving

on a single link measured in 0.1 second intervals. The measurement was made in

early 1999. The stream has a mean rate of µ = 5225, variance of σ2
= 2:122� 107

and a Hurst parameter of H = 0:91. We have found that a PPBP with parameters

λ = 0:267, r = 3574:2, δ = 1, γ = 1:18 and κ = �1031:4 accurately predicts the

behaviour of the real traffic.

Having found a model for the real traffic, we use scaled copies of this model

to represent growth in the IP traffic levels. As in the previous section, the PPBP

equivalent to the multiplexing of M independent copies of the original PPBP has

parameters λM = Mλ;rM = r;δM = δ;γM = γ and κM = Mκ. This process will have

mean µM = Mµ and variance σ2
M = Mσ2. The Hurst parameter will be unchanged by

the level of multiplexing. This represents multiplexing in which total traffic loads

increase because of an increase in the number of bursts, and is equivalent to the

aggregate traffic when M copies of the original PPBP are multiplexed to form a

single stream.

Figure 6.2 shows results for this set of PPBPs. The dimensioning rule used is

C = µ+ 4σ, giving a maximum Gaussian time congestion of 3:17� 10�5. We see

that as M increases, the zero buffer time congestion value, Pr(Q > 0), approaches

the target value permitted under the dimensioning rule. The results shown are given

by simulation. Although error bars are not shown in the figure, the zero buffer

approximation falls within the 95% confidence interval of the Pr(Q > 0) values for

M = 128, but not for M = 64.

Through a process of repeated simulations, we earlier found that a PPBP with

parameters λ = 0:4;r = 3060;δ = 0:9153;γ = 1:18 and κ = �2119 also accurately

predicts the behaviour of the real traffic. Results of this scaling test were given with

respect to this PPBP model of the IP traffic in [ANZ02].

Figure 6.3 shows equivalent results for the set of PPBPs based on this fitting

of the IP trace. Once again, the dimensioning rule used is C = µ+ 4σ, giving a
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Figure 6.2: Comparison of PPBP time congestion and time congestion value pre-
dicted by Gaussian ZBA.

maximum Gaussian time congestion of 3:17�10�5. As in the other set of results, we

see that as M increases, the zero buffer time congestion value, Pr(Q> 0), approaches

the target value permitted under the dimensioning rule. The results shown are given

by simulation. Although error bars are not shown in the figure, the zero buffer

approximation falls within the 95% confidence interval of the Pr(Q > 0) values for

M = 64, but not for M = 32.

It seems that the rate of convergence to Gaussian of the multiplexed streams de-

pends upon the level of multiplexing detected in the original stream. Although a

range of values of λ give adequately accurate results when a single stream is con-

sidered, when results are extrapolated from this stream, the results appear to be

moderately sensitive to the value of λ chosen.

Table 6.2 shows the amount of extra buffering required to compensate for the

fact that real traffic is not Gaussian. This is the minimum buffer size for which the

time congestion value is less than the time congestion value given by the Gaussian

zero buffer approximation of 3:17� 10�5. The results in the table relate to the

PPBPs considered in Figure 6.3. To give an idea of the impact of this extra buffering

we also show the maximum delay that may be encountered by data arriving at the
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Figure 6.3: Comparison of PPBP time congestion and time congestion value pre-
dicted by Gaussian ZBA for an alternate PPBP model of IP traffic.

buffer. We can see that, even if the traffic is not Gaussian, the addition of a small

amount of buffering can compensate for the optimistic capacity estimates given by

the Gaussian ZBA.

6.4 When Will Convergence to Gaussian Happen?

The results given in the previous sections indicate that the Gaussian ZBA is still

a gross approximation for real data traffic on fine time scales. However, we also

M Threshold for Gaussian ZBA congestion Delay (ms)
1 74 150 313
2 18 900 51.8
4 15 450 26.7
8 11 100 11.8

16 8 650 5.50
32 6 000 2.22
64 2 100 0.43

Table 6.2: Buffering required to achieve allowable time congestion level.
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see that the usefulness of the Gaussian ZBA as a conservative dimensioning rule at

these time scales improves considerably as the level of multiplexing increases. Here

we present some of the evidence that suggests that the level of multiplexing in real

networks is increasing.

Recent studies of Internet traffic monitored at individual points in the network

[CCLS01, CCLS02, ML00] have indicated that, as the level of multiplexing in-

creases, Internet traffic streams are becoming smoother. However, these studies have

been focussed on packet level arrival processes, and have not yet shown any evidence

that the overall workload can be modelled using a Gaussian arrival process. These

studies have shown a trend towards a Poisson arrival process for packets within a

stream, indicating that traffic does become smoother, and multiplexing gains are

achieved.

Figure 6.4 shows the growth in the number of hosts connected to the public In-

ternet. The diamonds show counts of the number of hosts, as recorded in the Internet

Domain Survey at the Internet Software Consortium (http://www.isc.org/ds/ ). The

solid line represents a doubling in the number of hosts occurring every 12 months.

This gives a good estimate of the growth of the Internet for the period between

January 1991 and January 1996. The dashed line represents a doubling every 24

months, and appears to give a good estimate of the growth rate since January 1996.

More direct evidence of the increase in the amount traffic being carried across

the Internet has been compiled by Coffman and Odlyzko [Odl99, CO02]. Evidence

from a range of sources, as summarised in [CO02], indicates that the amount of

traffic being carried on the Internet is doubling every twelve months.

Although direct measurement of the Internet is becoming increasingly difficult,

the best evidence suggests that the amount of traffic carried across the Internet is

growing exponentially. Further, the increasing number of Internet hosts suggests

that the traffic growth is at least partly caused by an increasing number of streams

being carried, suggesting that the level of multiplexing on individual links is also

increasing. The trace modelled in Section 6.3 was recorded in early 1999. Since

that time the total traffic on the Internet has at least quadrupled, and the number

of Internet hosts at least doubled. Assuming that this overall increase translates to

similar increases on individual links, there is every reason to suspect that the level of
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Figure 6.4: Growth in number of IP hosts.

multiplexing on the measured link is likely to have at least quadrupled in the period

since that measurement was made.

If Internet traffic growth results primarily from an increasing number of bursts

(as opposed to an increase in the bit rate per burst), then a doubling in load will

translate to a doubling in multiplexing level, i.e. a doubling in λ. On current trends,

the traffic on the backbone IP link where the 1999 trace was recorded will become

close to Gaussian by 2006 under this assumption. Alternatively, if we assume that

the level of multiplexing is directly proportional to the number of separate hosts,

then the traffic on this link will become close to Gaussian by around 2013. It is

likely that there are already core links with Gaussian traffic.

6.5 Growth in Traffic per Host

The results given in the section above suggest that the overall growth in total Internet

traffic is larger than can be explained simply by the increasing number of hosts. This

further growth in traffic appears to be of the same order as the growth in the number

of hosts, and is most readily explained as a growth in the traffic generated by each

host.
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In the PPBP model it makes sense to represent any growth in the number of hosts

by an increase in the value λ. However, it is not obvious how the growth in average

traffic generated by each host should best be represented. The main options within

the PPBP are:

1. Increasing λ, to represent an increase in the number of bursts each host pro-

duces.

2. Increasing δ, and hence E(d), to represent an increase in the duration of bursts.

3. Increasing r, to represent an increase in the bit rate of each burst.

The first of these options is the case considered in Section 6.3, and this case has

already been shown to result in a convergence to Gaussian. Increasing burst lengths

is certainly a possibility, but the exponential increases in network bandwidth suggest

that an increasing rate per burst is the best way to represent this growth in traffic per

host. In this section, we consider the impact of an increasing rate per burst.

As before, the multiplexing of realistic traffic streams is simulated by creating

scaled PPBPs. The original PPBP is one fitted to the IP traffic byte stream examined

in Section 5.7. This stream contains measurements of the number of bytes arriving

on a single link measured in 0.1 second intervals. The stream has a mean rate of

µ = 5225, variance of σ2
= 2:122� 107 and a Hurst parameter of H = 0:91. We

have found that a PPBP with parameters λ = 0:267, r = 3574:2, δ = 1, γ = 1:18 and

κ =�1031:4 accurately predicts the behaviour of the real traffic.

Scaled copies of this process are created to represent growth in the IP traffic

levels. In this case we assume that the growth in traffic is a result of two processes

that occur in parallel: (1) a growth in the number of hosts, resulting in an increase

in λ and (2) a growth in the transmission rate of each data source, resulting in an

increase in r. The Mth PPBP has parameters λM = Mλ, rM = Mr, δM = δ, γM = γ

and κM = M2κ. This process will have mean µM = M2µ and variance σ2
M = M3σ2.

The Hurst parameter will remain unchanged for all M. Based on growth rate of

Internet traffic, as discussed in the previous section, M will double once every two

years.

Figure 6.5 shows results for this set of PPBPs. Once again the Gaussian ZBA

dimensioning rule is used, with the assigned capacity being C = µ+4σ. This gives a
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Figure 6.5: Time congestion values for PPBPs with increasing rates per burst.

maximum Gaussian time congestion of 3:17�10�5. We see that as M increases, the

zero buffer time congestion value, Pr(Q > 0), approaches the target value permitted

under the dimensioning rule. The results shown are given by simulation. Although

error bars are not shown in the figure, the zero buffer approximation falls within the

95% confidence interval of the Pr(Q > 0) values for M = 256, but not for M = 128.

This implies that the value of λ for which convergence to Gaussian occurs is

approximately the same both for this scaling and for the scaling in which the rate per

burst was assumed to remain constant. The results in Figure 6.2 show convergence to

Gaussian occurring when M = 128, while the results here show a further doubling in

M is required before convergence occurs. Although this may sound like a significant

difference, the trend in Internet traffic is for a doubling to occur every one or two

years.

6.6 Optical Internet Implications

In Chapter 5, we have shown that the PPBP has all the attributes of an accurate

Internet traffic model. Using this model, we are now able to confirm the view of

[AZN98] and [Odl00] that the long range dependent (LRD) phenomenon observed
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in Internet traffic [FGWK98, LTWW94] does not necessarily lead to low utilization.

Although the traffic does not smooth out as voice traffic did, it will smooth out

eventually due to heavy multiplexing.

In particular, we used the IP traffic trace of Section 5.7 that was taken in 1999 on

a certain US link. We first use the PPBP model of this traffic trace as obtained above,

and then consider several different PPBP processes each of which is a process result-

ing from multiplexing together a number of statistical copies of the original PPBP

model of the trace. Recall that multiplexing of a number of PPBPs gives another

PPBP. For each of these PPBP processes, we used the quasi-stationary approxima-

tion, developed in Section 4.5, to estimate packet loss in a zero buffer SSQ, and

determined the capacity required to guarantee a given low packet loss. We show the

results in Figure 6.6. For the original traffic stream, we needed to run the system at

15% utilization to obtain 1/1,000,000 loss probability. However, if it is multiplexed

500 times, we obtain 80% utilization. (Notice that future Internet traffic may have

different characteristics than current traffic. However, it is expected that future traffic

will include large components of real-time services, which in fact generate smoother

streams.) Given the growth of the Internet, as discussed in Section 6.4, and assuming

no increase in the rate per burst, we estimate that it would take nine years to achieve

this level of multiplexing for this particular link. However, we do not have to wait

another six years to observe it. The smoothing out of Internet traffic has already

been confirmed by measurements in [Odl00, CCLS02] and references therein. This

smoothing out of Internet traffic phenomenon makes the bufferless optical Internet

very appealing.

Note that the scaling considered in Section 6.5 gives practically identical im-

provements in utilization, however the time scales are slightly longer. If growth in

the rate per burst is assumed to account for half of the total traffic growth, then the

improvements in utilization will take twice as long to appear, i.e. reaching 80% uti-

lization can be expected to take 18 years, rather than nine. Importantly, the increase

in rate per source does not prevent the overall traffic aggregates from becoming

smoother.
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Figure 6.6: Improving utilization as multiplexing levels increase.

6.7 Conclusions

By using the PPBP as a model, it is possible to calculate capacity requirements for

a variety of LRD traffic types. However, simpler dimensioning rules, such as the

Gaussian ZBA, also have applications. In this chapter, we have demonstrated that

the less conservative Gaussian ZBA becomes more useful as traffic loads grow.

Some estimates of how rapidly this convergence towards Gaussian may be oc-

curring in the Internet are given. Using the PPBP, which was shown in Chapter 5 to

be an accurate model for IP traffic, estimates were made as to when Gaussian traffic

might be observed. These estimates were made by applying global Internet growth

trends to traffic observed on a single link. It seems likely that there are already

places in today’s networks where traffic can be regarded as being close enough to

Gaussian, and as traffic levels continue to grow, it is expected that more links will

carry Gaussian traffic loads in the near future.



Chapter 7

The Effect of Increase in Network
Speed on Effective Bandwidths

7.1 Introduction

In Chapter 6, we showed how a zero buffer approximation can give simple dimen-

sioning rules. In this chapter, we examine techniques by which more efficient di-

mensioning rules for network links having buffering can be derived for given traffic

models. The traffic models considered here include the simple M/M/1 queue system,

Gaussian models, and the PPBP.

For the purpose of network dimensioning and connection admission control

(CAC), it is important to have a simple method for estimating the network resources

required under given traffic conditions. Effective bandwidths are a widely used

method for achieving this goal [BBM93, CLW96, GAN91, Kel96, KWC93, MR95,

RMV96]. The effective bandwidth is a single number that is assigned to each traf-

fic stream, based on the properties of the traffic, the buffering in the network and

the allowable overflow probability. This value represents the amount of network

bandwidth required to satisfy the demands of that stream.

Traditionally, an effective bandwidth has two essential characteristics:

1. The effective bandwidth of a stream should be independent of the other streams

with which it is mixed.

2. The effective bandwidth of the superposition of two independent traffic streams

should be the sum of the effective bandwidths of the constituent streams.

141
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This traditional effective bandwidths framework has a number of advantages.

The effective bandwidth for a given traffic stream can be evaluated independently

of the background load. CAC is as simple as adding the effective bandwidths of all

prospective customer streams and comparing that value with the available capacity.

The main disadvantage of the traditional definition for effective bandwidths is that

its characteristics make any statistical multiplexing gain impossible.

The traditional approach also misses a very significant benefit achieved by carry-

ing multiple traffic streams on a single high speed link, rather than on multiple lower

speed links. The high speed link will have a transmission speed greater than that of

any one of the individual links that might otherwise carry the traffic. If the high

speed link has the same amount of buffer space (or equivalently the same threshold

for overflow probability) as each of the lower speed links, then the traffic on the high

speed link will receive a decrease in the buffering delay. If the buffer size is increased

proportionally with the transmission rate, so as to maintain the same maximum de-

lay, we are able to use less bandwidth to achieve a given overflow probability. The

traditional approach makes no allowance for the possibility of increasing buffer size.

Instead of regarding the buffer space as a fixed parameter, in this chapter we

will consider the requirements of a stream in terms of bandwidth and buffer space.

We consider the case where the buffer size is increased proportionally with the link

capacity. This gives a guarantee of two important QoS measures: the maximum

allowable cell loss probability and the maximum queueing delay. In this way, we

decrease the capacity required to satisfy the traffic, without increasing the maximum

delay. [FA99] gives another method for reducing effective bandwidth values when

buffer thresholds are increased. The system proposed here differs from that scheme

primarily in the constraint used to determine the buffer threshold value.

This idea is somewhat related to the concept of “(σ;ρ)-constrained” traffic streams

as described by Kesidis in [Kes96]. Kesidis defines a service rate ρ and buffer size σ

required to ensure that the traffic stream can be transmitted with zero loss. We relax

this constraint, by permitting a small non-zero loss probability of ε > 0.

Large deviations results have been produced for systems where the service rate

and buffer size are scaled together [CW96, Duf96]. These results have indicated

that scaling the amount of buffer space available proportionately with the number of
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multiplexed traffic streams does allow less capacity to be provided. In this chapter,

these results are extended downwards from the highly multiplexed cases for which

large deviations analysis is applicable, and it is shown that there are significant gains

that can be made by applying this type of scaling even for quite small scaling factors.

We present a comparison between traditional effective bandwidths and a concept

of effective bandwidths calculated in conjunction with a buffer space requirement.

In Section 7.2, we describe effective bandwidths as they have been previously pre-

sented. In Section 7.3, we describe our ideas for a more efficient effective band-

widths estimate. We elaborate upon these ideas with a concrete example by exam-

ining the M/M/1 queueing system in Section 7.4. In Section 7.5, we show that for

Gaussian traffic a multiplexing gain is possible even when the buffer threshold is

held fixed. In Section 7.6, we give results relating to the capacity requirements of a

Gaussian arrival process with short range correlations. Section 7.7 gives consider-

ation to the impact of long range dependence by investigating the same cases as in

Section 7.6, but using an arrival process with long range dependencies.

Capacity requirements for a PPBP already shown to be a realistic model of LRD

traffic streams are examined in Section 7.8. In Section 7.9 multiplexed copies of a

measured data trace are considered, and multiplexing gains are shown to be available

when our new effective bandwidths methods are used. Finally, in Section 7.10 a

comparison is made between the estimated capacity requirements of multiplexed

copies of real traffic streams, and the estimates of these requirements made using

the PPBP and LRD Gaussian models.

7.2 Conventional Effective Bandwidths

The effective bandwidth for a traffic stream is the minimal bandwidth required to

carry that traffic, subject to meeting quality of service (QoS) requirements. Tradi-

tionally the QoS requirements of the traffic have been reduced to the requirement

that a given buffer overflow probability is not exceeded.

More precisely, for a given arrival process, fA(t)g, the effective bandwidth is

µ. This value is defined as the minimum capacity such that if fA(t)g is fed into

an infinite buffer single server queue (SSQ) with capacity µ, the probability of the
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queue occupancy exceeding a given threshold x is less than some pre-defined limit

ε.

If the queue length distribution function, Pr(Q� x), is known, then the effective

bandwidth for given values of ε and x can be readily determined by solving for µ in

Pr(Q� x) = ε: (7.1)

For Markovian traffic sources the queue length distribution has an exponential

tail, and takes the form

Pr(Q > x)� e�ζ(µ)x
; (7.2)

where the exact form of the function ζ(:) is determined by the statistical charac-

teristics of the stream. Equation (7.2) is an equality for pure Poisson arrivals, and

also provides an accurate approximation for a variety of other traffic types. Where

Equation (7.2) is useful, the effective bandwidth is given by

µ = ζ�1
(�(logε)=x) : (7.3)

The effective bandwidths generated by Equation (7.3) meet both the require-

ments for effective bandwidths given in our introductory remarks. For this reason,

Equation (7.2) is a widely used approximation for the queue length distribution.

There are a number of factors that limit the extent to which Equation (7.2) can be

used. Although it is frequently assumed (as in [GAN91] for example) that the weight

of the exponential tail is approximately one, Equation (7.2) should be written as

Pr(Q > x)� ξ(µ)e�ζ(µ)x (7.4)

to highlight the possibility of ξ� 1 or ξ� 1. Furthermore, ξ is not necessarily inde-

pendent of µ. This possibility will be further elaborated when we consider Gaussian

arrival processes in Section 7.5. [BBM93, KWC93, MR95] present techniques used

to estimate ξ. As [CLW96] shows, where ξ � 1 is not a valid assumption, effec-

tive bandwidths calculated in this fashion can be extremely inaccurate. If the traffic

stream is long range dependent (LRD), the rate of decay of the queue length distri-

bution is much slower than exponential, so Equation (7.2) is not applicable.

Section 17.1.1 of [RMV96] gives a different interpretation for effective band-

widths. If we consider a system with buffer size x and maximum allowable loss ε,
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then an input stream with mean input rate λ has effective bandwidth µ. As x tends to

infinity, the effective bandwidth of the stream will tend toward the mean input rate.

This convergence is hyperbolic in nature, and can be written as

lim
x!∞

(µ�λ)x =�(logε)v=2 (7.5)

where v is the asymptotic variance of the arrival process:

v = lim
t!∞

E
h
A(t)2

i
�E [A(t)]2

t
: (7.6)

Note that if we rewrite Equation (7.5) as

µ� λ� (logε)
v
2x

; (7.7)

then the effective bandwidth of a traffic stream can be seen to equal to the mean

input rate, plus an amount of bandwidth set aside to cater for the variability of the

stream. That allowance is dependent upon the properties of the stream, but also

depends on the amount of buffer space available, x. Thus increasing x should yield

a decrease in the effective bandwidth. This fact leads us to our new definition for

effective bandwidths.

7.3 Effective Bandwidths - A New Definition

As discussed in the previous section, traditional effective bandwidths define an ef-

fective bandwidth µ for a given traffic stream, given buffer size, x, and allowable

overflow probability, ε. Thus the effective bandwidth is defined by the properties of

the traffic stream; by the QoS requirements of the traffic, in the form of the minimum

acceptable cell loss (given by ε); and by the properties of the network in the form of

the buffer size x.

Traditionally then, buffer size is fixed, and we calculate an effective bandwidth

from

µ = fe(ε;x)

where the form of the function f (:) is determined by the properties of the input

traffic stream.
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We note, however, that if we consider a system in which the service capacity is

increased but the buffer size is held fixed, then the delay experienced by any work in

the system will be reduced. In particular, paraphrasing Kelly [Kel00], volume scal-

ing does not impact on queueing delay, but the speed parameter causes substantial

reductions in queueing delay.

We now present a new definition for effective bandwidths in which we remove

the dependence of the effective bandwidth on the network parameters. The effective

bandwidth we calculate is defined to be the capacity required to ensure that when

the traffic stream in question is fed through a single server queue with capacity µ

and buffer size x, the overflow probability does not exceed ε. Unlike the traditional

effective bandwidths case, we have the freedom to choose x. Our choice of x is

limited so that the maximum buffer delay does not exceed a maximum value δmax.

The two values µ and x depend only on the properties of the traffic stream, and

on the relevant QoS requirements, specified as the maximum allowable overflow

probability, ε, and the maximum allowable queueing delay δmax.

Thus, we calculate

µ = g(ε;δmax) (7.8)

and

x = h(ε;δmax): (7.9)

The forms of functions g(:) and h(:) are determined by the properties of the input

traffic stream. Solving for x and µ is simplified by the fact that, regardless of the

nature of the arrival process,

x = µδmax: (7.10)

7.4 The M/M/1 System

Consider an M/M/1 queue that is a FIFO SSQ with Poisson arrivals and exponential

service times. The M/M/1 queue is considered first because of its amenability to

analysis, even though its applicability to realistic situations is perhaps somewhat

limited. By considering the M/M/1 case we illustrate that gains are achieved in

our new effective bandwidths scheme even for traffic sources in which there is no

statistical multiplexing gain available.
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Let the service rate of the queue be µ and the mean arrival rate be λ. Define ρ

to be the queue utilization, i.e. the proportion of time that the server is active. The

queue utilization is given by ρ = λ=µ.

For a given x, the overflow probability is given by

Pr(Q > x) =

�
λ
µ

�x

= ρx
: (7.11)

To determine an effective bandwidth value for a given arrival rate λ, using the

traditional definition, we simply solve Equation (7.11) for µ, given a buffer size x

and a maximum allowable probability of overflow ε. This gives

µ = λe
� logε

x : (7.12)

For fixed x and ε, the properties of independence and additivity required by tra-

ditional effective bandwidths apply to values of µ calculated using Equation (7.12).

As Equation (7.12) shows, if the arrival rate increases, the effective bandwidth in-

creases proportionally. From this perspective, it appears that no multiplexing gain is

possible. If one Poisson source requires bandwidth µ, then when N identical sources

are multiplexed, they will require a total bandwidth of Nµ to guarantee the same

overflow probability. There seems to be a paradox here, as we know that a Poisson

process approaches Gaussian as the mean increases. As we shall show in Section

7.5, Gaussian traffic permits significant multiplexing gain. So where is the gain

here?

The answer lies in the buffering delay that the N sources experience when they

are multiplexed together. A single Poisson source will have a maximum buffering

delay of x=µ. When N of these sources are multiplexed together, and fed into a queue

with mean rate Nµ, each source has a maximum delay of x=(Nµ), i.e. the delay for

each source is improved by a factor of N. This is where the gain from multiplexing

has occurred. Since the buffer delay was not considered in calculating the effective

bandwidth, we can assume that this improvement in delay is not required by the

sources. Therefore, it is reasonable that we choose to remove this improvement in

delay in return for a reduction in bandwidth requirements.

We choose to trade this improvement in delay for a reduction in bandwidth re-

quirements, using the new definition for effective bandwidths discussed in Section
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7.3. We consider a system in which we have two key requirements: (1) that the

overflow probability not exceed a maximum level ε, and (2) that the maximum de-

lay experienced not exceed a given value, δmax.

For the M/M/1 queueing system, with arrival rate λ, the maximum loss constraint

is given by

Pr(Q > x) =

�
λ
µ

�x

� ε (7.13)

and the maximum delay constraint is given by Equation (7.10): x = µδmax.

To find the minimal resource requirements that meet these conditions we need to

solve �
λ
µ

�µδmax

= ε: (7.14)

Rearranging this into the form y = xex and solving gives

µ =
� logε

W
�
� log ε
λδmax

�
δmax

(7.15)

where W (y) term is Lambert’s W function which is defined as solution to y = xex.

This function and some related expressions are discussed in [CGH+96], which also

provides numerical methods that can be used in generating values for this function.

A simple substitution into Equation (7.10) gives the corresponding buffer thresh-

old value

x =
� logε

W
�
� logε
λδmax

� : (7.16)

7.4.1 Realizing the Multiplexing Gain

To show the advantages of our new definition of effective bandwidth, we use a sim-

ple example in which the arrival rate increases, but the delay and buffer overflow

constraints are not altered. We compare the effective bandwidth calculated in this

way with that generated by the traditional methods.

This example clearly illustrates the advantage of our method of evaluating effec-

tive bandwidths. The traditional definition of effective bandwidth produces a system

in which the utilization remains constant and the delay experienced by the traffic

decreases as the mean arrival rate increases. Our definition of effective bandwidths

produces a system in which the utilization improves with an increasing arrival rate,
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and the delay is held constant. The price of this improvement in utilization is a

slight increase in the complexity of calculations required to generate an effective

bandwidth, and a requirement that the network be able to provide sufficient buffer

space to each traffic stream.

We consider a starting point where, given an original arrival rate, λ1, we have

already determined appropriate values for µ1 (the original service rate) and x1 (the

original threshold level) so as to meet our QoS constraints. We then contemplate

the multiplexing of N such streams to give a total arrival rate of λ2 = Nλ1, and find

expressions for the new service rate µ2 and buffer threshold x2.

The allowable overflow probability remains the same, so�
λ1

µ1

�x1

=

�
λ2

µ2

�x2

: (7.17)

The worst case delay also remains constant, giving

x1

µ1
=

x2

µ2
: (7.18)

After isolating x2 from Equation (7.18) and substituting it in Equation (7.17), we

obtain the following fixed point problem for µ2:

µ2 =
µ1 log(λ1=µ1)

log(λ2=µ2)
: (7.19)

It is possible to solve Equation (7.19) for µ2.

µ2

µ1
=

� log
�

λ1
µ1

�
log
�

µ2
λ2

� (7.20)

Rearranging gives

log

�
µ2

λ2

�
=

� log
�

λ1
µ1

�
µ2
µ1

:

Then, undo the logarithms.

µ2

λ2
= exp

0
@� log

�
λ1
µ1

�
µ2
µ1

1
A
:

We have a target format in mind, i.e. y = xex, so manipulate to get there.

�µ1

λ2
log

�
λ1

µ1

�
=

� log
�

λ1
µ1

�
µ2
µ1

exp

0
@� log

�
λ1
µ1

�
µ2
µ1

1
A
: (7.21)
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Now define:

α =

� log
�

λ1
µ1

�
µ2
µ1

(7.22)

and

β =
�µ1

λ2
log

�
λ1

µ1

�
: (7.23)

Equation (7.21) can now be rewritten as

β = αeα
: (7.24)

This is now in a familiar form, and as before, has a solution of the form α = W (β),

where the W (β) term is Lambert’s W function.

Undoing the substitutions of α and β gives

� log
�

λ1
µ1

�
µ2
µ1

=W

�
�µ1

λ2
log

�
λ1

µ1

��
: (7.25)

Rearranging to isolate µ2 gives

µ2 =
�µ1 log

�
λ1
µ1

�
W
�
�µ1
λ2

log
�

λ1
µ1

�� (7.26)

and substituting into Equation (7.18) gives

x2 =
�x1 log

�
λ1
µ1

�
W
�
�µ1
λ2

log
�

λ1
µ1

�� : (7.27)

By way of comparison, traditional effective bandwidths yield the following ex-

pressions in the equivalent scenario:

µ2 = µ1
λ2

λ1
(7.28)

x2 = x1: (7.29)

Figures 7.1 and 7.2 present the results for an M/M/1 queue. In both figures, the

system is solved to give a maximum delay of δmax = 10 and a maximum allowable

loss rate of ε = 10�7. λ1 = 1 and under these conditions µ1 = 2:13 and x1 = 21:3.

Given λ2 = Nλ1, new values are calculated for the service rate µ2 and buffer thresh-

old x2. In both figures, the curves labelled Case 1 represent the case where the
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Figure 7.1: Utilization in the M/M/1 queueing system.

buffer size is proportional to the service rate and the values of µ2 and x2 are given by

Equations (7.26) and (7.27), respectively. Case 2 provides the traditional effective

bandwidths approach, where µ2 = Nµ1 and x2 = x1.

In Figure 7.1, we see that when the buffer requirements of the traffic are per-

mitted to expand in the way described (Case 1), the utilization of the system can

be radically improved, and quickly tends to one. The traditional approach (Case 2)

precludes a multiplexing gain, and we therefore see no improvement in utilization

as the arrival rate increases. Figure 7.2 shows the source of the multiplexing gain

achieved in Case 1. The traditional effective bandwidths approach (Case 2) sees

an improvement in the maximum delay as the arrival rate is increased. In Case 1,

where the maximum delay is held constant, we “cash in” that improvement in delay

in return for the reduction in the required capacity shown in Figure 7.1.

7.4.2 Mean Delay

Under the new definition for effective bandwidth, as the values of λ2 and µ2 increase,

the utilization of the system, ρ, tends to one. This means that each packet arriving

at the queue is more likely to be queued. By definition, the maximum delay is fixed,
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Figure 7.2: Maximum delay in the M/M/1 queueing system.

and clearly the mean delay cannot exceed the maximum delay. The mean delay in

the system is evaluated to make sure that the average delay does not approach that

maximum value. Although not specifically considered in determining our effective

bandwidth value, the mean delay is an important QoS parameter for many network

services.

If we define δ̄ to be the average delay, then Little’s Law gives

δ̄ =
E(Q)

λ
: (7.30)

For the M/M/1 queue

E(Q) =

∞

∑
n=0

nPr(Q = n)

=

∞

∑
n=0

n(1�ρ)ρn

E(Q) =
ρ

1�ρ:
(7.31)

Hence the average delay in an M/M/1 queue is

δ̄ =

�
ρ

1�ρ

�
λ
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δ̄ =
1

µ�λ
: (7.32)

To check the effect on the mean delay of an increase in the arrival rate, we

must consider the difference between λ2 and µ2. We consider two M/M/1 queueing

systems with parameters fλ1;µ1;x1g and fλ2;µ2;x2g. We set λ2 =Nλ1 for N� 1 and

let µ2 be related to µ1 according to Equation (7.26). The average delays experienced

in those queues are δ̄1 and δ̄2 respectively. If µ2�λ2 � µ1�λ1, then δ̄2 � δ̄1.

We need to show:

µ2�λ2 � µ1�λ1

(= µ2�µ1 � λ2�λ1

(= (Mn�1)µ1 � (N�1)λ1

where Mn is given by Equation (7.26) as

Mn =
µ2

µ1
=

�log
�

λ1
µ1

�
W
�
�µ1
Nλ1

log λ1
µ1

�
For all x, W (x)� x, so

Mn =
µ2

µ1
�

� log λ1
µ1

�µ1
Nλ1

log λ1
µ1

=
Nλ1

µ1
; (7.33)

hence

(Mn�1)µ1 � Nλ1�µ1 � (N�1)λ1:

This implies that the mean delay should not increase if the arrival rate increases

and the capacity is scaled according to Equation (7.26). Figure 7.3 shows this for a

starting point of λ1 = 1 and a range of values of N. As in the previous figures, Case

1 represents our new effective bandwidths method. Case 2 is included to provide a

comparison with traditional effective bandwidths. As predicted, the mean delay does

not increase in Case 1, and even decreases slightly. Thus decreasing the effective

bandwidth in the way discussed in Section 7.3 does not compromise our ability to

meet constraints on mean delay that may exist.
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Figure 7.3: Mean delay in an M/M/1 queueing system.

7.5 Multiplexing Gain for Gaussian Processes

We now consider a slightly more complicated traffic model, in the form of a discrete

time deterministic SSQ with a Gaussian arrival process. Gaussian traffic models

appear to be realistic in certain situations, and as levels of aggregation increase,

we would expect the Gaussian model to become more generally applicable [Add99,

AZN98]. Analytic approximations for the queue length distribution in the case of a

Gaussian arrival process are given in [AMN99, AZ94c, AZN95, Nar98, NSVV95].

For the discrete time system, time is broken into fixed size intervals. Let An be a

continuous random variable representing the amount of work entering the system in

time interval n. An has mean E(An) and variance σ2.

This arrival process is fed into a server with fixed service rate C. The utilization

ρ is defined by ρ = E(An)=C. The amount of work added to the queue in interval n

is Yn where

Yn = An�C:

The mean of Yn is m = E(An)�C. Note that m must be negative for queueing

stability.

The distribution of the queue length Q for a Gaussian process is determined by
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three parameters: the mean net arrival rate, m; the variance, σ2; and the asymptotic

variance rate (AVR), v, where

v = lim
x!∞

Var [∑x
n=1Yn]

x
:

For Gaussian traffic, the tail of the overflow probability (or the unfinished work

distribution) is exponential. By [AZ94a], it can be approximated by

Pr(Q > x)� c̃es�x
; (7.34)

where

s� =
2m
v
;

Pr(Q > 0)� c̃ =
�s�ψ(�m;σ)

erf
�
�mσ=(v

p
2)
� (7.35)

and

ψ(x;σ) =
σp
2π

e�
x2

2σ2 � x
2

erfc

�
x

σ
p

2

�
:

If v is finite, the traffic is short range dependent (SRD), and the above equations

apply. If v is infinite, the traffic is long range dependent (LRD). For an LRD Gaus-

sian process the parameter v is not a useful parameter, and the Hurst parameter, H,

is used instead to represent the impact of the correlation structure. If the process is

LRD, s� becomes a function of the buffer threshold x, as will be discussed in Section

7.7.

We can see from Equation (7.34) that when a Gaussian arrival process is fed into

a deterministic SSQ, the tail of the buffer overflow curve is exponential in nature, as

is assumed in the traditional effective bandwidths case. If we assume that this tail is

the dominant factor in determining the buffer overflow probability, then traditional

effective bandwidths will apply. Unless we expand the buffer space supplied, as we

have suggested in Section 7.3, then multiplexing gain will not occur.

However, if we consider a highly correlated (but still SRD) traffic stream, then v

will be large and the value of s� will tend towards zero. At that stage the overflow

probability will be approximated by Pr(Q > 0). In other words the overflow proba-

bility will be dominated by the weight of the tail, c̃, rather than the rate of the tail,

s�. When v is sufficiently large, erf
�
� mσ

v
p

2

�
��mσ

p
2

v
p

π so from Equation (7.35)

c̃�
p

2π
σ

ψ(�m)
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c̃� e�
m2

2σ2 +
m
p

π
σ
p

2
erfc

�
� m

σ
p

2

�
; (7.36)

which is a function of m
σ only. Since the probability of loss is mainly determined by c̃

when v is large, it follows that in this situation, an appropriate dimensioning criterion

will be to place a lower bound on jmσ j. Since the parameters of the aggregated traffic

stream are obtained by summing the m’s and summing the σ2’s, this rule does imply

a significant multiplexing gain. For example, if 100 identical traffic streams are

multiplexed together, increasing the capacity of the server by a factor of 100 at the

same time, the value of m
σ for the aggregated traffic stream will be 10 times that of

the individual traffic streams. If the m=σ criterion is used, multiplying the server

capacity by 100 is clearly overdoing it.

Suppose that the lower bound on jmσ j, for dimensioning purposes, is 5, and each

traffic stream has a mean arrival rate of 1 and a σ of 3. Thus, if each stream is

dimensioned separately, each will require a bandwidth of 16 (m=σ = (1� 16)=3 =

�5), and the total bandwidth required for 100 traffic streams will be 1600. If the

streams are aggregated together, the total value of σ will be 30, and the total mean

arrival rate will be 100, so the total bandwidth required will be 550 (m=σ = (100�
550)=30 = �5). The utilization improves from 6:25% to 18:2%, a considerable

gain. In general, if N identical streams are multiplexed together, the gain cannot

be more than
p

N, and may, in fact, be arbitrarily close to 1, depending upon the

particular values of m and σ2 [FA99].

7.6 The SRD Gaussian System

Using the approximation for the queue length distribution given by Equation (7.34),

it is possible to generate numerical estimates of the effective bandwidth for a given

Gaussian traffic source with known mean (E(An)), variance (σ2) and asymptotic

variance rate (v). As in Section 7.4.1, we examine the utilization and maximum

delay values for increasing arrival rates. We start with a single traffic stream with

mean arrival rate E(An), variance σ2 and AVR v, and then consider arrival processes

made up of N of these streams combined together, for a range of values of N. For a

Gaussian process all three parameters are additive, so the combined traffic sources

will have mean arrival rate NE(An), variance Nσ2 and AVR Nv.
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Figure 7.4: Utilization for an SRD Gaussian process.

In examining the Gaussian process, we add a third case to the two considered

in previously. As before, Case 1 refers to a case where we choose the effective

bandwidth and buffer size values so as to meet the QoS constraints of allowable

overflow probability and maximum delay value for the total traffic. Case 2 again

presents the traditional effective bandwidths approach, precluding any multiplexing

gain. In the third case, labelled Case 3, we keep the buffer threshold fixed, but permit

a multiplexing gain, i.e. we treat the multiplexed stream as a single Gaussian source

with increased mean, variance and AVR and calculate the effective bandwidth for

this multiplexed stream. In the M/M/1 queue Cases 2 and 3 yielded identical results,

but the argument of Section 7.5 suggests that they differ in the Gaussian case.

Figures 7.4 and 7.5 show the utilization and maximum delay values, respectively,

for a range of levels of aggregation of Gaussian processes of this type. In these

figures a single Gaussian process is one with mean arrival rate E(An) = 1:0, variance

σ2
= 2:0 and AVR of v = 4:0. The maximum delay permitted is δmax = 10 time

intervals, and maximum overflow probability is ε = 10�7.

Figure 7.4 shows that when we have a Gaussian arrival process, multiplexing

gain is possible even without considering the effect of an increased overflow thresh-

old. Comparing Cases 2 and 3 in this figure shows that even when v is not very large
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Figure 7.5: Maximum delay for an SRD Gaussian process.

(approximately 3.2 time the mean net arrival rate, m, in this case) a multiplexing

gain is possible. Case 1 shows us that permitting the overflow threshold to expand

provides an even greater multiplexing gain. In Figure 7.5, we can see that, as in the

M/M/1 case, this improvement in utilization shown in Case 1 has come about by

removing an improvement in buffering delay that occurs when multiplexing is based

on traditional effective bandwidths. We also see that the moderate gain achieved in

Case 3 has had almost no impact on the maximum buffering delay, compared with

the delays experienced using traditional effective bandwidths (Case 2).

7.6.1 Mean Delay

As in the M/M/1 case, we give some consideration to the effect on the mean queue-

ing delay of our definition of effective bandwidth. For the SRD Gaussian case,

[AZ94c] gives

E(Q)�� c̃
s�
: (7.37)

Combining this approximation with Little’s Law allows us to estimate the mean

buffering delay experienced in this queueing system. Figure 7.6 shows values for

the mean delay estimated for a large range of values of N. We can see that a scheme
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Figure 7.6: Mean delay for an SRD Gaussian process.

based on our new definition of effective bandwidth, shown in Case 1, does cause a

slight increase in the mean delay when the number of streams multiplexed together

becomes very large. However even when over 4000 streams are multiplexed, the

mean delay is less than 1:5 times that of a single stream. While any increase is less

than ideal, the scale of the increase is reasonably small, and is not sufficient cause

for us to dismiss our new effective bandwidths technique.

7.7 The LRD Gaussian System

In many applications traffic is LRD [CB97, LTWW94] and, in this case, the un-

finished work distribution does not have a dominant exponential tail. This implies

that traditional effective bandwidths formulae are not applicable, and a new scheme

must be devised. Some techniques for determining effective bandwidths for LRD

sources have been proposed [FNM00]. LRD traffic poses a new challenge to our

proposed scheme only in that the queueing curves are more difficult to estimate for

LRD processes.

In order to examine the impact of long range dependence in the arrival process,

we now examine an LRD Gaussian process. We use the approximation for queueing
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Figure 7.7: Utilization for an LRD Gaussian process.

performance given in [AZN98].

Pr(Q > x)� c̃es�(x)x (7.38)

in which

c̃ =

p
2π
σ

ψ(�m;σ)

and

s�(x) =� 1
2σ2 j1�Hj�2

�
H

j(1�H)mj

��2H

x1�2H
:

The parallel between Equation (7.34) and Equation (7.38) is useful here. Other

estimates for the weight of the tail c̃ and a general method for determining the rate

of the tail s�(x) are given in [AMN99], and have been used in Section 3.5.

Note that the expression for an LRD Gaussian process differs from the equivalent

SRD expression given in Equation (7.34) only in the rate of the tail, s�. The weight

of the tail, c̃, is identical to that given in Equation (7.36) as being appropriate for

large values of v. Thus, the discussion of multiplexing gain given in Section 7.5 is

equally relevant to LRD Gaussian traffic.

Figures 7.7 and 7.8 show results for an LRD Gaussian process. As in Section

7.6, three cases are shown in each figure. The three cases shown in Figures 7.7
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Figure 7.8: Maximum delay for an LRD Gaussian process.

and 7.8 are identical to the three cases shown in Figures 7.4 and 7.5 in Section 7.6.

As before, Case 2 shows the traditional effective bandwidths results. Case 3 shows

results where multiplexing gain is permitted, but the buffer size is held constant,

and Case 1 shows the case where the buffer size is permitted to grow according to

our new definition of effective bandwidths. In the case shown in the figures, we

consider the rate 1 source to have E(An) = 1, σ2
= 2 and H = 0:8. When N sources

are multiplexed, the aggregate stream has E(An) = N, σ2
= 2N and H = 0:8.

As in Figure 7.4, we see that even without an increase in buffer size, a multi-

plexing gain is possible. In the example used in Figure 7.4, v was only moderately

large, and therefore the multiplexing gain achieved was reasonably small. In Figure

7.7, the value of v is very large (in fact infinite!) and therefore the multiplexing

gain achieved without altering the buffer threshold is more significant. The utiliza-

tion level achieved in Case 1 is less in the LRD case than in the equivalent SRD

case shown in Figure 7.4. This reflects the fact that with LRD traffic the tail of the

queue length distribution decreases more slowly than exponential, and therefore an

increase in the threshold value will have less impact on the overflow probability.
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7.8 The PPBP

In this section, we use a realistic model for LRD traffic, in the shape of a PPBP fitted

to the Ethernet data trace described in Section 5.6.

The PPBP fitted to the Ethernet traffic trace has parameters λ1 = 0:158, r =

184:3, δ = 1, γ = 1:4 and κ1 = 73:32. This gives a mean of µ1 = 175:24 and a vari-

ance of σ2
= 16994:4. The multiplexed traffic streams are generated by increasing

λ and κ without changing r. A PPBP representing N copies of the original stream

multiplexed together has λN = Nλ1 and κN = Nκ1, giving a PPBP with overall mean

arrival rate µN = Nµ1. This scaling of the PPBP has already been used to mimic the

multiplexing of multiple data streams in Chapter 6, where it was shown that, as λ

increases, the queueing performance of the multiplexed traffic is well approximated

by a Gaussian dimensioning rule. Here, the focus is on the gains achieved using

our new definition for effective bandwidths, and showing that these gains can be

achieved when this realistic model for data traffic is used.

Figures 7.9 and 7.10 show results for this set of PPBPs. The results shown were

calculated using the quasi-stationary approximation. As in the other results given in

this chapter, Case 2 shows the traditional effective bandwidths results. Case 3 shows

results where multiplexing gain is permitted, but the buffer size is held constant, and

Case 1 shows the case where the buffer size is permitted to grow according to our

new definition of effective bandwidths. The results for the PPBP are qualitatively

similar results to those obtained for the LRD Gaussian process. As with the LRD

Gaussian results, significant multiplexing gains are achieved in Case 3, where the

buffer size is held constant. The extra flexibility of our method does permit a further

gain in utilization, but most of the multiplexing gain is achieved without needing to

permit extra buffering to be added to the system.

7.9 Real Data Stream

A measured traffic trace is considered in this section. The trace considered here is

the Ethernet trace described in Section 5.6. It was shown in Section 5.6 that the

PPBP considered in the previous section constitutes a realistic model for this traffic.

It is therefore expected that the results produced using this trace should be very
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Figure 7.9: Utilization for a PPBP.
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Figure 7.10: Maximum delay for a PPBP.
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similar to those observed above. A comparison of results is given in the next section

to confirm this.

In order to perform the same sort of evaluation as carried out throughout this

chapter, it is necessary to create traffic streams that contain multiple copies of the

original trace. This is achieved by creating traffic streams consisting of N copies of

the original trace. The original trace contains R samples of the arrival process, A j.

(In this case, R = 100;000.) A set of N� 1 values, in, are chosen from a uniform

distribution with range (0;R). The Nth offset is set to be zero. These values represent

offsets into the trace. The values in the multiplexed data trace are then generated

according to

S j =

N

∑
n=1

A j+in: (7.39)

For each value of N, 10 data sets were produced, and the required capacity cal-

culated for each set. The different sets had different (random) offset values for the

multiple multiplexed streams. For each of the data sets, repeated simulation is used

to determine the service rate and buffer size required to meet the QoS criteria.

The results of this test are given in Figures 7.11 and 7.12. The three different

cases are considered, as in the previous results given in this chapter. As with the

LRD Gaussian and PPBP results, most of the multiplexing gain is achieved with-

out the buffer size being allowed to change. When the buffer size is permitted to

increase (Case 1) further gains are achieved, but they are less significant than the

gains reflected by comparing Case 3, where multiplexing gains are permitted, with

Case 2, where they are not.

7.10 Comparison of Results

Figures 7.13 and 7.14 present a summary of the results obtained in the previous

sections. Equivalent results for a Gaussian process fitted to the Ethernet data stream

are also shown. In this section, a comparison of the ability of the two different

models considered to give accurate estimates of the capacity requirements of the

original data set is the main focus.

Figure 7.13 shows a comparison of the Case 3 results from the previous sections.

The utilization is shown where the capacity in each case is the minimum capacity
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Figure 7.11: Utilization for multiplexed copies of data.
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Figure 7.12: Maximum delay for multiplexed copies of data.
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Figure 7.13: Utilization for a fixed buffer size.

such that the loss probability does not exceed ε = 10�4. The buffer size for each

process is fixed at a single value. This value is chosen such that the maximum delay

in the N = 1 case for the Ethernet data is δmax = 10. This condition gives a buffer

size of x = 5522, which is used for all three processes.

Figure 7.14 shows a comparison of the Case 2 results from the previous sections.

The utilization shown is based on the minimum capacity required to guarantee a loss

probability less than ε = 10�4 and a maximum delay of δmax = 10.

In both figures, we note that the Gaussian process gives a higher utilization than

the multiplexed data streams, meaning that the Gaussian process under-estimates the

capacity required by the data. This is consistent with the results we have shown in

Chapter 5. The differences between the Gaussian results and those given by the real

data are particularly significant when the level of multiplexing is low. The Gaus-

sian estimates become better when N > 10. The PPBP slightly over-estimates the

capacity required by the data traffic. In a world of binding service level agreements,

network providers are far better served by slightly over-estimating their capacity

requirements than they are by under-estimating them.
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Figure 7.14: Utilization for a variable buffer size.

7.11 Conclusions

This chapter has presented a new perspective on effective bandwidths. Rather than

finding the bandwidth required to meet QoS guarantees for a fixed buffer size, the

effective bandwidth has been chosen in conjunction with a buffering requirement.

This pair of values is chosen so as to minimise the bandwidth required, while not

exceeding the maximum delay given as part of the QoS requirements.

Using this method, it has been shown that the capacity requirements of Marko-

vian traffic streams may be significantly reduced. The impacts of our new definition

have been examined, and it is shown that the cost of this reduction is a slight in-

crease in the complexity of calculating an effective bandwidth value, and a removal

of the decrease in the buffering delay that would occur under traditional effective

bandwidth schemes.

We have also shown that for Gaussian traffic some multiplexing gains are pos-

sible, even when the buffer thresholds are fixed. This implies that capacity savings

are possible even without any flexibility in buffer allocations being required. Where

the buffer threshold is not fixed, the potential gains are even greater.

Finally, we have examined the multiplexing of realistic traffic streams under this
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definition for effective bandwidths. As in the case of the Gaussian traffic, multi-

plexing of the realistic traffic allows for significant capacity savings, even when the

buffer size is held fixed, and even higher utilization are achieved when the buffer

threshold is scaled according to our new definition for effective bandwidths.

The capacity requirements of N independent multiplexed copies of the real data

are compared with those of PPBPs fitted to the original data, and then scaled ap-

propriately by a factor of N. The PPBP is seen to accurately predict the capacity

requirements of the real data. This provides a further confirmation of the appropri-

ateness of the PPBP as a model for this Ethernet data trace.



Chapter 8

Link Dimensioning Using the
Sustainable Rate

8.1 Introduction

In the preceding chapters, aggregate traffic has been modelled by fitting a model to

measured statistics of the aggregate flow. However, measurement of these statistics

is not always practical, particularly in high speed core links. In many cases, network

providers are forced to estimate total capacity requirements based on parameters

negotiated with their customers.

These parameters often result from agreements with customers specifying the

level of demand that the provider guarantees it will be able to meet. These demands

are often specified in terms of an overall mean rate, or sustainable rate, and a peak

rate. In this chapter, we attempt to quantify the extent to which using the sustain-

able rate as an estimate of the mean transfer rate of users results in the wastage of

bandwidth. Users are modelled as on-off traffic sources, and capacity allocations are

based on Gaussian assumptions. We also confirm that this model is consistent with

our intuitive understanding that a conservative estimate of the mean should lead to a

conservative estimate of the required bandwidth.

According to certain standards developments [For96], in packet/cell switching

networks bandwidth is allocated to users based on information supplied by the net-

work users to the network operators. The minimum information supplied by the

users will be estimates of their sustainable rate, which is an upper bound on their

mean rate, and their peak transmission rate. Network operators are well aware that

169
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users who under-estimate their requirements will lead to traffic overload conditions,

and therefore generally implement policing mechanisms to ensure that agreed traffic

contracts are not exceeded. Here we examine the amount of bandwidth that will be

wasted when a conservative estimate of the mean rate, based on the Sustainable Cell

Rate, defined in [For96], is used in bandwidth allocation.

8.2 The Model

We consider a single link carrying traffic from M independent identical on-off sources.

Each source has a traffic contract with the network, which is specified in terms of

a Peak Cell Rate (PCR), P, and a Sustainable Cell Rate (SCR), S. To calculate the

total expected load on this link, we assume that the mean rate of work arriving from

each source is simply the SCR value S. Based on these two values, we can calculate

the variance of each on-off source as σ2
= S(P�S). Since the sources are all inde-

pendent, the mean of the aggregate traffic flow is calculated as µtot = MS, and the

variance of the aggregate flow is σ2
tot = MS(P�S).

We use a Gaussian dimensioning rule equivalent to Equation (4-3) in [Sch96] and

similar to the one given in [GG92]. Under this rule, the total bandwidth required will

be

Cs = µtot +Kσtot

= MS+K
p

MS(P�S)

where K is some constant.

The success of such a dimensioning rule is dependent upon the choice of the

constant K. For Gaussian processes, K can be obtained simply by considering the

properties of the normal distribution (for the zero buffer case) or analytically using

results such as those in [AZ94a]. Sample values of K for the Gaussian zero buffer

case, along with corresponding loss probabilities, are given in Table 6.1.

For non-Gaussian processes, a dimensioning rule of the same form, i.e. the mean

plus a certain number of standard deviations, may still make sense. However, deter-

mining the relevant value of K for an arbitrary system may be a more complicated

process. In [LZ99] simulation is used to calculate the values of K required for real

traffic streams.
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Figure 8.1: Values of K required for multiple on-off sources.

Figure 8.1 shows the optimal values of K calculated for multiplexed on-off pro-

cesses. For each on-off source both the on and off times were Pareto-distributed,

with the rate of decay of the geometric tail of the distribution given by γ = 1:4. The

mean on duration was 20, and the mean off duration was 80, giving a peak to mean

ratio of 5:1. In all cases the minimum bandwidth required to give a buffer over-

flow probability less than 10�4 was calculated, and the value of K derived from that

value and the measured mean and variance of the process. The uppermost curve

shows values of K calculated for the zero buffer case, by considering the binomial

distribution. All other curves were calculated through simulation. The figure shows

95% confidence intervals for the simulated values, except where the width of the

mark on the curve exceeded the width of the confidence interval.

Notice that for a given number of sources, the larger the buffer, the lower the

bandwidth required to ensure a given loss rate, and therefore the lower the value

of K for that scenario. Thus the zero buffer assumption gives the largest required

bandwidths, and hence the largest values of K. Whatever the actual buffer size,

bandwidth estimates based on the value of K required for the zero buffer case will

be conservative.

Note that by the central limit theorem, the behaviour of large numbers of on-off
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sources will converge to that of a true Gaussian process. For low M, the Gaussian

dimensioning rule is potentially a gross approximation, but as M increases, the total

traffic produced by M on-off sources converges to a Gaussian process, and dimen-

sioning according to the Gaussian rule becomes progressively more appropriate.

We observe that it is possible for the bandwidth allocated using this Gaussian

rule to exceed the sum of the PCR values of the sources. We assume that each

source will never exceed the given PCR value, P, giving us an upper bound on the

required bandwidth of MP. We modify our bandwidth allocation scheme slightly to

take this fact into account, giving

Cs = min
�

MS+K
p

MS(P�S);MP
�
: (8.1)

In reality, the traffic arriving from a given user is unlikely to exactly match the

SCR agreed with the network. Each source will transmit at some rate µ, which is less

than or equal to the SCR S already agreed, i.e. µ � S. The peak rate will typically

be determined by the access line rate, so the peak cell rate, P, is assumed to be

accurately estimated. If we now estimate the bandwidth required to carry the traffic

supplied to the network, it will be

Cµ = min
�

Mµ+K
p

Mµ(P�µ);MP
�
: (8.2)

The difference between the bandwidth allocated using Cs, and the amount that was

actually needed, Cµ, is the wasted bandwidth.

8.3 Conservative Dimensioning

Intuitively, we expect that if we use a conservative estimate for the mean rate (in

this case the SCR, S) then the bandwidth allocation based on that estimate should

also be conservative. However, the quadratic nature of the variance of on-off sources

suggests that our model may not reflect this. As Figure 8.2 shows, if we just consider

f (x) = Mx+K
p

Mx(P� x), then there are some cases where f (x1) > f (x2) even

though x1 < x2. In the case shown in the figure this can only occur for x1;x2 > x0,

i.e. when an allocation based on the peak rate is more efficient anyway. In the

Proposition below, we show that it is generally true that if µ < S then Cµ <Cs.
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Figure 8.2: The functions specifying bandwidth allocation for M = 100, P = 1.

Proposition: Given 0� µ� S� P, M � 1 and K � 1,

Cµ = min( f (µ);MP)�Cs = min( f (S);MP) ; (8.3)

where f (x) = Mx+K
p

Mx(P� x).

Proof:

We need to consider four cases:

(i) Cµ = MP and Cs = MP.

(ii) Cµ = Mµ+K
p

Mµ(P�µ) and Cs = MP.

(iii) Cµ = MP and Cs = MS+K
p

MS(P�S).

(iv) Cµ = Mµ+K
p

Mµ(P�µ) and Cs = MS+K
p

MS(P�S).

The first two cases can be dealt with easily. Neither Cs nor Cµ will ever exceed

MP, so the inequality in Equation (8.3) must hold true whenever Cs = MP.

Now consider Case (iii). Cµ = MP when

Mµ+K
p

Mµ(P�µ) � MP (8.4)

K
p

M
p

µ(P�µ) � M(P�µ): (8.5)
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Squaring both sides (as both sides are positive) gives

K2Mµ(P�µ)�M2
(P�µ)2 (8.6)

or

K2µ�M(P�µ) (8.7)

and hence

µ� MP
K2 +M

: (8.8)

Now assume that S is such that MS+K
p

MS(P�S) < MP. Using the same

derivation as above, this implies that

S <

MP
K2 +M

:

But

S� µ� MP
K2 +M

giving a contradiction. Case (iii) therefore never arises.

Finally, consider Case (iv). Since f (x) is continuous in x, for values of µ and

S such that f (µ) > f (S) and S � µ there must be a value x, S � x � µ, for which

f (x)< MP and f 0(x)< 0.

Let us find the set of values of x for which f 0(x)< 0.

f 0(x) = M+
K
2
(MP�2Mx)p

Mx(P� x)
(8.9)

and f 0(x) = 0 only at one point,

x� =
P
2

 
1+

r
M

K2 +M

!
: (8.10)

To identify which regions correspond to positive or negative values of f 0(x) con-

sider some values of x. Considering an arbitrarily small value of ε, we see:

� f 0(ε)> 0

� f 0(P� ε)< 0
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Since the function f 0(x) is continuous, its value may change from positive to nega-

tive only at x�. We can conclude, therefore, that f 0(x)< 0 only for x� < x� P.

The value of f (P) = MP, so f (x) � MP for all x 2 (x�;P]. Hence for µ < S,

f (µ)> f (S) only when f (S)> MP.

Less formally, the only times when dimensioning based on the Gaussian rule ex-

pressed as f (x) is not conservative are when using this dimensioning rule produces a

bandwidth requirement larger than the total peak rate. Our dimensioning scheme en-

sures that the peak rate would be allocated at those times, and thus the dimensioning

is always conservative.

8.4 Wastage Estimation

We have established that using a conservative estimate for the mean in the rule for

bandwidth allocation given in Equation (8.1), will always lead to a bandwidth allo-

cation which is also conservative. In this section, we attempt to determine how much

bandwidth is wasted by using a conservative estimate. We express the wasted band-

width by calculating the difference between the bandwidth allocated for an SCR of

S and the bandwidth allocated for an actual mean rate of µ. In the figures this value

is normalised by expressing it as a fraction of the bandwidth allocated based on S.

Figures 8.3 and 8.4 show the proportion of the allocated bandwidth that is wasted

due to the sustainable rate giving an over-estimate of the actual mean. Both figures

show the wastage plotted against the difference between the sustainable rate and the

mean, expressed as a proportion of the sustainable rate. In both figures, each curve

starts at the origin, and grows until all of the allocated bandwidth is unused, when

µ = 0, and hence (S�µ)=S = 1 given for that curve.

Note that in Figure 8.3 there are some cases in which over-estimating the mean

arrival rate does not cause any wastage. These cases correspond to situations where

both the estimated and actual mean rates are relatively close to the peak rate, and

therefore the bandwidth allocated to each stream will correspond to the peak rate.

Although no bandwidth is wasted, the bandwidth used is at a maximum.
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8.5 Conclusions

In this chapter, we have examined the extent to which conservative estimates of

traffic flows lead to wastage of bandwidth. A scenario in which we estimate the

total bandwidth requirements for M homogeneous on-off sources based on their

SCR and PCR values was examined. We have shown that if a bandwidth of C =

min
�

MS+K
p

MS(P�S);KP
�

is allocated to M sources transmitting at a mean

rate of S or less and a peak rate of P, sufficient bandwidth will always be allocated.

Using this estimate for the bandwidth required, we have evaluated the percentage

of bandwidth which is allocated but unused as a function of the extent to which the

estimated mean rate, S, exceeds the actual mean rate, µ.



Chapter 9

Conclusions and Future Work

9.1 Conclusions

In this work, several aspects of the general problem of dimensioning a packet-

switched data network to carry bursty Internet traffic have been addressed. The

main focus of this thesis is the Poisson Pareto burst process (PPBP), which has been

demonstrated to be a good model for bursty traffic. Contributions have also been

made to the dimensioning of links using methods in the style of effective band-

widths, and to the estimation of the level of over-dimensioning inherent in using

conservative estimates for traffic load.

A major contribution of this thesis is presented in Chapter 5, where results in-

dicating the accuracy of the PPBP as a model for LRD traffic sources have been

given. This is an important achievement, as indicated by the summary presented in

Chapter 2. In Chapter 2, a comprehensive review of the models proposed for bursty

data traffic data is presented. None of these other models has the combination of

simplicity and accuracy in modelling real traffic types that is shown to exist in the

PPBP.

Chapters 3 and 4 contain a number of results relating to the properties of the

PPBP. The basic statistical properties of the PPBP were discussed in Chapter 3.

It was found that fitting a PPBP to the mean, variance and Hurst parameter of a

measured traffic stream was insufficient to uniquely define the PPBP. In particular,

it was found that a family of PPBPs, all with the same mean, variance and Hurst

parameter could yield different queueing performance results. The parameter λ was

found to determine the performance of a PPBP within this family.

178
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Techniques for deriving accurate estimates of queueing performance for PPBPs

were discussed in Chapter 4. By using the quasi-stationary idea, an improved simu-

lation technique was developed. An analytic approximation technique for the queue-

ing performance of the PPBP was also developed, and shown to give accurate esti-

mates of PPBP SSQ performance.

Using the tools developed in those preceding chapters, the suitability of the PPBP

as a model for LRD traffic sources was demonstrated in Chapter 5. The results given

in Chapter 5 indicate that the PPBP satisfies the criteria for a simple, yet accurate,

model for a number of LRD traffic types. The PPBP is a stochastic process that is

amenable to analysis, using the quasi-stationary approximation. It is defined by a

small number of parameters. Except for the level of multiplexing, λ, the parameters

of the PPBP can be fitted using measurable statistics of an actual traffic stream. A

methodology by which this last parameter, λ, can be assigned for a PPBP to be fitted

to a measured traffic stream is presented in Chapter 5. When the parameters of the

PPBP are fitted to the relevant statistics of an actual stream, the first and second order

statistics of the PPBP match those of the actual traffic stream reasonably well. When

the fitted PPBP is fed through a single server queue (SSQ), it produces performance

results that accurately predict those of the real traffic stream fed into an identical

SSQ. This matching of performance results is demonstrated to be true for a wide

range of buffer sizes and for a wide range of service rates. These results are shown

when the PPBP is matched to an Ethernet trace, an IP trace or a VBR video stream.

Thus, the PPBP is shown to meet these criteria for a variety of LRD traffic streams,

and shown to behave as an adequate model for these streams.

Having established the PPBP as a reasonable model for a diverse range of LRD

traffic sources, the PPBP model was used to draw conclusions about the evolution

of traffic in the core of the Internet in Chapter 6. The main conclusion of Chapter 6

is that, if current growth trends continue, traffic patterns in the core of the Internet

will continue to become smoother, and higher levels of utilization will be able to be

achieved. In particular, Gaussian models will become more appropriate as levels of

multiplexing increase.

However, this convergence to Gaussian has not yet occurred, and may never

occur in at least some parts of the network. In Chapter 7 a modified version of
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effective bandwidths, which improves the utilization levels without impacting on

QoS levels, is proposed. The improvement in utilization possible using this new

definition was demonstrated to exist for a wide range of potential traffic types.

A brief analysis of the effects of a conservative dimensioning technique was pre-

sented in Chapter 8. The conservative nature of this dimensioning rule was proven,

and estimates were made as to the level of inefficiency in using such a rule.

9.2 Future Work

Significant advances in our understanding of models for Internet traffic have been

made in this work. However, a number of areas of interest have not yet been fully

addressed. To conclude, comments are made on some of these areas requiring future

research.

The ability of the PPBP to accurately predict queueing performance for the data

traces considered here is good evidence that it is a good model, but it is not conclu-

sive proof of its universal suitability. Examinations of more data traces are impor-

tant. Also, even finer grained traces should be examined, to see if the multifractal

behaviours, as observed in [FGWK98] at very fine time scales, affect the usefulness

of the model.

Within the PPBP, the parameter δ is set arbitrarily. We know that δ will determine

the start of LRD behaviour in the PPBP. This parameter could be useful in modelling

the SRD correlations in a traffic trace.

The technique by which the parameter λ is fitted, although analytic and system-

atic, nevertheless, is somewhat cumbersome. An effort should be made to relate λ

directly to some measurable statistic, such as the skewness of the marginal distribu-

tion.

Alternatively a more direct approach to determining λ may also be fruitful.

Given the meaning we have assigned to the parameter λ, estimates of λ may per-

haps be made from knowledge of the network, and specifically based on the number

of hosts contributing to an aggregate data stream. Success with this approach may

enable dimensioning to be based on PPBP models in scenarios like those consid-

ered in Chapter 8. These cases correspond to situations where it is not feasible to
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estimate the parameters of the aggregated traffic streams, but where estimates of the

parameters of individual sources contributing to the traffic aggregate may be derived

from customer contracts.

The quasi-stationary estimate for PPBP queueing performance derived in Chap-

ter 4 is expressed as a technique, rather than as a closed form expression. It may

be possible to derive a closed form expression for the quasi-stationary estimate, al-

though whether such a closed form expression would significantly improve the effi-

ciency of calculation of the quasi-stationary estimate is questionable. Thus far, the

quasi-stationary estimate has been developed only for the PPBP. It seems likely that

this kind of estimate could be applied successfully to the analysis of the queueing

performance of other M/G/∞ processes.

Analytic expressions for the PPBP marginal distribution should be developed.

While the instantaneous workload distribution is known to Poisson, the distribution

of the total amount of work arriving in an interval is complicated by the potential for

one or more bursts to arrive and/or depart within the interval.

Given that the PPBP has been shown to be a simple and accurate model for real

traffic, it can be used as a tool whenever an accurate model of network traffic is

required. Some of the applications to which this model can be turned have been

addressed in Chapters 6 and 7 of this thesis. However, a number of other uses for

accurate models of Internet traffic exist, including the testing of novel protocols,

interactions between different traffic types, and the testing of different queueing

mechanisms.

We have made some observations regarding the multiplexing of multiple identi-

cal PPBP streams. In a realistic network it is, of course, highly unlikely that all of

the streams combined at any given multiplexer will be identical. Some preliminary

theoretical results for M/G/∞ processes with a mixture of burst durations have been

derived in [LNTZ99], and [TG98b] gives some results regarding the properties of

processes in which r is not necessarily the same for all sessions, but further study of

the mixing properties of mixtures of heterogeneous PPBP traffic streams is required

to improve the general applicability of the model.

All of the analysis and simulations presented here have been carried out with

respect to a single SSQ. As was observed in Chapter 2, packet networks such as
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the Internet are best modelled as a network of queues. The next step therefore is

to model the overall performance of a network of SSQs fed by PPBP inputs. The

quasi-stationary approach may prove very helpful in this regard. Within a network

of queues, the long bursts component of traffic can be treated as a fixed rate compo-

nent, while the short bursts component of PPBP traffic can be modelled as an SRD

process, which allows existing techniques for networks of queues to be utilized to

estimate performance.
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for the fractional Brownian storage. In Proceedings of the 9th ITC

Specialists Seminar, 1995.

[NZA99a] T. D. Neame, M. Zukerman, and R. G. Addie. Application of the

M/Pareto process to modeling broadband traffic streams. In Pro-

ceedings of ICON ’99, pages 53–58, September 1999.

[NZA99b] T. D. Neame, M. Zukerman, and R. G. Addie. Applying multiplex-

ing characterization to VBR video traffic. In Proceedings of ITC

16, pages 847–856, June 1999.

[NZA99c] T. D. Neame, M. Zukerman, and R. G. Addie. Modeling broadband

traffic streams. In Proceedings of Globecom ’99, pages 1048–1052,

December 1999.

[NZA99d] T. D. Neame, M. Zukerman, and R. G. Addie. A practical ap-

proach for multimedia traffic modeling. In Proceedings of Broad-

band Communications ’99, pages 73–82, November 1999.



BIBLIOGRAPHY 204

[NZA01] T. D. Neame, M. Zukerman, and R. G. Addie. A tradeoff between

network speed and reduced effective bandwidths. In Proceedings

of ICC 2001, pages 979–984, June 2001.

[NZA02] T. D. Neame, M. Zukerman, and R. G. Addie. Modeling bursty

multimedia traffic streams using the M/Pareto model. Submitted to

ACM Transactions on Modeling and Computer Simulation, 2002.

[NZM01] T. D. Neame, M. Zukerman, and N. Maxemchuk. On the wastage

caused by estimating the mean using the sustainable rate. IEEE

Communications Letters, 5(2):73–75, February 2001.

[Odl99] A. Odlyzko. The current state and likely evolution of the Internet.

In Proceedings of Globecom ’99, pages 1869–1875, 1999.

[Odl00] A. M. Odlyzko. The Internet and other networks: Utilization rates

and their implications. Information Economics & Policy, 12:341–

365, 2000.

[Pac95] C. D. Pack. Network traffic management for new technologies:

Myths and facts. In Proceedings of IEEE Globecom ’95, pages

112–115, 1995.

[Pax94] V. Paxson. Growth trends in wide-area TCP connections. IEEE

Network, 8(4):8–17, July 1994.

[Pax97] V. Paxson. Fast approximate synthesis of fractional Gaussian noise

for generating self-similar network traffic. Computer Communica-

tion Review, 27:5–18, October 1997.

[PF95] V. Paxson and S. Floyd. Wide-area traffic: The failure of Poisson

modeling. IEEE/ACM Transactions on Networking, 3(3):226–244,

1995.

[PFTK98] J. Padhye, V. Firoiu, D. Towsley, and J. Kurose. Modeling TCP

throughput: A simple model and its empirical validation. In Pro-

ceedings of ACM SIGCOMM ’98, 1998.



BIBLIOGRAPHY 205

[PJJSR02] K. Pawlikowski, H.-D. J. Jeong, and Lee J.-S. R. On credibility of

simulation studies of telecommunication networks. IEEE Commu-

nications Magazine, 40(1):132–139, January 2002.

[PKC96] K. Park, G. Kim, and M. Crovella. On the relationship between file

sizes, transport protocols, and self-similar network traffic. In Pro-

ceedings of the Fourth International Conference on Network Pro-

tocols, October 1996.

[PKC97] K. Park, G. Kim, and M. Crovella. On the effect of traffic self-

similarity on network performance. In Proceedings of the 1997

SPIE International Conference in Performance and Control of Net-

work Systems, 1997.

[PL01] W.-C. Poon and K.-T. Lo. A refined version of M/G/∞ processes

for modelling VBR video traffic. Computer Communications,

24:1105–1114, 2001.

[PM96] M. Parulekar and A. M. Makowski. Tail probabilities for a mul-

tiplexer with self-similar traffic. In Proceedings of IEEE Infocom

’96, 1996.

[PM97] M. Parulekar and A. M. Makowski. Tail probabilities for MjGj∞
processes (I): Preliminary asymptotics. Queueing Systems, 27:271–

296, 1997.

[PZ94] P. Pancha and M. El Zarki. MPEG coding for variable bit rate video

transmission. IEEE Communications Magazine, 32(5):54–66, May

1994.

[Ran98] N. Rananand. Upper-bounds for tail probability of a queue with

long-range dependent input. In Proceedings of ICC ’98, June 1998.

[RB96] S. Robert and J.-Y. Le Boudec. On a Markov modulated chain ex-

hibiting self-similarities over finite timescale. Performance Evalu-

ation, 27/28:159–173, 1996.



BIBLIOGRAPHY 206

[RB97] S. Robert and J.-Y. Le Boudec. New models for pseudo self-similar

traffic. Performance Evaluation, 30(1–2):57–68, 1997.

[RCRB99] V. J. Ribeiro, M. S. Crouse, R. H. Riedi, and R. G. Baraniuk. A mul-

tifractal wavelet model with application to network traffic. IEEE

Transactions on Information Theory, 45(3):992–1018, April 1999.

[RE96] B. K. Ryu and A. Elwalid. The importance of long-range depen-

dence of VBR video traffic in ATM engineering: Myths and reali-

ties. In Proceedings of ACM SIGCOMM ’96, August 1996.

[Rid96] A. Ridder. Fast simulation of Markov fluid models. Journal of

Applied Probability, 33:786–803, 1996.

[RMV96] J. Roberts, U. Mocci, and J. Virtamo, editors. Broadband Network

Teletraffic, Final Report of Action COST 242. Springer, 1996.

[Ros76] S. Ross. A First Course in Probability. Macmillan Publishing,

1976.

[Ros90] S. M. Ross. A Course in Simulation. Macmillan Publishing, 1990.

[Ros95] O. Rose. Statistical properties of MPEG video traffic and their im-

pact on traffic modeling in ATM systems. In Proceedings of the

20th Annual Conference on Local Computer Networks, October

1995.

[Ros97] O. Rose. Discrete-time analysis of a finite buffer with VBR MPEG

video traffic input. In Proceedings of ITC 15, pages 413–422, 1997.

[Ros99] O. Rose. A memory Markov chain model for (VBR) traffic with

strong positive correlations. In Proceedings of ITC 16, pages 827–

836, 1999.

[RR00] S. Resnick and H. Rootzén. Self-similar communication models

and very heavy tails. Annals of Applied Probability, 10(3):753–

778, 2000.



BIBLIOGRAPHY 207

[RRCB99] V. J. Ribeiro, R. H. Riedi, M. S. Crouse, and R. G. Baraniuk.

Simulation of non-Gaussian long-range-dependent traffic using

wavelets. In Proceedings of ACM SIGMETRICS ’99, pages 1–12,

May 1999.

[RV99] M. Roughan and D. Veitch. A study of the daily variation in the

self-similarity of real data traffic. In Proceedings of ITC 16, pages

67–76, June 1999.

[RVA98] M. Roughan, D. Veitch, and P. Abry. On-line estimation of the

parameters of long-range dependence. In Proceedings of Globecom

’98, pages 3716–3721, November 1998.

[Ryu99] B. Ryu. Modeling and simulation of broadband satellite networks

— Part II: traffic modeling. IEEE Communications Magazine,

pages 48–56, July 1999.

[RYV99] M. Roughan, J. Yates, and D. Veitch. The mystery of the missing

scales: Pitfalls in the use of fractal renewal processes to simulate

LRD processes. In ASA-IMA Conference on Applications of Heavy

Tailed Distributions in Economics, Engineering and Statistics, June

1999.

[Sad93] J. S. Sadowsky. On the optimality and stability of exponential twist-

ing in Monte Carlo estimation. IEEE Transactions on Information

Theory, 39:119–128, 1993.

[Sch96] M. Schwartz. Broadband Integrated Networks. Prentice-Hall,

1996.
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Appendix A

Variance of a Poisson Burst Process

A.1 The Poisson Burst Counting Process

Consider a Poisson burst process in which the arrival bursts is governed by a Poisson

process with rate λ. All burst lengths are independent and identically distributed.

The bursts have mean length E(X). The burst distribution has density function f (x).

We assume that burst lengths are independent of the arrival time of bursts. The

derivations presented here follow those presented by Cox and Isham in [CI80].

In this section we consider the burst counting process, Bt , which is simply the

number of bursts active at time t:

Denote the number of bursts with length (x;x + dx) arriving in time interval

(u;u+du) by dN(u;x). The average for this burst count will be

E(dN(u;x)) = λ f (x)dudx: (A.1)

If we assume that the system has been in progress for long enough to have

reached steady state, meaning that we can ignore any starting conditions, we can

develop an expression for the Bt process. The value of Bt will simply be given by

the number of bursts in progress at time t. Intuitively, Bt is given by the number of

bursts whose total length exceeds the difference between t and the starting point of

the burst. Thus

Bt =

Z ∞

x=0

Z t

u=t�x
dN(u;x); (A.2)

where we assume that bursts must have non-negative length.

214
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The mean of the burst counting process is given by

E(Bt) = E

�Z ∞

x=0

Z t

u=t�x
dN(u;x)

�

=

Z ∞

x=0

Z t

u=t�x
E(dN(u;x))

=

Z ∞

x=0

Z t

u=t�x
λ f (x)dudx

= λ
Z ∞

x=0
x f (x)dx

= λE(X):

The correlation between the number of bursts in separate intervals is given by

E(dN(u;x)dN(v;y)) =
�
λ2 f (x) f (y)+λ f (x)δ(u� v)δ(l�m)

�
dudvdxdy: (A.3)

We can derive an expression for the covariance from Equation (A.3).

Cov(dN(u;x);dN(v;y)) = E(dN(u;x)dN(v;y))�E(dN(u;x))E(dN(v;y))

=

�
λ2 f (x) f (y)+λ f (x)δ(u� v)δ(l�m)

�
dudvdxdy

�λ2 f (x) f (y)dudvdxdy

= λ f (x)δ(u� v)δ(l�m)dudvdxdy

The autocovariance function of the burst counting process is given by

Cov(Bt ;Bt+τ) =

Z ∞

x=0

Z ∞

y=0

Z t

u=t�x

Z t+τ

v=t+τ�y
Cov(dN(u;x);dN(v;y)): (A.4)

The covariance of fBtg is given by

CB(τ) = Cov(Bt ;Bt+τ)

=

Z ∞

x=0

Z ∞

y=0

Z t

u=t�x

Z t+τ

v=t+τ�y
Cov(dN(u;x);dN(v;y))

=

Z ∞

x=0

Z ∞

y=0

Z t

u=t�x

Z t+τ

v=t+τ�y
λ f (l)δ(u� v)δ(l�m)dudvdxdy:

Consider the integrals one at a time, working from the inside out:

Z t+τ

v=t+τ�y
δ(u� v)dv =

�
1; t + τ� y < u < t + τ,

0; otherwise.
(A.5)
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Assume τ > 0,

Z t

u=t�x

Z t+τ

v=t+τ�y
δ(u� v)dvdu = [u]tmax(t�x;t+τ�y

= t�max(t� x; t + τ� y)

= min(x;�τ+ y);

giving

Z ∞

y=0
δ(x� y)min(x;�τ+ y)dy =

�
min(x;x� τ); 0 < x < ∞,

0; otherwise,
(A.6)

since we have set τ > 0, x� τ < x for all values of x.

Hence the final integral becomes

CB(τ) = λ
Z ∞

τ
(x� τ) f (x)dx (A.7)

Some manipulation gives us an expression for CB(τ) in a more recognisable

form.

CB(τ) = λ
Z ∞

τ
(x� τ) f (x)dx

= λ
�Z ∞

τ
x f (x)dx�

Z ∞

τ
τ f (x)dx

�

= λ
��

x
Z x

0
f (m)dm

�∞

τ
�
Z ∞

τ

�Z x

0
m f (m)

�
dx� τ

Z ∞

τ
f (x)dx

�

= λ
��

x

�Z ∞

0
f (m)dm�

Z ∞

x
f (m)dm

��∞

τ

�
Z ∞

τ

�Z ∞

0
f (m)dm�

Z ∞

x
f (m)dm

�
dx� τ

Z ∞

τ
f (x)dx

�

= λ
�
[x]∞τ �

�
x
Z ∞

x
f (m)dm

�∞

τ
� [x]∞τ

+

Z ∞

τ

�Z ∞

x
f (m)dm

�
dx� τ

Z ∞

τ
f (x)dx

�

= λ
�

0+ τ
Z ∞

τ
f (m)dm+

Z ∞

τ

�Z ∞

x
f (m)dm

�
dx� τ

Z ∞

τ
f (x)dx

�

= λ
Z ∞

τ

�Z ∞

x
f (m)dm

�
dx

= λ
Z ∞

τ
Prfd > xgdx
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The condition on this manipulation is that the distribution of session durations, f ,

must be such that

Prfd > xg< 1
x
; (A.8)

at least for x > τ. This condition is satisfied for the finite-mean Pareto distributed

session lengths we consider.

In summary, the properties of the burst counting process, Bt are:

E(Bt) = λE(X); (A.9)

Var(Bt) = λE(X); (A.10)

CB(τ) = Var(Bt)PrfX̂ > τg= λ
Z ∞

τ
PrfX > xgdx: (A.11)

A.1.1 The Poisson Pareto Burst Process

This is a specific case of the Poisson burst process in which the burst lengths are

distributed according to a Pareto distribution. In this case the density function is

given by

f (x) =

(
γ
δ
�

x
δ
��γ�1

; x > δ,

0; otherwise,
(A.12)

and the mean of the burst distribution is

E(X) =
δγ

(γ�1)
: (A.13)

A.2 The Poisson Burst Work Process

In this section we consider the arrival process, At ; which gives the amount of work

arriving from all bursts in time t: All bursts contribute to the total workload at the

same constant rate r:

Given the mean and autocovariance function of the counting process Bt we need

to find the mean and autocovariance functions of the arrival process, At . We define

the arrival process to be

At = r
Z t

0
Bsds: (A.14)
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The mean of this process is

E(At) = E

�
r
Z t

0
Bsds

�
(A.15)

= r
Z t

0
E(Bs)ds: (A.16)

As E(Bt) is not a function of time,

E(At) = rtλE(X): (A.17)

Consider the cross-covariance between At and Bt

CAB(t2; t1) = Ef(At2 �E(At2))(Bt1 �E(Bt1))g

= E

��Z t2

0
rBsds�E(

Z t2

0
rBsds)

�
(Bt1 �E(Bt1))

�

= E

��
r
Z t2

0
[Bs�E(Bs)]ds

�
(Bt1 �E(Bt1))

�

= r
Z t2

0
Ef(Bs�E(Bs))(Bt1 �E(Bt1))gds

= r
Z t2

0
CB(s� t1)ds:

CBA(t2; t1) = Ef(Bt2 �E(Bt2))(At1 �E(At1))g

= E

�
(Bt2 �E(Bt2))

�Z t1

0
rBsds�E(

Z t1

0
rBsds)

��

= E

�
(Bt2 �E(Bt2))

�
r
Z t1

0
[Bs�E(Bs)]ds

��

= r
Z t1

0
Ef(Bt2 �E(Bt2))(Bs�E(Bs))gds

= r
Z t1

0
CB(t2� s)ds

= CAB(t2; t1):

Now we can consider the autocovariance of At

CA(t2; t1) = Ef(At2 �E(At2))(At1 �E(At1))g

= E

�
(At2 �E(At2))

�Z t1

0
rBsds�E(

Z t1

0
rBsds)

��

= r
Z t1

0
Ef(At2 �E(At2))(Bs�EBs))dsg
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= r
Z t1

0
CAB(t2;s)ds

= r2
Z t1

0

Z t2

0
CB(s2� s1)ds2ds1

= r2λ
Z t1

0

Z t2

0

Z ∞

(s2�s1)
Pr(X > x)dxds2ds1:

The variance of At is then

Var(At) = CA(t; t)

= r2
Z t

0

Z t

0
CB(s2� s1)ds2ds1:

If we set v = s2� s1, we can take advantage of the symmetry of the autocovariance

function of Bt to rewrite this as

Var(At) = 2r2
Z t

0
ds1

Z s1

0
CB(v)dv: (A.18)

Substituting the expression derived for CB(τ) given in Equation (A.11) gives

Var(At) = 2λr2
Z t

0
ds1

Z s1

0
dv

Z ∞

v
Prfd > xgdx: (A.19)

Equation (A.19) is identical to the expression given in [RMV96].



Appendix B

Derivation of PPBP Variance

In Appendix A the variance function for a Poisson burst process with bursts arriving

with Poisson rate λ, and burst rate r was shown to be

σ2
(t) = 2λr2

Z t

0
du

Z u

0
dv

Z ∞

v
Pr(X > x)dx; (B.1)

where Pr(X > x) is the complementary distribution function describing the burst

durations.

We use the Poisson Pareto Burst Process, which is a Poisson burst process with

complementary distribution function of the burst lengths given by

Pr(X > x) =

(�
x
δ
��γ

; x� δ,

1; otherwise,
(B.2)

where 1 < γ < 2, δ > 0.

Define f (v) as the first stage of the integration given in Equation (B.1). When

v� δ,

f (v) =

Z ∞

v
Pr(X > x)dx

=

Z ∞

v

�x
δ

��γ
dx

=
�v�γ+1

δ�γ (�γ+1)
:

When v < δ,

f (v) =

Z ∞

v
Pr(X > x)dx

=

Z δ

v
1dx+

Z ∞

δ

�x
δ

��γ
dx

220



Appendix B: Derivation of PPBP Variance 221

= δ� δ
(�γ+1)

� v

=
δγ

γ�1
� v:

Now define g(u) as the integral of f (v) over the bounds required by Equation

(B.1). When u� δ,

g(u) =

Z u

0
f (v)dv

=

Z δ

0

�
δγ

γ�1
� v

�
dv+

Z u

δ

�v�γ+1

δ�γ (�γ+1)
dv

=

��
δγ

γ�1

�
v� v2

2

�δ

0
+

�
�v�γ+2

δ�γ (�γ+1)(�γ+2)

�u

δ

= δ2
�

γ
γ�1

� 1
2

�
� u�γ+2

δ�γ (�γ+1)(�γ+2)
+

δ2

(�γ+1)(�γ+2)

=
δ2

2

�
2γ(γ�2)� (γ�1)(γ�2)+2

(γ�1)(γ�2)

�
� u�γ+2

δ�γ (�γ+1)(�γ+2)

=
δ2γ

2(γ�2)
� u�γ+2

δ�γ (�γ+1)(�γ+2)
:

When u < δ,

g(u) =

Z u

0
f (v)dv

=

Z u

0

�
δγ

γ�1
� v

�
dv

=
δγu

γ�1
� u2

2
:

The final integral is

σ2
(t) = 2λr2

Z t

0
g(u)du: (B.3)

For t � δ,

σ2
(t) = 2λr2

Z t

0
g(u)du

= 2λr2
�Z δ

0

�
δγu

γ�1
� u2

2

�
du

+

Z t

δ

�
δ2γ

2(γ�2)
� u�γ+2

δ�γ (�γ+1)(�γ+2)

�
du

�

= 2λr2

(��
δγ

γ�1

�
u2

2
� u3

6

�δ

0
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+

��
δ2γ

2(γ�2)

�
u� u�γ+3

δ�γ (�γ+1)(�γ+2)(�γ+3)

�t

δ

)

= 2λr2
�

δ3γ
2(γ�2)

� δ3

6
+

δ2γt
2(γ�2)

� δ3γ
2(γ�2)

� t�γ+3�δ�γ+3

δ�γ (�γ+1)(�γ+2)(�γ+3)

�

= 2λr2
�

δ3

6

�
3γ(γ�2)(γ�3)� (4γ�2)(γ�1)(γ�2)�6

(γ�1)(γ�2)(γ�3)

�

+
δ2γt

2(γ�2)
� t�γ+3δγ

(1� γ)(2� γ)(3� γ)

�
:

So when t � δ

σ2
(t) = 2r2λ

�
δ3γ

6(3� γ)
� δ2γt

2(2� γ)
� δγt3�γ

(1� γ)(2� γ)(3� γ)

�
: (B.4)

When t < δ

σ2
(t) = 2λr2

Z t

0
g(u)du

= 2λr2
Z t

0

�
δγu

γ�1
� u2

2

�
du

= 2λr2
��

δγ
γ�1

�
t2

2
� t3

6

�

σ2
(t) = 2λr2t2

�
δγ

2(γ�1)
� t

6

�
: (B.5)
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Derivation of PPBP ACF

Consider a stationary discrete time process An with mean µ and variance σ2. If we

define X (m)
n to be the sum of m adjoining samples of An, i.e.

X (m)
n =

m�1

∑
i=0

A(nm+i); (C.1)

then X (m)
n will have mean mµ and variance σ2

(m).

If we consider An to be the sampled version of Ât where Ât has variance σ2
A(t)

then the variance of X (m)
n will be σA(mt0). Without loss of generality, we take t0 =

1. For convenience we omit the subscripts values and write σ2
(m) = σ2

A(mt0) and

σ2
= σ2

(1) = σ2
A(t0).

Define the autocovariance function of An in the usual fashion:

RA(i) = E(AnAn+i)�E(An)E(An+i): (C.2)

The variance of X (m)
n is then

σ2
(m) = mσ2

+2
m�1

∑
i=1

(m� i)RA(i): (C.3)

Equation (C.3) can be solved to give

RA(m) =

( σ2(2)
2 �σ2 m = 1

σ2(m�1)
2 �σ2

(m)+
σ2(m+1)

2 m� 2:
(C.4)

From Equation (C.4) we can derive an expression for the autocovariance of the

PPBP. For now assume that mt0 > δ. This will apply for the limiting case as m! ∞

anyway, so this case is of most interest.
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Write the variance function of the PPBP from Equation (3.3) as

σ2
(m) =C1 +C2m�C3m3�γ

; (C.5)

where

C1 =
2r2δ3λ

6(3� γ)
; (C.6)

C2 =
2r2δ2γλ
2(γ�2)

; (C.7)

C3 =
2r2λδγ

(1� γ)(2� γ)(3� γ)
: (C.8)

Substituting into Equation (C.4) gives

RA(m) =
1
2

�
σ2

(m+1)�2σ2
(m)+σ2

(m�1)
�

=
1
2

�
C1 +C2(m+1)�C3(m+1)3�γ

�2C1�2C2m+2C3m3�γ

+C1 +C2(m�1)�C3(m�1)3�γ�
=

C3

2

�
(m+1)3�γ�2m3�γ

+(m�1)3�γ�
:

Noting that 3� γ = 2H the autocovariance function of a PPBP is

RA(m) =
C3

2

�
(m+1)2H �2m2H

+(m�1)2H�
: (C.9)

By way of comparison, [KM98a] gives the autocovariance of and M=G=∞ pro-

cess to be

Γ(k) = λE(σ)Pr(σ̂ > k); (C.10)

where σ is distributed according to the service time distribution, and σ̂ is distributed

according to the forward recurrence time distribution of the service times. In the

particular case of the service times being Pareto distributed, this becomes

Γ(k) =
λδ

(γ�1)δ1�γ k1�γ
: (C.11)

This expression appears significantly different from Equation (C.9), but if we

write

f (n+1)�2 f (n)+ f (n�1)� δ2

δn2 f (n); (C.12)
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then Equation (C.9) can be rewritten as

RA(m)� r2λ
(γ�1)δ�γ m1�γ

; (C.13)

which is identical to Equation (C.11).


