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Abstract

Three problems in TCP performance analysis and congestion

management

by Yuan (Tony) Cui

The role of congestion management is to avoid congestive collapse of networks

which occurs if the requirements of the traffic in a network are larger than the

network capacity. In general, it can be approached by improving the end-to-end

protocols, i.e. TCP and its variants, providing large buffers for TCP, or monitoring

and signaling the congestion along the path. This thesis investigates the latest

developments in the above three aspects. Aiming at their limitations and drawbacks,

the author proposes novel research methodologies and solutions.

This thesis first gives an insight into the buffer requirements of TCP in core

Dense Wavelength Division Multiplexing (DWDM) networks. This research is sig-

nificant since in optical networks, no adequate technology supports large optical

buffers, nor does an existing buffer sizing rule consider the effect of DWDM. This

thesis enters into the problem by simulating TCP NewReno over bottleneck core

DWDM switches. However, direct simulation of TCP over long ultra-high bit-rate

fiber links requires more memory than most computers have. Therefore, the author

proposes an extrapolation technique to overcome this difficulty. Furthermore, this

thesis introduces analytical models and validates them by simulation. The open-loop

models well approximate the packet switching process. The closed-loop model has a

fixed-point solution which also provides a reasonably accurate approximation to the

bottleneck throughput. Based on the models, novel buffer sizing rules are developed

for both DWDM switches and non-DWDM single bottleneck links. In most cases,

these rules give no greater estimates of buffer requirements than the existing rules.

Moreover, they include the effect of multiple wavelength channels on a core trunk



and the properties of TCP flows. Based on the DWDM rule, the author argues that

core DWDM switches with full wavelength conversion may need no buffer if a small

loss of bottleneck utilization is allowed. As a supplement, the author also presents

the necessary and sufficient condition to guarantee maximum bottleneck utilization.

FAST TCP is a modern end-to-end congestion control protocol aiming at high

throughput and stable transmission in large bandwidth networks. However, it is

affected by an unfairness problem in certain scenarios due to an inaccurate measure

of propagation delay. In this thesis, the author presents the FAST TCP simulator

module for ns2 and tests this implementation in different scenarios including persis-

tent congestion and buffer overflow. Then the unfairness problem is quantitatively

assessed by analysis and ns2 simulations. In addition, a queue draining algorithm

is introduced to minimize this unfairness. The author also reports that FAST TCP

suffers from frequent buffer overflows and unstable transmission in a situation of

small buffer. Validated by ns2 simulations, a novel α-adjusting algorithm grounded

in a redesigned FAST TCP pacing scheme is proposed to avoid heavy packet losses

and unstable throughput when buffer overflows occur.

FAST TCP and other TCP variants may not work well partially because they

reply on packet loss or delay to estimate the congestion level. This is an incentive

to develop novel congestion indicators for the end-to-end protocols. This thesis

investigates an Adaptive Deterministic Packet Marking (ADPM) algorithm which

is used to signal information from routers to end systems. This algorithm is able

to signal congestion by marking only a single bit per packet, and can potentially

replace the estimation based on queue properties (overflow or delay). It is compared

with other congestion signaling schemes and demonstrates the capability to convey

information more accurately with a given number of packets.
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Chapter 1

Introduction

1.1 Overview and Research Motivation

The Internet, a cornerstone of the information age, began to prosper in the 1990’s

and sparked a series of profound changes in the following ten years in economy,

society and the lives of people [158]. Upgraded from its slow and small-scale pro-

totype [156], this world wide network is now advancing towards a new objective

to achieve long-distance, high-speed, cost-effective and stable connections. On the

grounds of the infrastructure technologies which have enabled Gb/s or even Tb/s

network capacity [45,121,143,174,182], and the tendency to widely deploy real-time

multimedia applications [92,202,207,208], recent studies are increasingly concerned

about bandwidth utilization and fast and fluent transmission [32,59,67,70,85,86,91,

97,136,153,161,167,200]. This thesis addresses the challenging research problems in

three aspects. First, it investigates the buffer requirements of loss-based Transmis-

sion Control Protocol (TCP) needed by desired bandwidth utilizations. Second, it

explores a notable end-to-end protocol which chooses delay as the congestion metric

to attain high-speed and smooth data flows. Third, relaxing the constraint of im-

plicitly congestion signaling, this thesis further looks into packet marking schemes

to efficiently convey explicit congestion information.

In order to effectively utilize the bandwidth, conventional wisdom suggests to em-

ploy large buffers, say bandwidth delay product, to prevent excessive packet loss [80,

180], the sign of heavy congestion recognized by the widely deployed TCP [82, 84].

Whereas this buffer requirement can be met in the current Internet, it may result in

a considerable number of packets queued and delayed in the network, and hence the

inability to provide the potential improvement to real-time services which should

1
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come from high-speed data communications [149, 193]. Moreover, in optical net-

works, large optical buffers are simply impractical since no feasible optical buffering

technology is available to support them [175, 177, 178]. Until now, several buffer

sizing rules have been proposed seeking to shed light on the tradeoff between bot-

tleneck buffer size and TCP throughput [27, 54, 192, 193]. Although some of these

rules substantially reduce the estimates of buffer requirements [27, 54], none of the

rules takes into account the effects of TCP round-trip time and Wavelength Divi-

sion Multiplexing (WDM) or Dense WDM (DWDM) [30], an important feature of

present and future networks, in which there are multiple wavelength channels on

each core trunk. As a result, a valuable contribution will be made by studying this

effect and proposing a novel research methodology and a new buffer sizing rule.

Given the importance of controlling congestion and stable transmission, there

have been numerous proposals aiming to improve the well known TCP [32, 33, 59,

67, 70, 97, 153, 161, 200]. In particular, FAST TCP [85–87], a modern end-to-end

protocol adopting queuing delay as a congestion measure, has attracted significant

attention in recent years. Since queuing delay provides a finer congestion metric and

scales more naturally with network capacity than packet loss probability does [86],

estimating congestion based on it enables 100% bandwidth utilization and may re-

markably promote the fairness [87]. However, as discussed in the literature, the lack

of a precise measurement of queuing delay leads to a potential unfairness problem

that FAST TCP flows may be discriminated against according to their starting times

in a persistent congestion scenario [16, 49, 117, 168]. Moreover, FAST’s compelling

performance is grounded in a large buffer environment where the probability of

buffer overflow is negligibly small, and hence it must evolve an effective mechanism

to survive small buffers. Considering the continuous emergence of delay-based TCP

variants [24, 88, 99, 112, 113, 133], these studies of FAST TCP will finally illuminate

further explorations of them and innovations in them.

Since the implicit congestion signals, i.e. packet loss and delay, are imperfect

and result in problems like zigzag source rates [8, 82, 138, 144, 166], large buffer re-

quirements [80, 180] and the potential unfairness [16, 49, 168], explicit congestion

feedback deserves a concerted research effort. Among the existing congestion signal-
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ing schemes [94, 95, 115, 196], the Adaptive Deterministic Packet Marking (ADPM)

algorithm [12] adopts a distinct price coding technique and facilitates the achieve-

ment of max-min fairness rather than the realization of maximum utilization. The

potential of ADPM and its distinctions appear to be compelling cases for assessing its

performance and comparing it with other congestion measure/signaling algorithms.

To sum up, the above three problems focus on three important aspects of TCP

performance analysis and congestion management, and they are related to each

other. In other words, without a deep understanding of buffer requirements, con-

tinuous improvement to end-to-end protocols or innovative designs for congestion

signaling, it is unlikely to see the accomplishment of a stable, fast and fair Internet.

Inspired by the motivations, in this thesis, we explore these issues to gain insights

into them.

1.2 Research Objectives

In this thesis, the research objectives are as follows:

1. Finding out the tradeoff between buffer size, packet loss probability and the

throughput of highly multiplexed TCP flows, and demonstrating the buffer require-

ments of non-DWDM single bottleneck links and DWDM switches.

2. Exploring FAST TCP, revealing the merits and shortcomings of the delay-

based protocol, and proposing solutions to the unfairness and buffer overflow issues.

3. Evaluating the performance of the ADPM algorithm and comparing it with

other congestion signaling schemes.

1.3 Thesis Outline

This thesis is organized as follows.

Chapter 2 first reviews a variety of TCP protocols including TCP NewReno

and TCP Vegas. TCP pacing technique and the research of buffer sizing in TCP

networks are also investigated. Then, it compares a number of congestion signaling

approaches with each other including RED, REM and two deterministic packet
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marking schemes.

Chapter 3 first analyzes the limitations of the existing buffer sizing rules. Then,

an extrapolation technique is presented. This technique is developed to overcome the

difficulties in direct simulation of TCP over long ultra-high bit-rate links. It avoids

the excessive demands of computer memory and computing power by simulating

networks with the same topology but smaller bit-rates. Based on this method,

the effects of bottleneck scaling, TCP pacing and access links are demonstrated

by ns2 simulations. To fully understand these effects, it proposes and validates

analytical models including five open-loop models and a closed-loop model. The

open-loop models serve the analysis of queueing processes in the bottleneck DWDM

switch and the related packet arrival and service processes. The closed-loop model

is developed from the interaction between the open-loop queueing system and the

TCP NewReno protocol. The numerical results of the closed-loop model can be

attained by a binary search algorithm. At the end of this chapter, based on the

closed-loop model, a novel buffer sizing rule is proposed. This rule offers no greater

estimates of buffer requirements than the existing rules and includes the effects of

multiple wavelength channels on a core trunk and the properties of TCP flows. It

shows that, with a tolerance of around 20%-30% loss in throughput, core DWDM

switches with full wavelength conversion may need no buffer. This rule can also be

applied to a non-DWDM single bottleneck link. However, whether the bottleneck is

a core DWDM trunk or a single link, if full utilization is desired, the necessary and

sufficient condition is a buffer size of maximum bit-rate delay product.

Chapter 4 begins with the introduction to the FAST TCP algorithm. After

that, a FAST TCP simulation module for ns2 is presented. Using this simulator,

the performance of FAST TCP is examined in a variety of scenarios. The results

of the simulations confirm the claim that FAST TCP obtains high throughput and

controllable queuing delay if packet losses are rare. Then, two disadvantages of this

protocol are analyzed. One results from an inaccurate measure of physical round-trip

propagation delay. This problem occurs when a new FAST TCP flow starts whereas

the bottleneck buffer is not empty. After comparing FAST TCP with TCP Vegas,

another protocol affected by the biased measure, a solution including four additional
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phases is proposed. This solution aims to drain the queue in the bottleneck in the

starting of a new flow. As a result, the error of the measure of physical round-

trip propagation delay is eliminated or significantly reduced. The other problem

is caused by buffer overflow. It arises from the deficiency of the bottleneck buffer,

i.e., the demand of buffer is larger than the supplied buffer size. The transmissions

of new FAST TCP flows are more likely to be jeopardized in this scenario. An α-

adjusting algorithm is proposed to avoid frequent buffer overflows. Based on the ns2

simulation results, we conclude that the α-adjusting algorithm effectively prevents

the occurrences of buffer overflows. Consequently, every FAST TCP flow maintains

a fair and stable rate.

Chapter 5 is about a number of schemes which explicitly feedback congestion

prices from switches/routers to sources. Firstly, the Adaptive Deterministic Packet

Marking (ADPM) algorithm is studied. Like other deterministic packet marking

schemes, this algorithm marks the ECN bits and exploits the IPid field contained

in the IP packet header. It estimates the maximum price along the path instead of

the sum of link prices. Moreover, the packets are marked based on the inequality

with thresholds, rather than the equality with quantised values. Then we show

that ADPM yields a sigificantly lower quatization error than those induced by the

sum-based schemes and its estimation converges much more quickly than all other

schemes. We also investigate the implementation details of ADPM and analyze its

applicability. At the end of this chapter, numerical results are demonstrated. Firstly,

three kinds of probe type sequences are simulated and all of them yield bounded

mean estimation errors; secondly, the mean square error of ADPM scales down with

the arrival of packets faster than other schemes; and finally, ADPM is better at

tracking an changing price.

The author summarizes this thesis in Chapter 6.

1.4 Contributions

Contributions in the Buffer Sizing Part

1. We provided an extrapolation method to estimate TCP performance in high
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bit-rate networks by low bit-rate simulation results. (Section 3.3)

2. We found the impacts of individual parameters on the buffer requirements.

These parameters are wavelength conversion, access bit-rate, network scaling

and traffic properties. (Section 3.4)

3. We provided a scalable and accurate approximation for the packet loss prob-

ability in a bottleneck DWDM switch based on an open loop model. We

validated this open loop model and compared it with its four special cases by

Monte Carlo simulations. (Section 3.6)

4. We proposed a closed-loop analytical model to estimate TCP throughput in a

bottleneck DWDM switch. We validated the closed-loop model by the extrap-

olated ns2 simulation results. (Sections 3.7)

5. We derived a novel buffer sizing rule and demonstrated that if full wavelength

conversion is implemented, a bufferless core DWDM switch can achieve high

throughput with acceptable packet loss probability. We showed that this rule

can also be applied to a non-DWDM single bottleneck link. We compared this

rule with the existing buffer sizing rules and demonstrated that this rule gives

no greater estimates than other rules in most cases. (Section 3.8)

6. We found that, the necessary and sufficient condition to achieve full bottleneck

utilization, for long-lived flows, is that the buffer in the bottleneck should be

larger than the maximal bit-rate delay product instead of the mean bit-rate

delay product. (Section 3.8)

Contributions in the FAST TCP Part

1. We implemented the FAST TCP protocol in ns2. This enables people to

simulate FAST TCP. (Section 4.2)

2. We compared FAST TCP with TCP Vegas and showed that TCP Vegas is more

severely affected by the inaccurate measure of physical round-trip propagation

delay. A novel four-phase algorithm was proposed for FAST TCP to solve this

problem. (Section 4.3)
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3. The problem induced by buffer overflow was analyzed. A solution was pro-

posed. An α-adjusting algorithm was developed to avoid frequent buffer over-

flows. (Section 4.5)

Contributions in the Adaptive Deterministic Packet Marking (ADPM)

Part

1. The applicability of ADPM was analyzed and two novel congestion price map-

ping schemes were proposed. (Section 5.3)

2. A simulator for the ADPM algorithm was implemented. (Section 5.3)

3. The performance of the ADPM algorithm was demonstrated by simulation

and compared with that of other congestion signaling schemes. (Section 5.4)
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Chapter 2

Background and Related Work

2.1 Introduction

The need of Internet congestion control was recognized in the late 1980s [82, 102,

199]. In 1984, Nagle [134] discovered that the interaction between Internet Pro-

tocol (IP) [137] and Transmission Control Protocol (TCP) [138] may lead to un-

usual congestion problems. In 1986–1987, ARPANET [156], the Advanced Re-

search Projects Agency Network, suffered “congestion collapse” [82]. To avoid

congestion, improvements are necessary for end-to-end protocols and the manage-

ment of queues in switches/routers, which is so called “Active Queue Management

(AQM)” [57,62,64,75,103]. An elaborate end-to-end protocol can avoid the conges-

tion by detecting and/or estimating network status and reacting correspondingly.

For example, TCP looks upon packet loss as congestion signal and uses a congestion

window algorithm [47] to determine its transmission rate. When timeout occurs

or if three duplicate acknowledgements (ACKs) have been received, TCP reacts to

loss. By adjusting the window size, a TCP source can adapt its rate to different

congestion levels.

TCP has served the Internet remarkably well so that it has been widely used [191].

However, its inefficiency in high-speed networks stimulates continuous improvement

to match the rapid evolution of the Internet [32,36,59,70,81,82,86,87,123,154,161,

200]. These TCP variants recognize different congestion signals and adopt different

congestion window updating rules aiming to achieve high throughput, stability and

fairness in various scenarios.

The other focus, AQM, is a pro-active approach which aims to inform senders of

incipient congestion before buffer overflow occurs [145]. AQM routers possess poten-

9
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tial advantages over other routers in meeting the increasing demand for performance

of Internet applications, including Voice over IP (VoIP) and streaming [75].

The two roles of AQM are, firstly, to independently decide what congestion

level a particular situation corresponds to, and secondly, to signal that congestion

level. Typical AQM schemes include RED [64] and REM [19, 20, 22, 106]. Some

schemes, such as ADPM [12,13], MaxNet [196–198], XCP [91,205], CLAMP [14,15],

RCP [25,52], and the approaches in [172] and [157], also convey congestion signals.

In this thesis, we will analyze some of these schemes and compare them with each

other in Chapter 5.

AQM and congestion signaling schemes drop or mark packets to signal congestion

[12, 57, 62, 64, 75, 103, 145, 157, 205]. Different from dropping, marking is a more

efficient and complex approach comprising packet ID identification and congestion

price encoding/decoding [95]. In general, marking schemes mark the headers of

packets and convey maximum or total price along a path [12,19,172].

The remainder of this chapter is organised as follows. Section 2.2 reviews the

development of TCP and investigates its related issues. Section 2.3 reviews different

AQM and congestion signaling schemes. The summary of this chapter is given in

Section 2.4.

2.2 TCP and Related Issues

The future Internet will supply users with plenty of bandwidth. However, in many

cases, existing TCP congestion controls are unable to provide efficient service [59,

161]. Novel end-to-end protocols are in great demand to take advantage of the

bandwidth resource. The main contributions in this thesis are studying and im-

proving the performance of TCP protocols in future high speed networks. In this

section, the principles of TCP and its variants for future large bandwidth networks

are introduced. Moreover, TCP pacing technique, which may significantly affect

the throughput, and the research of buffer requirements of TCP, which is critical

to the survival of optical buffering technologies and all-optical networks [6,120], are

reviewed.
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2.2.1 AIMD, Slow Start, Fast Retransmit and Fast Recov-

ery

We now review the basic and widely used congestion control algorithms of TCP.

These algorithms may result in problems in the future Internet, such as the large

buffer requirements [80, 180]. The issue of buffer requirements will be further dis-

cussed in Chapters 3.

The congestion window algorithm was introduced into 4BSD TCP in 1988 [82].

A congestion window can be looked on as a packet buffer for TCP source. It is

used to record the packets which so far have not been acknowledged by the receiver.

The relationship between the source rate and the size of the congestion window is

r = w/t, where r is the average source rate, w is the average congestion window size

and t is the average round trip time. This means the congestion at a bottleneck can

be alleviated or even eliminated by dynamically sizing congestion window.

The conception of congestion window is the foundation of TCP. However, the

algorithms to adjust the congestion window are distinct for different TCP variants.

In [84], Jain et al. proposed an additive increase and multiplicative decrease (AIMD)

algorithm. In [82], V. Jacobson introduced it into TCP. The idea of additive increase

(AI) is that when the network is not congested, the congestion window of a TCP

source is increased by one packet per round trip time (RTT). The idea of multiplica-

tive decrease (MD) is, when the network is congested, the congestion window of a

TCP source is decreased to d times of the current congestion window size, where d

is a constant coefficient less than 1. Generally, d is equal to 0.5 [82].

The algorithm of AIMD is given by

w(t + 1) =











w(t) +
1

w(t)
if no congestion

dw(t) if congested
(2.1)

where w(t) is the current congestion window size and w(t + 1) is the updated con-

gestion window size.

AIMD identifies congestion by packet loss. When there is no packet loss, TCP

flow inflates its congestion window in a cautious manner by one segment per RTT.
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Thus, the bandwidth will not be quickly exhausted since there is only one more

packet “in flight” in each RTT. If the packets in flight become more than that

the network can contain or some transmission error occurs, and hence packets are

dropped, MD will be triggered and the transmission rate will immediately fall so

that the bottleneck queue(s) can quickly drain. Now AI has been adopted by TCP

Tahoe [81], TCP Reno [81, 131] and TCP NewReno [63], and MD has been applied

to TCP Reno [81], TCP NewReno [63,81] and TCP Vegas [32,33,117].

In spite of its simplicity, AIMD has many disadvantages. One is that the increase

of congestion window size by AI is so sluggish (only 1/w(t) per ACK) that it takes

long time to arrive at a desired value. This leads to low utilization in large bandwidth

networks. Another disadvantage is that the “saw-tooth” changes in TCP rate due

to AIMD inevitably fill the buffer and lead to congestion. To cope with the second

problem, large buffers have been recommended to use [80, 180]. However, large

buffers cause extra queuing delays and difficulties in the construction of optical

networks [29,175,176,195].

Slow Start is that, when a TCP flow starts or after timeout, the window size

is scaled up by one segment per ACK until it arrives at a threshold. Then, the

congestion window is inflated by AI.

Slow Start is so called because the congestion window is enlarged from one.

Nevertheless, Slow Start increases the window size much faster than AI. Slow Start

doubles the congestion window size per RTT [82] so that, compared with the TCP

flows with small congestion window sizes, in terms of increasing rate of window size,

the sources with large window sizes are aggressive and bursty in Slow Start phase.

Slow Start is adopted by many TCP variants including TCP Tahoe, TCP Reno,

TCP NewReno and FAST TCP [86,87].

Fast Retransmit means that a TCP source retransmits the lost packets without

waiting for its retransmission timer [144] to expire [166]. Fast Retransmit algorithm

has been incorporated into most of the TCP variants except TCP Tahoe [32,81,82].

After Fast Retransmit sends what appears to be the missing packet, Fast Re-

covery algorithm [166] is performed. The reason that Slow Start is not used in this

situation is that TCP does not expect to see any abrupt reduction in its trans-



2.2. TCP AND RELATED ISSUES 13

mission rate caused by resetting its window size to one and then going into Slow

Start [8, 166]. Fast Recovery is adopted by TCP Reno. TCP NewReno and TCP

Vegas use an improved Fast Recovery algorithm [63,131].

AIMD, Slow Start, Fast Recovery and Fast Retransmit are the basic TCP conges-

tion control algorithms. However, besides them, there are other congestion control

approaches used by a variety of TCP variants.

2.2.2 TCP Vegas

TCP Vegas [32, 33, 117] was proposed by Brakmo, O’Malley and Peterson in 1994.

This TCP variant discards AIMD and adopts queuing delay measured by RTT minus

physical round-trip propagation delay as the congestion indicator. Its selection aims

to control queuing delay, and thus avoid the annoying packet loss due to buffer

overflow and the consequent zigzag source rate and timeouts [8, 82, 138, 144, 166].

However, a side effect would arise if the precise physical round-trip propagation

delay cannot be obtained, as shown in Section 4.3.

The congestion window updating rule of TCP Vegas is given by

w(t + 1) =



























w(t) +
1

D(t)
if

w(t)

d
− w(t)

D(t)
< α+

w(t) − 1

D(t)
if

w(t)

d
− w(t)

D(t)
> β+

w(t) otherwise

(2.2)

where w(t) and w(t + 1) are the current congestion window size and the updated

congestion window size, respectively. d is the minimum RTT. D(t) is the current

RTT. α+ and β+ are two parameters used as thresholds [32]. The update of conges-

tion window, controlled by this formula, is performed at every RTT. Moreover, like

TCP Reno, upon loss the congestion window is halved.

As argued in [117], the original description of TCP Vegas [33] was ambiguous

about whether α+ and β+ measure the rate per second, or per RTT. In this chapter

and in Chapter 4, the term “TCP Vegas” will be used for the prose form analysed

in [117], which matches the description in [33], where α+ and β+ are the rate per

second.
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The significance of TCP Vegas is that it first used RTT, as well as packet loss, as

a congestion signal. This enables TCP Vegas to calibrate its rate. The congestion

window size can be adjusted more smoothly so that bursts due to abrupt increases

of congestion window size and low utilization caused by window halving can be sub-

stantially prevented. Furthermore, the idea of TCP Vegas illuminates the creation

of FAST TCP [87] which will be investigated in Chapter 4.

Regardless of its advantages, TCP Vegas has several unsatisfactory features

which are barriers to a large-scale deployment [65, 72, 127]. TCP Vegas is a “po-

lite” protocol which concedes to its contenders, such as TCP Reno [72, 127]. This

disadvantage stimulates researchers to propose alternative protocols, e.g. FAST

TCP, a more aggressive and robust substitute [87]. Another shortcoming is the

inaccurate measure of the physical round-trip propagation delay, which has been

mentioned above. Overestimate of this value may result in unfair rates of all the

TCP Vegas flows. Like TCP Vegas, new FAST TCP flows may dominate the bottle-

neck bandwidth as the number of FAST TCP flows increases [168]. We will quantify

this unfairness and compare TCP Vegas with FAST TCP in more detail in Section

4.3.

2.2.3 Other TCP Variants for High-Speed Networks

The traditional TCP variants such as TCP Tahoe, TCP Reno and TCP NewReno

may attain low utilization in high-speed networks because the AIMD algorithm

enlarges the window size cautiously while decreases the window size drastically. To

solve this problem, a variety of flow control algorithms have been proposed [36,

59, 67, 70, 97, 153, 161, 200]. However, these high-speed TCP variants still suffer

unsatisfactory performance in some scenarios [26,53,90,98,110,146,152], such as the

unfairness caused by the difference of RTTs and the low throughput when the buffer

size is small. These drawbacks drive the proposals of new flow control algorithms,

e.g. FAST TCP, for future networks.

Among them, Scalable TCP (STCP) [97] improves AIMD by applying a larger

increasing rate and a smaller decreasing factor to the congestion window. H-TCP

[109, 111, 161] and HighSpeed TCP (HSTCP) [59, 109, 111, 162, 186] adjust the con-
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gestion window increasing rate based on the time since last loss and the current

congestion window size. BIC/CUBIC TCP [153, 154, 200] search a suitable window

size between two limits. TCP Westwood [38, 67, 89, 129, 184, 187] and TCP West-

wood+ [70, 71, 122, 188] adopt the same scheme to scale up the congestion window

as TCP Reno on every ACK reception. Meanwhile, they estimate the bandwidth by

counting the ACKs. If a packet is dropped, the Slow Start threshold is set at the

maximum value between two and the product of the estimated bandwidth and the

minimum RTT. Thus, the congestion window quickly returns to an adequate size

after loss recovery. For TCP Hybla [35,36], the increasing rate of congestion window

size is independent of RTT so that the unfairness due to different RTTs is avoided.

Although the above TCP variants adopt different schemes to scale up their win-

dow sizes, all of them decrease the window size by a factor when a loss occurs. In

addition, all of them revert to TCP Reno at small window sizes, i.e. w ≈ 2.

Like TCP Tahoe/Reno/NewReno, the TCP variants for high-speed networks

may experience problems under some conditions. Razdan et al. [152] reported that

the throughput is deteriorated when TCP Westwood/Westwood+ operate in a net-

work with a small buffering capacity compared to its bandwidth delay product. As

argued in [146], although HSTCP can still achieve high utilization [26], the HSTCP

flows with different RTTs may suffer from serious unfairness in a small buffer envi-

ronment. Moreover, Kang and Mo [90] argued that BIC TCP does not work well in

Optical Burst Switching (OBS) [53,98] networks, and Leith et al. [110] demonstrated

that CUBIC TCP suffers from slow convergence which may impede its large-scale

deployment.

2.2.4 TCP Pacing Technique

It is well understood from queuing theory [28, 209] that bursty traffic results in

higher queueing delays, heavier packet loss, and lower throughput. In addition, it

has been reported that TCP congestion control mechanisms may produce bursty

flows in high bandwidth and highly multiplexed networks [204]. A scheme has been

proposed to smooth the behavior of TCP traffic by evenly spacing, or “pacing”,

data packets over an RTT [44, 140, 163, 181]. TCP pacing technique is not a new
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TCP variant because it does not replace the present congestion window algorithms

but cooperates with them. In addition, it neither needs the support of routers nor

demands any modification to the receivers. Thus, it could be an promising option

for the Internet [3]. However, Aggarwal et al. [3] reported that pacing results in

lower throughput and higher latency in most of the scenarios they examined. They

identified that the primary reasons of the performance problems are the synchronized

drops and late congestion signals caused by pacing. Chen et al. [42] compared two

clocking schemes, pacing and ACK-clocking, and showed that the aggregate paced

traffic can be more bursty than the aggregate ACK-clocked traffic. In addition, it

was observed that the behaviors of the two clocking schemes can be very different

depending on the network conditions [42].

TCP pacing may improve the bottleneck throughput when buffer size is small

[27, 54, 66, 152]. It has been reported that, without other rate limits, regular TCP

NewReno requires a much larger bottleneck buffer to achieve the same throughput

than paced TCP NewReno [27, 54, 66]. However, limited incoming bandwidth can

“smooth” the bursty traffic. As a result, in practice, regular TCP demonstrates

similar performance to paced TCP [27, 54, 66]. We will validate this argument in

Section 3.4.

The findings in [3,42] and [27,54,66,152] seem to contradict each other. However,

the reality is [3,42] tested the scenarios with large buffer sizes and heterogenous TCP

flows (paced/regular) while in the simulations in [27,54,66,152] the buffer capacities

are small. Moreover, if there is a limit to the congestion window size, TCP flows

are confined to small rates. In this way, the regular TCP traffic limited by the rate

constraint is no longer bursty, nor are there heavy packet losses. Therefore, TCP

pacing is actually useless in [3, 42]. Comparatively, [27, 54, 66, 152] simulated TCP

without any rate limit. As a result, pacing technique eliminates bursts so that heavy

packet losses are prevented and TCP performance is improved.

When a TCP flow starts up, it performs Slow Start to exponentially scale up the

congestion window size. This behavior guarantees a quick arrival at the adequate

transmission rate matching the bandwidth. However, this also leads to a bursty

transmission and heavy packet losses. Hu et al. [76] suggested that this dilemma
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can be avoided by incorporating pacing technique into TCP startup algorithm. They

demonstrated that the new scheme converts into congestion avoidance mode faster

than Slow Start, has a significantly lower packet loss probability, and avoids the

timeouts which are often associated with Slow Start [76].

2.2.5 Buffer Requirements of TCP

Considering TCP’s AIMD behavior and the correspondence between heavy packet

losses and low throughput, it had been widely believed that Internet routers need

large buffers to maximize their capacity utilization. A diffused rule-of-thumb states

that a router needs a bandwidth delay product (BDP) of buffering, B = RTT ×CO,

in order to fully utilize bottleneck links [80, 180]. Here, CO is the capacity of the

bottleneck link, B is the size of the buffer, and RTT is the average round trip

propagation delay of the TCP flows running in the bottleneck link.

As shown in [192], the bandwidth delay product rule means a very large buffer

size, which can be 1.25GB of memory for a 40Gb/s linecard. Such large buffers lead

to large queueing delay and TCP synchronization which impairs network stability

[149, 193]. Moreover, although it is believed that a buffer of BDP size is able to

guarantee full bottleneck utilization, TCP flows need long time to achieve it in the

congestion avoidance phase [108]. On the other hand, in the Slow Start phase, a large

bottleneck buffer may induce TCP flows to over-inflate their congestion windows,

and eventually lead to heavy packet losses and transmission timeouts [7]. These

problems can be alleviated by AQM. For example, in [93, 165], it was suggested

to adaptively tune the drop-tail buffer size to reduce the queueing delay. However,

more than low Quality of Service (QoS), in optical networks, large optical buffers are

simply unrealistic because there is no adequate optical buffering technology [175–

177,195].

A recent surge of new research results has opened up the optimism to accommo-

date smaller buffers in switches/routers. In [17], Appenzeller et al. proposed to use

the rule B = xRTT ×CO/
√

N instead, where x is a coefficient related to the desired

bottleneck utilization and N is the number of simultaneous TCP flows. According
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to [17], a Gauss error function [1] given by
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can be used to determine x, where Tp is the one-way physical propagation delay and

U is the desired bottleneck utilization. Based upon (2.3), the buffer size can be as

small as RTT ×CO/
√

N to achieve a 98.99% utilization if 10000 TCP flows traverse

the bottleneck. This result was supported by the finding of Raina and Wischik [150]

that large buffers (B = RTT×CO) have much the same performance as intermediate

buffers (B = RTT × CO/
√

N).

The effect of traffic aggregation was further validated in [23] where the buffer

requirements were formulated as multi-criteria optimization problems. In particular,

it was reported that a fluid model proposed in [9] can be considered as a lower bound

of minimum buffer size. Whether TCP flows are synchronized or not, this lower

bound decreases as N is increased.

In contrast to [17,23], [51,107,132] took an opposite view and suggested that the

buffer size should be directly proportional to the number of TCP connections. In

other words, traffic aggregation scales up buffer requirement rather than decrease

it. This conclusion stemmed from an observation that TCP connections can suffer

from high packet loss probability and frequent retransmission timeouts if the link

buffer does not accommodate at least a few packets per connection. It is valid if the

burstiness of TCP traffic cannot be eliminated nor significantly reduced. However,

in practice, small access bandwidth (compared with core bandwidth) counters the

effect of burstiness by smoothing packet flows before they rush into the core link [54].

Therefore, in general, heavy packet losses and frequent timeouts can be prevented.

Gorinsky et al. [69] reconciled the contradiction between [17,23] and [51,107,132].

They considered the effect of network topology and suggested that a 2 × M packet
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buffer, where M is the number of input links, is enough. Furthermore, they argued

that, without engaging IP routers in any additional signaling, this buffer sizing

algorithm accommodates needs of all Internet applications including TCP NewReno

[63, 81], TCP Vegas [32, 33, 117] and UDP [147]. However, limited by computer

memory capacity and computing power, large-scale simulations were not conducted

to verify this rule in large networks.

Compared to bandwidth delay product, the rule of [17] remarkably decreases the

estimates of buffer requirements so that it seems to be quite respectable. However,

the computation of x in (2.3) is not straightforward which may become a barrier

to a wide use. Furthermore, a buffer of this size is still too large to be realized by

any optical buffering technology. The B = 2×M rule gives even smaller estimates.

Nevertheless it may not be a practical guideline for a bottleneck hosting tens of

thousands of TCP connections, nor does it take into account the properties of TCP

traffic.

The shortcomings of the above buffer sizing rules have promoted further explo-

ration to gain insights into this problem. In [54], Enachescu et al. suggested that

buffer size does not need to be larger than O(log(W )), where W is the maximum

window size of TCP advertised by the operating system of the receiver. For an

under-provisioned network, a well-defined buffer sizing rule was given by

B ≥ log1/̺

(

W 2

2(1 − θ)

)

(2.4)

where ̺ is an over-provision factor equal to the link utilization if all the TCP connec-

tions were able to achieve the maximum window size, and θ is the effective utilization

defined as the achieved throughput divided by ̺CO. Based on this rule, Beheshti et

al. [27] concluded that optical packet switches may only need 10-20 packet buffers,

at the cost of a certain reduced utilization.

Although a buffer size of 10-20 packets is very small, the discrepancy between

large buffer requirement and practical optical buffer capacity has not been satisfac-

torily resolved. The rule of [54], whereby the estimate of 10-20 packet buffers was

made, is only well-defined when a network is over-provisioned. However, people are
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more interested in the buffer requirements in under-provisioned networks. Moreover,

if the desired bottleneck utilization is not small (≥ 60%), which means ̺ and θ are

not far less than one, the buffer requirements given by (2.4) can be hundreds of

packets, much larger than Beheshti’s optimistic estimate. We will demonstrate this

by calculating the buffer requirements in different scenarios based on the O(log(W ))

rule in Section 3.8.

Besides the above disadvantages, most recent studies, such as [11, 17, 27, 54], do

not consider an important feature of future networks, namely, multiple wavelength

channels on a core trunk. Wong and Zukerman [195] studied this effect in the

context of an open loop model (without TCP) and demonstrated that small buffers

are required if there are many wavelength channels per trunk and full wavelength

conversion is available. In Chapter 3, this effect on TCP will be further investigated

by using a closed-loop model.

2.3 AQM and Congestion Signaling Schemes

Different from the end-to-end protocols like TCP, AQM and congestion signalling

schemes require the support of switches/routers. In this section, some of the schemes

are reviewed. In Chapter 5, a novel congestion signaling scheme will be introduced

and compared with the schemes in this section.

2.3.1 Random Early Detection (RED)

Many researchers have looked on early dropping schemes as a method to provide

congestion avoidance at the gateway [73,82,203]. Jacobson [82] proposed to monitor

the average queue size in switches/routers and to randomly drop packets when con-

gestion is detected. These approaches are a precursor to the Early Random Drop

scheme which was studied by several authors [73, 203]. In [64], S. Floyd and V.

Jacobson proposed Random Early Detection or RED based on the previous work.

RED uses queue size as the congestion measure. Two thresholds are set. If the time

averaged queue occupancy is less than the lower threshold (minthres), no packet is

dropped or marked. If the queue occupancy is between the lower threshold and
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the upper threshold (maxthres), the rate to drop/mark packets is proportional to

the queue occupancy. The increasing rate of packet dropping/marking probability

against queue occupancy equals maxp/(maxthres − minthres) where maxp is a pa-

rameter of RED. If the queue occupancy is larger than the upper threshold, all of

the arriving packets are dropped/marked, as shown in Figure 2.1.
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Figure 2.1: Packet dropping probability of RED.

RED heightens the fairness to new TCP flows [31] and prevents the problem of

global synchronization [64, 73], which is a cycle of under-utilization following the

burst of drops followed by a period of overload, happening in Tail-Drop queues.

RED drops packets before congestion occurs and hence persistent congestion [16,

49,117,168] can be prevented [16,168]. However, FAST TCP [86], an RTT controlled

protocol, does not benefit from this property since it pursues high throughput in a

low loss environment. Another advantage of RED is that the dynamic behaviors of

queue and average window size are dominated by the interaction of TCP and RED,

not by AIMD [82] probing nor noise traffic [116].

In spite of its merits, RED is affected by some serious problems. One is its

instability. Low et al. [116] performed a control-theoretic analysis of TCP/RED and

found that this congestion control mechanism eventually comes into fluctuation as

bandwidth delay product increases. Furthermore, May et al. [126] argued that the
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jitter introduced by RED costs such large jitter buffers that, for CBR applications

(e.g. audio streaming), any improvement of delay performance is negated by the

latency introduced by these jitter buffers. In [46], the difficulty of tuning RED

parameters to see performance enhancement in web traffic was analyzed. In [125],

it was further questioned whether RED gives any benefit over Tail-Drop.

2.3.2 Explicit Congestion Notification (ECN)

As mentioned above, AQM and congestion signaling schemes use packet dropping

or marking to signal congestion. RED drops packet. However, in general, most

schemes mark packets to convey more detailed information [12,19,95,172].

A widely exploited marking technique is Explicit Congestion Notification (ECN)

[60, 151] in IP networks. Two bits in the field of differentiated services in the IP

header, in the IPv4 TOS Byte or the IPv6 Traffic Class Octet, are used by ECN

[60,151]. Routers mark these two bits to indicate senders to reduce their rates.

ECN decouples congestion signals from packet loss [2]. This property meets a

necessary condition for operating networks with low loss and low delay. Moreover,

ECN bits in the standard IP header can be readily used to carry the information of

congestion price. As we will see, it is sufficient to communicate prices by marking a

single bit if the routers along the path can identify the packet ID. Thus the debate

can focus on how to use the existing ECN bits rather than on how many bits (if

any) should be reserved. It has been demonstrated that routers can encode prices

by probabilistically setting the ECN bits in such a way that the end-to-end marking

probability reflects the sum/maximum of prices along a path. Therefore, receivers

can estimate the total/maximal price along a session path, by recording the fraction

of marked packets.

As demonstrated in [96,201], exploiting ECN with some AQM and congestion sig-

naling schemes can potentially avoid link congestion and allocate adequate resources

to each source. Compared with other congestion control mechanisms, congestion sig-

naling by ECN achieves the two objectives without the need for other more complex

solutions, such as differentiated services [58,142].

ECN requires explicit support of both hosts. Some outdated or buggy network
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equipments drop packets which set the ECN bits, rather than ignore the bits [185].

ECN bit marking, therefore, cannot be used in these networks.

Besides ECN, there are other methods to signal congestion such as Internet Con-

trol Message Protocol (ICMP) [148] and M-ECN [160]. ICMP is a specialized control

message protocol. However, it generates extra load nor do its messages traverse fire-

walls [160]. M-ECN is an in-band network-to-transport signaling mechanism, which

does not generate any extra packets nor requires dedicated header bits. The key

idea of M-ECN is to sneak messages into the stream of ECN bits without interfering

with ECN congestion signaling. Sharma et al. [160] demonstrated that, compared

with other alternatives, M-ECN is easy to deploy because the mechanism requires

no change to legacy routers along the path which do not participate in the signaling.

2.3.3 Random Exponential Marking (REM)

REM was proposed by Athuraliya et al. [19, 20, 22, 106] in 2003. Like most of other

AQM schemes, REM conveys congestion price information to the source protocols by

marking packets. In Chapter 5, its performance will be investigated and compared

with that of other packet marking and congestion signaling schemes.

The definition of congestion and marking probability function of REM are differ-

ent from those of RED. Regardless of the number of flows in the link, REM stabilizes

both the input rate around link capacity and the queue size around a small target

value. REM determines the packet marking probability by maintaining a price vari-

able as a congestion measure. Based on the difference between input rate and link

capacity and the difference between queue length and its target, REM updates the

price variable periodically or asynchronously. If the input rate is larger than the link

capacity or the queue size is larger than the target, the price is increased. Otherwise,

it is reduced. With more users, the mismatches in rate and queue grow, pushing up

price and hence marking probability. Thus, stronger congestion signals are sent to

the sources so that they reduce their transmission rates correspondingly. If there are

small number of users, the mismatches in rate and queue decrease or even turn to

negative. The price is pushed down and the sources will scale up their transmission

rates. This eventually leads to a balance where the mismatches are driven to zero,
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Figure 2.2: Packet marking probability of REM.

yielding high utilization and negligible loss and delay in equilibrium. If the desired

queue size is set to 0, the queueing delay in equilibrium will be eliminated.

Whereas the congestion measure (queue length) in RED is automatically and

linearly updated by the buffering process, REM explicitly controls the update of its

price by the following equation. Precisely, for queue l, the price pl(t) in period t is

updated according to

pl(t + 1) = max [pl(t) + γ(αl(bl(t) − b∗l ) + xl(t) − cl(t)), 0] (2.5)

where γ > 0 and αl > 0 are small constants, bl(t) is the aggregate buffer occupancy

at queue l in period t and b∗l ≥ 0 is target queue length, xl(t) is the aggregate input

rate to queue l in period t, and cl(t) is the available bandwidth to queue l in period

t [19].

Another property of REM is to use the sum of the link prices along a path as

a measure of congestion in the path, and to embed it in the end-to-end marking

probability that can be observed at the source.

The output queue marks each arrival packet not already marked in an upstream

queue, with a probability that is exponentially increasing with the current price,

as illustrated in Figure 2.2. The exponential form of the marking probability is
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critical in a large network where the end-to-end marking probability for a packet

that traverses multiple congested links from source to destination depends on the

link marking probability at every link in the path. When, and only when, individual

link marking probability is exponentially related to its link price, this end-to-end

marking probability will be exponentially increasing with the sum of the link prices

at all the congested links in its path. This sum reflects the congestion level in the

path. Since it is embedded in the end-to-end marking probability, it can easily be

estimated by sources from the IP header fractions of their own packets that are

marked, and used to design their rate adaptation.

Precisely, suppose a packet traverses links l = 1, 2, . . . , L that have prices pl(t)

in period t. Then the marking probability ml(t) at queue l in period t is

ml(t) = 1 − φ−pl(t) (2.6)

where φ > 1 is a constant. The end-to-end marking probability for the packet is

then

M(t) = 1 −
L

∏

l=1

(1 − ml(t)) = 1 − φ−
∑

l pl(t). (2.7)

That is, the end-to-end marking probability, M(t), is high when the congestion

measure of its path, Σlpl(t), is large [19].

When the link marking probabilities ml(t) are small, and hence the link prices

pl(t) are small, the end-to-end marking probability given by (2.7) is approximately

proportional to the sum of the link prices in the path [19] as

M(t) = (logeφ)
∑

l

pl(t). (2.8)

Athuraliya et al. [19, 21] suggested that REM is able to achieve both high uti-

lization and negligible loss and delay by decoupling congestion measure (price) from

performance measure (loss and queue). While congestion measure must vary with

the number of sources, performance measure can be stabilized around its target in-

dependently. This property can be taken advantage of to heighten the performance

of TCP over wireless links.
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2.3.4 Random Additive Marking (RAM)

Random Additive Marking (RAM) was proposed in [2]. RAM marks packets with

different probabilities at different routers and uses side-information in the form of

TTL signals. RAM calculates the sum of the link prices along a path.

RAM is grounded in two assumptions. Firstly, all link prices are bounded so that

they can be normalized. This is a strong assumption, given the nature of congestion

prices, which represent gradients and thus can, in principle, be set to infinite values.

However, this assumption is not as unrealistic as it might first appear. Prices may

be explicitly bounded when they are defined in terms of a link cost function with

bounded slope, as they are, for example, in the work of Gibbens and Kelly [68], who

adopted a loss-based cost model for which prices are explicitly bounded by [0,1].

Even in cases where prices are not naturally bounded, it may be desirable to work

with a truncated price range. Secondly, the source protocol knows how many hops

are there in the path. This feature can be implemented in the time-to-live (TTL)

field in the IP header. TTL field is an 8-bit field used to limit the maximum lifetime

of a packet in the network. In addition to serving this intended purpose, the TTL

field provides some information about path lengths and thus could be plausibly used

by a marking algorithm. Unlike a path length field that is initialized to zero and

increased, TTL is initialized to some positive value and decreased. Adler et al. [2]

proposed an original TTL value estimator so that the TTL field can work as a hop

counter.

Suppose we restrict the range of each link price si to 0 ≤ si ≤ 1, and suppose

the step index i is known for local computation at the ith step. The initial marking

state, X0, which is a bit in the ECN field, is 0. At each step i ≥ 1, link i leaves

the price bit, Xi, unchanged (Xi = Xi−1) with a probability of (i − 1)/i. With a

probability of si/i the link sets the bit to 1 and sets it to 0 otherwise. The resulting

Xn is a 0-1 random variable with E[Xn] =
∑n

i=1 si/n. We thus have an unbiased

estimator for zn/n, where zn is the total price along the path; we simply collect N

samples and compute the average, X. Since the step index is known at each step,

the receiver can determine n and thus obtain zn [2].



2.3. AQM AND CONGESTION SIGNALING SCHEMES 27

The advantage of RAM against REM is that, if the link prices are bounded

(RAM is unfeasible for unbounded prices), RAM outperforms even an optimally

parameterized REM when prices are uniformly distributed in terms of mean squared

error [2]. Furthermore, the difficulty in setting the parameter φ in REM makes it

difficult to deploy in heterogeneous network environments [2] so that RAM can be

an alternative in this case.

However, both RAM and REM may give a biased sum of the prices because

their estimates are based on probability and the estimated original TTL may not

be accurate. Moreover, the performance of RAM suffers severely when average link

price strays substantially away from 0.5 [172,173].

2.3.5 Deterministic Packet Marking for Congestion Price

Estimation

Thommes and Coates [172, 173] extended the “ECN marking” proposal to provide

an efficient, deterministic marking algorithm, using the value of the IPid to assist

in conveying the binary representation of the price.

In the algorithm of deterministic packet marking for congestion price estimation,

a router quantizes its link price to n levels, yielding a ⌈log2 n⌉ = b-bit binary number.

A hash function of the IPid field determines the probe type of a packet. When a

packet of probe type i is transmitted, the router marks the packet if bit i of the

quantized price is 1.

In order to communicate the sum of prices along a path of at most h hops, the

algorithm introduces h probe types for each bit position. Denote the probe types

by the pair (hi, bi), where hi is a hop number and bi is the number of a bit position.

Following [2], each router determines its “number” from the TTL field of the IP

header, in this case as (TTL mod h). For probes of type (hi, bi) only router hi will

mark the packet, if bit bi in its price is set. From this, the receiver can determine

the price of each hop on the path.

Unlike REM and RAM which can only use one bit for marking, this algorithm

fully uses two ECN bits specified by RFC 3168 [151]. The combination 00 means
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that ECN is not supported. The other three combinations, 01, 10, and 11 are for

different marking values. This allows the receiver to obtain information from up to

six routers along the path by a single ECN probe. This requires

Tsum = 2b⌈h/6⌉ (2.9)

probe types for a b-bit quantizer and a path including at most h hops. In other words,

to reliably estimate the sum of prices, at least Tsum packets must be received.

The main error in estimating the path price comes from failing to observe one or

more probe types. In [172,173], it was found that this error is highly related to the

manner in which Internet hosts increase the IPid of transmitted packets. Based on

empirical data, a sequential manner is beneficial to quickly obtaining all probe types

[172, 173]. The quantization error, which is generally less critical, is independent of

the number of received packets [172, 173]. Thommes and Coates [172, 173] derived

the distribution of the total error. It was found that the worst case is that the IPid is

increased randomly. Moreover, there is a simple upper bound to the Mean-Squared

Error (MSE) which can be derived under the assumption of uniformly distributed

quantization error [172,173].

The simulation results in [172, 173] showed that this algorithm performs better

than RAM at the same number of ECN probes. However, quantization used by

this algorithm may result in the MSE being bounded above zero regardless of the

number of probes. Thus, RAM will eventually obtain a lower MSE if the number of

probes is sufficiently large, assuming that the price stays constant.

2.3.6 Deterministic Packet Marking for Max-Min Flow Con-

trol

A deterministic packet marking scheme for max-min flow control was proposed by

Ryu et al. in [157]. Compared with the work in [2, 19, 172, 173], this scheme con-

centrates on max-min fairness. Max-min flow control requires each source to know

the maximum link price (or the minimum fair rate) on its path instead of the sum

of link prices [41, 196]. Therefore, this needs comparison of all link prices along a
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path. However, other probabilistic marking schemes such as the approaches in [19]

and [2] can hardly be extended to carry out such max (or min) operation. The

idea in [157] is to encode link prices into the ECN fields of multiple data packets

such that comparison of link prices becomes feasible along a path. A similar idea has

been used in supporting proportional fairness in [172,173]. However, Ryu et al. [157]

argued that it differs from this scheme in its objective (proportional fairness) as well

as the way to encode and decode link prices. Ryu et al. [157] also suggested that

the applicability of this scheme is not just limited to flow control problems. It is

generally applicable to other types of networking problems where in-band signaling

is beneficial to maximum (or minimum) probing of associated link metrics.

2.4 Summary

This chapter has reviewed selected aspects of the research in Internet congestion

control. This research includes two focuses. One is to improve the end-to-end

protocols. Also of concern is the measure and management of the congestion in

switches/routers.

We have demonstrated the developments of TCP protocols in high-speed net-

works. Starting from the principle of congestion window and the basic AIMD algo-

rithm, a variety of TCP variants have been reviewed. Although these TCP variants

are equipped with different congestion window updating rules, they share some com-

mon features. In addition, we have studied the TCP pacing technique which can be

incorporated into all TCP variants. Based on the recent insights into this scheme,

we have concluded that it is beneficial to a starting TCP flow, while considerable

differences in paced TCP performance have been observed in distinct scenarios.

Furthermore, we have investigated the research of buffer requirements of TCP. A

number of buffer sizing rules are discussed and their advantages and disadvantages

are analyzed.

We have also reviewed several AQM and congestion signaling schemes and com-

pared them with each other. These schemes drop or mark packets to communicate

congestion price. Compared with dropping, marking behavior involving price en-
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coding/decoding and packet ID identification is more efficient in congestion price

signaling. In general, the two ECN bits contained in the IP header is selected for

use in IP networks for this purpose. REM and RAM mark ECN to convey the sum of

the link prices along a path. It has recently been proposed that the process of setting

these bits take into account the “side information” contained in the IP header. This

idea has been extended to provide an efficient and deterministic marking algorithm,

using the value of the IPid to assist in transmitting the base-two representation of

the price.

In the following chapters, we will introduce our research in the TCP protocols

and congestion signaling approaches. We will analyze the buffer requirements of

TCP and study an attractive and promising TCP variant, FAST TCP. Then we will

propose a single bit marking algorithm and compare its performance with that of

other congestion signaling schemes.



Chapter 3

Buffer Sizing in Core DWDM Switches

3.1 Introduction

TCP buffer sizing is a significant problem in optical networks. While electronic

buffers are cheap and long-haul electronic transmission links are expensive, opti-

cal buffering is “painful” and costly and optical link capacity is “plentiful” and

cheap [29, 175, 176, 195]. Although this dilemma can be avoided by using electronic

switches in optical networks [175,177], the relatively low Optical-Electronic-Optical

(O/E/O) conversion rate will be bottleneck to the imminent Tb/s transmission [177].

This means that while it has previously been important to achieve maximum utiliza-

tion on long-haul transmission links, it may be economical to design future optical

networks with links running at relatively lower utilization so that no buffer nor

O/E/O conversion is required [195].

In Section 2.2.5, we have reviewed the previous work where it was argued that

small buffers are adequate to maintain high utilization in a single bottleneck link. In

this chapter, we study the performance and buffer requirements of core Dense Wave-

length Division Multiplexing (DWDM) switches [30] in TCP networks. The most

important contribution in this chapter is a new buffer sizing rule developed from an-

alytical models and validated by simulation. Unlike the rules in [17, 27, 54, 80, 180],

our rule considers the properties of TCP flows and the effect of multiple wavelength

channels on a core trunk, which significantly lowers the buffer requirements. Vali-

dated by simulation, this rule proves conservative and has considerable advantages

over the existing rules. Based on this rule, we conclude that if full wavelength con-

version is implemented, a bufferless Internet can achieve high throughput with an

acceptable packet loss probability.

31
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One important reason to buffer packets is to keep the loss rate low enough that

loss-based TCP will not reduce its rate excessively. Hence, we study the interaction

between buffer size, packet loss probability and TCP’s transmission rate and pro-

pose analytical models for DWDM switches. A scalable approximation is developed

to calculate the packet loss probability for a given traffic load based on an open-

loop model. The scalability is achieved by reducing the dimensionality of the state

space to a single dimension. A closed-loop analytical model is proposed to estimate

bottleneck throughput. This model includes the open-loop model and TCP whose

throughput is determined by packet loss probability [118,139]. A fixed-point solution

of this closed-loop model can be obtained by a binary search algorithm [101]. By

comparing the analysis with numerical results, we show that these models provide

reasonably accurate approximations.

The third significant contribution is an extrapolation method to estimate the

performance of high bit-rate optical networks. Circumventing the computationally

prohibitive large-scale simulations, this method offers an alternative technique to 1)

convincingly imitate real optical networks, 2) comprehensively explore the interac-

tion between TCP throughput, packet loss, effect of DWDM and traffic properties,

and 3) experimentally validate the analytical models mentioned above. This method

simulates networks with the same topology but smaller bit-rates and fewer flows, and

then scales the results up to the desired bit-rate [34]. Since the behavior of TCP

flows depends primarily on the bit-rate per flow, and the Poisson characteristics [74]

guarantee the homogeneity of the aggregate traffic with large but different num-

bers of TCP flows, the performance at the desired bit-rate can be determined by

extrapolating from a small set of simulations at lower bit-rates.

The remainder of the chapter is organized as follows. Section 3.2 illustrates

the DWDM bottleneck switch which we will study and defines the terminology and

notation for this chapter. Section 3.3 presents the extrapolation method for high bit-

rate simulations. Next, in Section 3.4 we preliminarily study the effects of individual

parameters on the bottleneck throughput by ns2 simulations and the extrapolation

method. Sections 3.5–3.7 then describes and validates the analytical models whereby

we derive approximations for packet loss and throughput. Finally, in Section 3.8 and
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Appendix A, we give out the buffer sizing rule, validate it by simulation and compare

it with the existing rules. We also show that this buffer sizing rule can be applied to

a non-DWDM single bottleneck link while a buffer size of maximum bit-rate delay

product is required to achieve full bottleneck utilization.

3.2 Network Topology, Terminology and Notation

In this chapter, we consider the network shown in Figure 3.1. TCP sources trans-

mit packets through access links to edge routers (ERs) which have large electronic

buffers. Electronic buffers may be used during the evolution towards the all optical

Internet, so they are included in our research. However, this research also applies to a

scenario of an all-optical Internet where the ERs’ buffers are in the users’ PCs. From

the ERs the packets are transmitted to a symmetrical core DWDM [124] switch from

which they are forwarded to other switches. Here the core DWDM switch is defined

as the switch used in backbone DWDM networks. Basically, the modelling and anal-

ysis presented in this chapter apply to both electronic packet switch and bufferless

optical packet switch. However, the demonstration of zero buffering requirement is

particularly relevant to optical switching.

We will use the following terminology and notation. A connection between two

nodes is called a trunk. A trunk consists of independent links (also called wavelength

channels). Each input link is fed to a switch input port and every output link starts

from a switch output port. Note that we consider a typical case where the number

of TCP sources is much larger than the number of input links and the number of

input links is larger than the number of output links. We also assume the switch is

non-blocking with output buffering and full wavelength conversion; links may have

a common physical wavelength if they are carried on separate parallel fibres.

In particular, consider a subsystem consisting of an output trunk with K links

and B packet output buffer spaces and all the packets arriving at all the M input

ports that aim to access that output trunk. For any output trunk, to evaluate the

required buffer size, one may make the conservative assumption that this trunk is the

only bottleneck for all the sources sharing it. If every output trunk and its related
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Figure 3.2: Topology associated with an output trunk.
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buffers in the entire network are dimensioned assuming this trunk is the bottleneck

of all traffic that may pass through it, we will have a well dimensioned network.

Therefore, we consider only a single subsystem associated with one output trunk

and all the sources that transmit packets through it, and all the ERs and links that

forward the packets to it, as shown in Figure 3.2. We assume a symmetrical load in

our model where all the access links have the same bit-rate and the same number of

TCP flows pass through each ER, but we allow different TCP flows to have different

round trip times.

The small buffer requirements predicted by [27,54] are partially due to the limit

imposed on TCP windows by today’s small receiver buffers. We do not assume that

there is a maximum window size, instead assuming that the TCP sender and receiver

buffers are large enough that TCP’s congestion window determines the transmission

rate. This is a conservative approach to dimensioning network buffers and is likely

to be necessary for future networks. As we will see, the combined effects of TCP

and DWDM will nevertheless lead to small buffer requirements even if we do not

artificially limit the window size.

3.3 Extrapolation Method for High Bit-rate Sim-

ulations

Having a high bit-rate means that simulations require a large amount of memory

to store all the packets in flight. Moreover, current CPUs need a very long time to

process the large number of packets. Moore’s law [130] cannot alleviate this plight

because bit-rates are scaling up as fast as the volume of memory and the speed of

CPUs [135]. In this section, we describe a new extrapolation method based on the

Poisson feature of packet generation. Simulation results of small bit-rate networks

are extrapolated to obtain results for loss probability and throughput for cases where

direct simulation is computationally prohibitive. In all cases, the curve fitting was

done using the method of least-squares [40].
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3.3.1 Principle of the Extrapolation Method

We found that, under a persistent congestion condition [16, 49, 117, 168], when the

TCP connection count is large, the events that packets are generated by TCP sources

follow a Poisson process [100]. This discovery is the basis of the extrapolation

method.

In order to verify the discovery, we consider a bottleneck with two input links,

one output link and a buffer of 10 packets. Paced TCP NewReno [3,189,190] is used

and the numbers of TCP connections are 2, 20 and 500. The bit-rates of one link

are 20 Mb/s, 200 Mb/s and 5 Gb/s, respectively. We kept a constant harmonic mean

round trip time of all the TCP connections, which is 109.1 ms. Each simulation

lasted 100 s and involved in excess of 220,000 packets.

We illustrate the interval distributions and compare them with the correspond-

ing exponential distributions in Figures 3.3, 3.4 and 3.5, respectively. The tracked

packets were selected from the end of the simulations to avoid the unstable beginning

phase. We counted the packet generation intervals in a 0.1 ms step in Figure 3.3, a

step of 0.01 ms in Figure 3.4 and 0.0004 ms in Figure 3.5. We found that, if there are

two TCP connections, the average packet generation interval is 0.000440391 s and the

variance is 2.39167× 10−7; if there are 20 TCP flows, the average is 4.59386× 10−5 s

and the variance is 1.91787 × 10−9; if the number of TCP connections increases to

500, we obtain a 2.41786 × 10−6 s average interval and a 5.7904 × 10−12 variance.

It is well known that the event intervals in a Poisson process are exponentially

distributed, and the expectation of an exponentially distributed random variable

equals the square root of its variance. Moreover, if there are large number of TCP

sources, the packet generation intervals can be considered independent of each other

[164]. By comparing the average intervals with their variances, it is concluded that as

the number of TCP connections scales up, the packet generation process approaches

Poisson.

Notice that the curve in Figure 3.3 demonstrates a clear departure from the

exponential distribution. This results from unfairness. One TCP connection takes

most of the bottleneck bit-rate while the other is quenched. The spike in this figure
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is located at 0.00042 s, which is exactly one packet transmission time.

Mathis et al. [118] proposed the following expression for the rate of a TCP flow

as a function of packet loss probability:

r =

√

1.5/PB

RTT
≈ 1.22/

√
PB

RTT
(3.1)

where r is the average rate of the TCP flow [packets/s], PB is the average packet

loss probability and RTT is the round trip propagation delay [seconds].

Assuming that all the TCP flows have the same long-term average packet loss

probability PB, the aggregate rate of all the TCP flows is given by

Ragg =
N
√

1.5/
√

PB

RTTH

(3.2)

where Ragg is the aggregate rate of the TCP flows, N is the total number of the

TCP flows and RTTH is the harmonic mean round trip time of these N TCP flows.

Let U denote the bottleneck utilization. Then U = ρ(1 − PB) where ρ is the

normalized intended traffic load. From (3.2),

UCO = ρCO(1 − PB) = Ragg(1 − PB) = N

√

1.5/PB(1 − PB)

RTTH

(3.3)
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where CO is the total output bit-rate.

Then the relationship between the bottleneck utilization and the packet loss

probability is given by

U =

√

1.5/PB(1 − PB)

RTTH CO/N
. (3.4)

Assume there are sufficient TCP connections so that the packet generation pro-

cess is Poisson. Thus, for any bottleneck, PB can be determined by U . Since PB

is a function of U , substitute this function in (3.4). Then U is only related to

RTTH CO/N , the bit-rate delay product of one TCP connection. In other words,

if RTTH CO/N is fixed, U will converge with the increase of the number of TCP

connections. This gives rise to an extrapolation method to estimate the throughput

in huge bit-rate networks.

We must remind readers that the extrapolation method can only be applied to

paced TCP NewReno. This comes from the underlying assumption in (3.2) that one

lost packet triggers one multiplicative decrease (MD) process [82]. Regular TCP

NewReno may drop packets consecutively in a burst which means several packet

losses trigger one MD. Moreover, bursty packet losses may result in timeout and

Slow Start. However, although the extrapolation method can not be used for regular

TCP NewReno, we will show readers in Section 3.4 that regular TCP NewReno gains

similar performance to its paced counterpart in practice.

3.3.2 Examples of the Extrapolation Method

Consider a 40 Gb/s link carrying 4000 TCP connections. To determine the through-

put for a particular buffer size, we can extrapolate from a range of scenarios involving

0.4, 0.8, 1.2, 1.6, 2.0, 2.4, 4, 6, 8 or 10 Gb/s. Since the share of each flow of the bot-

tleneck bit-rate is 10 Mb/s in the 40 Gbps case, the same will be used for the lower

bit-rate cases, which will have 40, 80, 120, 160, 200, 240, 400, 600, 800 and 1000 TCP

flows, respectively. For each of the scenarios we consider a persistent congestion con-

dition and we use paced TCP NewReno which is a requirement of the extrapolation

method. The RTTs are assumed to be uniformly distributed between 60 ms and

180 ms giving a harmonic mean of RTTH = (180 − 60)/ loge(180/60) = 109.1 ms.
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Figure 3.6: Curve fitting of bottleneck utilization in the case that the buffer size
equals 2 [packets].

Figures 3.6 and 3.7 show the fitted curves for the cases where the buffer size

is 2 and 10 packets, respectively. In Figure 3.6, the points form a straight line so

that the extrapolated value for the utilization at 40 Gb/s is 31.7%. By comparison,

the utilization in Figure 3.7 decreases with the available bit-rate. The shape of

the fitted curve in Figure 3.7 is close to that of a hyperbola. In particular, fitting

the nine points of Figure 3.7 gives a function of 0.7022 + 0.048088/(x − 0.125893),

whose standard error is 0.00672871 and correlation coefficient is 0.9991924046. The

predicted utilization at 40 Gb/s is 70.3%.

As analyzed in Section 3.3.1, in the two figures, the tails of the curves converge.

However, the shapes of the curves are various. When the buffer size is 10 packets,

the curve is a hyperbola. This results from transmission unfairness. Small number

of TCP flows means it is not difficult for one flow to take over all the bit-rate while

others are quenched. The dominant flow is in congestion avoidance phase while the

quenched flows are slow-starting. Thus, when buffer overflows occur, the quenched

flows drop packets because they are more bursty while the dominant flow keeps

transmission. As a result, the dominant flow obtains a high transmission rate and

the bottleneck is highly utilized. This analysis has been validated by Figure 3.3.

Comparatively, if the buffer size is very small, the packet loss probability is so



3.3. EXTRAPOLATION METHOD 41

 0.7
 0.72
 0.74
 0.76
 0.78

 0.8
 0.82
 0.84
 0.86
 0.88

 0.9

 0  1  2  3  4  5  6  7  8  9  10

B
ot

tle
ne

ck
 U

til
iz

at
io

n

Bit-rate (Gb/s)

Simulation results
fitted curve

Figure 3.7: Curve fitting of bottleneck utilization in the case that the buffer size
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Figure 3.9: Curve fitting of log(loss probability) in the case that the buffer size
equals 10 [packets].

high that all the TCP flows drop packets. Since one lost packet is enough to slow

down the transmission rate, no TCP flow can maintain predominance. Hence, the

bottleneck utilization curve tends to be flat.

We can also predict the packet loss probability using extrapolation as illustrated

in Figures 3.8 and 3.9. Instead of extrapolating the packet loss probabilities directly,

we extrapolate their base-10 logarithm. This is again well fitted by a hyperbola,

although the fit (shown in Figure 3.9) is not as good as it was for the utilization

case (Figure 3.7).

The points in Figure 3.8 for a buffer of 2 packets again form a straight line, giving

an extrapolated value for the packet loss probability at 40 Gb/s of 10−3.04. However,

as in the case of Figure 3.7, the shape of the fitted curve in Figure 3.9 is approxi-

mately a hyperbola and hence we find the function −3.7116276 − 0.11737622/(x +

0.32710271) that fits the points in the figure. The standard error is 0.00698336 and

correlation coefficient is 0.98181725. The extrapolated packet loss probability at

40 Gb/s is 10−3.7145382.
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3.4 Preliminary Study — Effects of Individual Pa-

rameters

In this section, ns2 simulations and the extrapolation method are performed to

demonstrate the effects of individual parameters on bottleneck throughput. We

found that achieving full wavelength conversion is helpful to heightening the through-

put. Comparatively, having a larger bit-rate per link leads to lower bottleneck

utilization although the throughput is increased. TCP pacing technique does not

greatly influence the throughput if the access bit-rate is one order of magnitude

smaller than the core bit-rate. Although in this section we cannot give out the rea-

sons for these effects, the simulation results initiate a continued exploration which

will eventually lead to the proposals of the analytical models in Sections 3.6 and 3.7

and the buffer sizing rules in Section 3.8.

3.4.1 Effect of Scaling

According to Moore’s law, the number of transistors on an integrated circuit for

minimum component cost, which is a rough measure of CPU computing power per

unit cost, doubles every 18 months [130]. Besides CPU computing power, it has

been found that the Internet traffic and switch/router capacity are scaling up at

similar rates [135]. The following figures demonstrate the effects of scaling up various

network parameters. The payload of TCP packets in all the simulations is 1000

Bytes. Unless otherwise specified, the access bit-rate per connection is 100 Mb/s.

As demonstrated in Section 3.3, if the bottleneck bit-rate increases linearly with

the number of TCP flows while other parameters such as the numbers of input and

output links and the buffer size do not change, the bottleneck utilization converges

to a unique limit. This also means that the buffer requirements will not change

under this scaling condition.

If the number of links per trunk is scaled up with the number of TCP flows while

the bit-rate of each link is kept constant, the bottleneck utilization will increase. We

demonstrate this effect using ns2 simulations and the extrapolation method for the
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Figure 3.10: Bottleneck utilization at different numbers of links per trunk, for mean
rates per flow of 2 Mb/s (20,000K flows), 10 Mb/s (4,000K flows) and 100 Mb/s
(400K flows), without buffer.

following simulation scenario. The bit-rate of each link is extrapolated to 40 Gb/s.

The input traffic comes from four trunks, each with the same number of links as the

output trunk. No buffer is used. The number of TCP flows increases in proportion to

the number of links per trunk to keep each user having 100 Mb/s, 10 Mb/s or 2 Mb/s

bottleneck bit-rate. Notice that although the access bit-rate is set at 100 Mb/s, the

bottleneck link may limit the access to a lower rate per user in which case the access

link is not fully utilized. As seen in Figure 3.10, the bottleneck utilization increases

with the number of links per trunk. If there are 100 output links and 400,000 TCP

flows, the utilization can be as high as 72%.

In some DWDM switches, each output link has its own buffer. Therefore, the

total buffer size in the output trunk is scaled up with the output links. Figure 3.11

shows the simulation results in this buffered case. All the conditions in the simula-

tions are the same with those in Figure 3.10 except that each output link possesses a

one packet buffer. As a result, compared with Figure 3.10, the bottleneck utilization

is significantly larger. For instance, if there are 16 output links and 6400 TCP flows,

the utilization is increased from 30% in the bufferless case to 73%.

Fundamentally, the effect of scaling up the number of links per trunk is very
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Figure 3.11: Bottleneck utilization at different numbers of links per trunk, for mean
rates per flow of 2 Mb/s (20,000K flows), 10 Mb/s (4,000K flows) and 100 Mb/s
(400K flows), with one packet buffer per output link.

much related to the comparison of having full wavelength conversion and not having

wavelength conversion. Assuming each trunk has F optical fibers, and each optical

fiber can carry L wavelengths, we have FL links per trunk. In this case, as in [195],

considering only traffic transmitted in a given wavelength, and assuming balanced

(uniform) use of the wavelengths, the case of no wavelength conversion can be viewed

as a scaled-down version of the case with full wavelength conversion, where the

number of links per trunk is reduced by a factor of L. In other words, in the

no-wavelengths-conversion case, we consider one network with F links per trunk.

Such network is one out of L separate identical networks each of which has F links

per trunk. Figures 3.10 and 3.11 have already demonstrated the deterioration of

efficiency as a result of scaling down the number of links per trunk.

If the link bit-rate is scaled up while the number of links and buffer size do

not vary, each TCP connection sends a higher bit-rate over the bottleneck. In our

simulations, there are 4 input trunks and 20 links per trunk, the total number

of TCP flows is 20000. The bit-rate of each link varies from 1 Gb/s to 128 Gb/s.

Notice that although the bottleneck throughput increases with the increase of the

bit-rate, as seen in Figure 3.12, the bottleneck utilization decreases as demonstrated
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Figure 3.12: Bottleneck throughput as a function of link bit-rate (80 input links, 20
output links and 20000 TCP flows).

in Figure 3.13. It is well accepted [11,17,80,180] that the buffer should be increased

when the bit-rate increases to maintain utilization level. In Section 3.8, we derive a

formula for how much the buffer should be increased to maintain the same utilization

level.

3.4.2 Regular TCP Performance and Effect of Access Links

The above simulations are all based on paced TCP NewReno. However, TCP traffic

in the Internet is not paced. TCP without pacing tends to send bursts made up of

back-to-back packets so that the packet loss probability will be higher at bottleneck.

Enachescu et al. [54] suggested that compared with core link bit-rate, small

access bit-rate smoothes the bursts so that traffic that uses regular TCP is not

disadvantaged in comparison to traffic that uses paced TCP. Here we validate the

conclusion of [54] in our case of multiple links per trunk. To this end, we ran

simulations for regular TCP based on our network model. The bit-rate of each core

link is set at 1 Gb/s and the number of TCP flows is 400. In Figure 3.14, M is

the number of input links, K is the number of output links and B is the buffer size

[packets]. It can be seen that paced TCP outperforms regular TCP only when the
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and 20000 TCP flows).
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access bit-rate is at least of the same order of magnitude as that of the core link

bit-rate.

Since in practice the core bit-rate is much higher than the access bit-rate, and

regular TCP achieves no lower throughput than paced TCP in this case, the analysis

for paced TCP can also be applied to regular TCP. This conclusion is the foundation

of the closed-loop analytical model in Section 3.7 where we assume that regular TCP

incurs very few consecutive losses due to the low access bit-rate.

3.5 Modelling and Analysis

We have demonstrated the effects of individual parameters on TCP throughput in

Section 3.4. Nevertheless, we cannot explain the reasons by simulation. Therefore, in

this section we start analyzing TCP performance on a core DWDM switch. Since the

DWDM switch and TCP interact on each other, our analysis is based on decoupling

the two components. We look on the DWDM switch as a queuing system and hence

an open-loop queuing model, which only includes the switch fabric, buffer, input

ports and output ports, can be applied to it. The input of the open-loop model

is the traffic load and the output is the packet loss probability. The TCP module

is then used to compute the throughput given the loss probability obtained by the

open-loop model. Considering that the traffic load is very much related to the TCP

throughput, the output of the TCP module, as a matter of fact, is fed to the input of

the open-loop model. Therefore, in essence, the whole TCP-over-DWDM model is a

closed-loop system with the open-loop model as a controller and TCP as a feedback,

as illustrated in Figure 3.15. This gives rise to a fixed point solution that estimates

the bottleneck throughput and the packet loss probability.

As in previous work [27, 54], we consider switches in which each individual con-

nection carries a small fraction of the total capacity, allowing us to neglect the

“saw-tooth” changes in TCP rate due to additive increase and multiplicative de-

crease. This is justified by the fact that most traffic in core switches must traverse

access links with rates orders of magnitude smaller than those of the optical links

rather than by assuming an artificial limit on the receiver’s window as done previ-
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Figure 3.15: Interaction between TCP protocol and the bottleneck DWDM switch.

ously. Specific networks, such as dedicated high-speed scientific networks [39] may

require different buffer sizing rules.

3.6 Open Loop Model — Packet Loss Probability

We now describe various options for the open loop model for calculating the probabil-

ity of discarding a packet, PB, for a given packet arrival rate. We begin by describing

a detailed model, from which we derive a computationally efficient model named by

general one-dimensional model (G1DM), and then we describe various special cases.

Validated by Monte Carlo simulations, we show that the G1DM model precisely

estimates the packet loss probability. It outperforms its special cases in terms of

precision while its computation time is not significantly longer.

3.6.1 Detailed Model

Packet collisions occur if two packets are destined for the same output port at the

same time. To avoid collision, one of the packets must be discarded. It is necessary

to model this process of discarding packets. The most common random arrival

model, the Poisson process, ignores the fact that no new packets can arrive at an

input port while an earlier packet is still being received on that port. Considering

the finite number of input ports (viewed as customers in the queuing system) and

the smaller number of output ports (viewed as servers in the queuing system), the

simplest model which captures that effect is the (bufferless) Engset model [55,209].

That model tracks I, the number of idle input ports, and assumes packets arrive

memorylessly with rate λI for some λ. It takes a random time, with mean 1/µ, for
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Figure 3.16: Transitions of the four states of a single input port.

an entire packet to be received, during which time the port is busy ; it becomes idle

again once the packet leaves the switch.

Engset’s model assumes there is no buffer, so that each bit of a packet leaves the

switch as soon as it arrives. We consider instead a switch with a buffer consisting of

B buffer spaces. Each buffer can store a single packet indefinitely, and is available

to store a new packet if either it is not currently storing a packet, or the packet

it is storing is currently being output. This models, for example, travelling wave

optical buffers (fiber delay lines) [78]. The buffers are controlled to be a virtual

first-in-first-out buffer (FIFO).

In a switch with such a buffer, an input port can be in one of four states:

1. Idle: not receiving any data.

2. Busy: receiving a packet which is currently being sent to an output port.

3. Inserting: receiving a packet which is being stored into a buffer, to be sent

later.

4. Discarding: receiving a packet which is being discarded.
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The state machine of an input port is illustrated in Figure 3.16. The packet loss

probability, PB, is the fraction of packets causing an input port to become discard-

ing. Further, output ports can be in states idle or busy. Consider a state machine

which records the state of each of the M input ports, the number of busy output

ports, and for each logical buffer space it records the identity of the port inserting

a packet into it, if any. Even making standard memorylessness assumptions, solv-

ing the resulting Markov chain is computationally prohibitive, and so the following

subsection approximates it by a simplified one-dimensional Markov chain.

3.6.2 General One-Dimensional Model (G1DM)

In this section, we derive a computationally efficient fixed point approximation based

on a one-dimensional (“birth-and-death”) Markov chain. The challenge is to cap-

ture as many as possible important performance effects using such a model. This

generalizes the analysis of a simpler system [195], in which no more than one packet

from a given input port could remain in the system; that is, a state of inserting

could not directly become idle.

Although most approximations made will be physically justified, some are heuris-

tics which simply provide a good numerical fit with simulation results for the pa-

rameters of practical interest. Rather than distracting from the derivation, these

approximations will all be discussed in more detail in Section 3.6.3, and numerically

evaluated in Section 3.6.5.

The fixed point approximation involves assuming an initial value of PB, on which

the transition rates in a Markov chain are based. The Markov chain then predicts

a new value of PB. The fixed point is that initial value P ∗
B which yields a Markov

chain which again predicts P ∗
B.

The state i of our Markov chain is the number of packets either in a buffer or

being output, and let pi be the steady state probability of being in state i. The task

is to find transition rates dependent on PB. Approximation 0 is to reduce the

state to i, which implies among other things that packet lengths are approximated

as exponentially distributed.

Approximation 1 is that for each busy output port, there is a busy input port,
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neglecting the possibility that the packet might already have finished being received

into a buffer. Thus, the number of busy input and output ports is simply min(i,K).

The arrival rate in state i is λ times the average number of idle nodes, which

we do not know exactly. By Approximation 1, we do know the number of non-busy

nodes, which we multiply by an “effective arrival rate” λ̂(i) < λ to model the ports

in the inserting and discarding states.

In states 0 ≤ i ≤ K − 1, no input port is inserting, because there are idle

output ports which would convert an inserting port to busy. This reduces to the

case studied in [183, 194, 195, 210], in which the arrival rate is only reduced due to

discarding ports.

The mean time until a packet arrives at a port which is currently discarding is

the sum of the mean time until it becomes idle (1/µ) and the mean time after that

until a packet arrives (1/λ). The fraction of idle periods preceded by a discarding

period is exactly PB. Approximation 2 is to model that the reduction in arrival

rate due to discarding ports by increasing the mean time until a packet arrives at

an idle port from 1/λ to

1

λ∗
≡ (1 − PB)

1

λ
+ PB

(

1

µ
+

1

λ

)

=
1

λ
+

PB

µ
. (3.5)

Thus λ̂(i) = λ∗ for 0 ≤ i ≤ K − 1. Note that here the mean is weighted by the

fraction of events which are discarding, and thus the harmonic mean of the rates is

applicable.

Thus, since the departure rate in state i is µ times the number of busy output

ports, the steady state equations are

pi+1

pi

=















(M − i)
λ∗

(i + 1)µ
0 ≤ i ≤ K − 1

(M − K)
λ̂(i)

Kµ
K ≤ i ≤ K + B − 1

(3.6)

together with the normalization equation

K+B
∑

i=0

pi = 1. (3.7)
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To complete the Markov chain, it remains to specify λ̂(i) for K ≤ i ≤ K + B.

Note that the number of packets being received but not discarded (i.e., the

number of busy and inserting ports) is bounded above by the number of packets in

the system, i, and also bounded above by the number of input ports, M . For i ≥ K,

Approximation 1 implies that K of these will be busy, thus there are min(i,M)−K

“potentially inserting” ports.

Let α(i)(min(i,M)−K) be the actual number of inserting ports, with 0 ≤ α(i) ≤
1 the proportion of “potentially inserting” ports which are indeed inserting.

Let 1/λm(i) be the average time until a packet arrives at one of the “potentially

inserting” ports in state i. The mean time until an inserting port becomes idle is

1/µ, and by Approximation 2, the mean time until a packet arrives once it becomes

idle is 1/λ∗. Since the proportion of “potentially inserting” ports which are actually

inserting is α(i), the average time until a packet arrives on one of the “potentially

inserting” ports in state i is

1

λm(i)
=

1

λ∗
+

α(i)

µ
for K + 1 ≤ i ≤ K + B (3.8)

Approximation 3 is that the average arrival rate is given by the weighted

arithmetic mean of the arrival rate of the “potentially inserting” ports and that of

the remaining M −min(i,M) idle ports, which, by Approximation 2, have effective

arrival rate λ∗. Thus, the total arrival rate in state i for K + 1 ≤ i ≤ K + B is

λ̂(i) =
(M − min(i,M))λ∗ + (min(i,M) − K)λm(i)

M − K

=
M − min(i,M)

(

1
λ

+ PB

µ

)

(M−K)
+

min(i,M) − K
(

1
λ

+ PB+α(i)
µ

)

(M−K)
. (3.9)

In contrast to (3.5), this is an average over the fraction of ports in each state (or

equivalently, averaging over the time spent in each state) and thus the arithmetic

mean of the rates is applicable.

To obtain specific values for λ̂(i), we need an estimate of α(i). Approxima-
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tion 4, discussed in Section 3.6.3, is that

α(i) = 1 − i − K

max(K,B)
for K + 1 ≤ i ≤ K + B. (3.10)

This completes the Markov chain. To complete the fixed point equations, it

remains to calculate PB. The average arrival rate, averaged over all states, is

Λ =
K

∑

i=0

(M − i)λ∗pi +
K+B
∑

i=K+1

(M − K)λ̂(i)pi, (3.11)

while the rate of packets arriving and being discarded is the arrival rate in state

K + B. Thus, the loss probability is

PB =
(M − K)λ̂(K + B)pK+B

Λ
. (3.12)

Equations (3.5)–(3.12) form the fixed-point approximation. Following [195], an ef-

ficient binary search can find the fixed point. Given an initial guess of P
(0)
B , the

unnormalized Markov chain can be solved by starting with p̃0 = 1, an unknown

multiple of p0. Multiplying by successive factors (3.6), the same unknown multiple

of p̃KB
can be found. The packet loss probability is then

P
(1)
B =

(M − K)λ̂(K + B)p̃K+B

Λ̃
, (3.13)

where Λ̃ is computed using p̃i in place of pi. If P
(0)
B is significantly different from

P
(1)
B , we again guess that PB = (P

(0)
B + P

(1)
B )/2 and we can get P

(2)
B , and so on. We

will finally find that there is a P
(j)
B very close to P

(j−1)
B . We assume P

(j)
B is the packet

loss probability.

3.6.3 Discussion of Approximations

The approximations made above will now be examined in turn.

Approximation 0, the reduction to a single dimension, is fundamental to the

computational simplification. For systems without buffers, it is well known [77] that
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the packet loss probability in a bufferless Engset system depends on the distribution

of the packet sizes only through its mean; for systems with small buffers, we expect

the approximation of exponentially distributed packets to be good.

Approximation 1, that the number of busy input ports is min(i,K), is quite

accurate when there are few packets in the system (i ≪ K), since there is likely

to have been little recent use of the buffers. For larger i, this approximation may

over-estimate the amount of time ports are busy. In order to maintain the correct

overall arrival rate, this can be balanced by suitably under-estimating the amount

of time ports are inserting, by choosing α(i) very small for large i.

Approximation 2 regarding λ∗ ensures that the total reduction in packet arrivals

due to blocked packets is the appropriate value of PBΛ/µ. In practice, more ports are

discarding for large i, while Approximation 2 reduces the arrival rate by an equal

factor in all states. However, the exact reduction in arrival rate in each state is

hard to determine, and approximating it will introduce an error in the total arrival

rate; empirically, PB is more sensitive to errors in the total arrival rate than the

distribution of the arrival rate in each state i < K + B (although of course it is

directly proportional to the arrival rate in state K + B).

Approximation 3 for λ̂(i) is slightly subtle. Some of the idle ports are deemed to

be part of the min(i,M) − K “potentially inserting” ports, whose presence affects

λm(i), while the other M − min(i,M) are not. The latter form part of a weighted

arithmetic mean of the rates in (3.9), while the former form part of the weighted

harmonic mean of the rates, λm(i). Although it is not entirely clear how this distinc-

tion arises, it provides much better agreement with simulation results than either

simply taking the pure arithmetic or harmonic means of the rates.

Approximation 4, the form of α(i), is the most empirical one in our approxima-

tions. We have tried various functions and this gives best agreement with simula-

tions. As noted above, this form for α(i) is also used to balance the assumption

that all packets transmitted to an output port are associated with a busy input

port. Although α(i) is chosen heuristically, it has some expected features, such as

0 ≤ α(i) ≤ 1 for all i since 0 < i − K ≤ max(K,B). Two special cases can be

considered.
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For the case B ≤ K, (3.10) reduces to

α(i) = 2 − i

K
.

When B ≪ K, the queue cannot be large, and so most packets will start being

output before they finish being received, suggesting α(i) → 1 as B/K → 0. This

is the case for the above form. Conversely, for larger B/K, more packets will be

completely received before they leave the queue, decreasing the number of inserting

ports, and the average α(i) correspondingly decreases. Similarly, for a given K and

B < K, the more packets are in the queue, the longer the packets are likely to have

been in the queue, and the more likely they are to have been completely received.

As desired, α(i) decreases with i in this case.

For the case K < B, (3.10) reduces to

α(i) = 1 − i − K

B
.

Notice that α(i) = 0 for the case i = K + B; as discussed above, having a large

number of queued packets indicates long delay and a small number of inserting ports.

As i decreases, the number of inserting ports increases so that α(i) increases. Also

when K increases relatively to B and i, α(i) by (3.10) increases which, as above, is

consistent with increased service rate.

3.6.4 Special Cases

A range of special cases of our PB evaluation model will also be evaluated numerically

in Section 3.6.5. The aim is twofold: to justify the consideration we have given to

the reduction in arrival rate due to inserting and discarding ports, and to identify

the parameter range where we can assume that the error caused by ignoring these

effects is insignificant and simpler models can be used.

The four special cases are, in decreasing order of modeling fidelity and compu-

tational complexity,

1. Engset with buffer and discarding input ports (EBD)
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2. Engset with buffer and inserting input ports (EBI)

3. Engset with buffer (EB)

4. M/M/K/(K+B)

The first three are derived from the G1DM by ignoring the reduction in traffic arrival

rate due to inserting and/or discarding input ports not receiving packets, while the

fourth is a “textbook” model which also ignores the reduction in traffic arrival rate

due to busy ports.

There is an increase in the arrival rate in each state going from each model to

the next (except EBD to EBI), and thus we expect an increasing overestimate of PB

in each case. To quantify the load on the output ports, define ρ as the normalized

intended traffic load, which is evaluated by,

ρ =
M/(λ−1 + µ−1)

Kµ
=

Mλ

K(λ + µ)
. (3.14)

Engset with buffer and discarding input ports

The EBD model captures the fact that discarding ports are unable to receive packets,

but ignores the corresponding impact of inserting ports. This special case is obtained

by substituting

λ̂(i) = λ∗ for all K + 1 ≤ i ≤ K + B

in (3.6). The number of inserting ports may be large when the buffer size is large.

In that case, if bottleneck is not overloaded (ρ < 1), EBD may significantly overes-

timate PB.

Engset with buffer and inserting input ports

The EBI model captures the impact of inserting ports but ignores that of discarding

ports. This special case is obtained by substituting

λ∗ = λ for all 0 ≤ i ≤ K + B

in (3.6) and setting PB = 0 in (3.9).
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Treating discarding ports as idle makes this model inaccurate in cases of high

packet loss probability, especially when the bottleneck switch is overloaded (ρ > 1)

causing many packets to be discarded.

The compensation for this reduced accuracy is that, since the transition rates are

independent of PB, this model and the following two simplifications are not fixed-

point models, and can be solved by calculating a single pass of the one-dimensional

Markov chain. However, since only a small number of iterations are required to solve

the fixed point equations, all of these models are computationally simple.

Engset with buffer

The EB model assumes that both inserting and discarding ports are able to re-

ceive new packets. The packet loss probability in this special case is obtained by

substituting in (3.6):

λ∗ = λ̂(i) = λ for all 0 ≤ i ≤ K + B.

M/M/K/(K+B)

The M/M/K/(K+B) queueing model [28], not only ignores the effect of discarding

and inserting ports on the arrival process, it also ignores the effect of busy input

ports, giving a standard Poisson arrival process, dependent on M only through the

total arrival rate M/(λ−1 +µ−1). This corresponds to the limit in which the number

of input ports is much larger than the number of output ports plus buffer spaces

(M ≫ K + B).

The numerical results for the packet loss probability of the M/M/K/(K +B)

queue in this chapter were calculated using the closed form

PB =
KKρK+B

K!

[

K−1
∑

i=0

(Kρ)i

i!
+

K+B
∑

i=K

(Kρ)i

K!Ki−K

]−1

(3.15)

where ρ is given by (3.14). Recall that λ here is the reciprocal of the time between

the end of one packet and the start of the next, rather than the arrival rate, which

is its common meaning in queueing theory.
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Further comments

Note that schemes EBI, EB and M/M/K/(K+B) all admit closed form solutions

as sums of products. However, the most computationally efficient computation for

evaluating any of these “closed forms” involves calculating each term by multiplying

the previous by an appropriate factor. This amounts to solving the birth-and-death

equations, analogous to (3.6).

In Section 3.6.5, we provide numerical results over a wide range of parameter

values that compare between the various modeling approaches.

3.6.5 Validation of the Open-Loop Models

In this section, we present numerical results to evaluate the accuracy of the open-

loop models. Monte Carlo simulation [155] is used for the open-loop models instead

of ns2 because TCP is not involved here. In the simulations, both the packet size

and the packet interval are exponentially distributed because the aim here is to test

the accuracy of the analytical open-loop models that assumes Poisson packet arrival

process and exponentially distributed packet serving time. Later, we test the effect

of the exponential assumptions when we compare with ns2 simulations that include

TCP where the packet length and interval are no longer exponentially distributed.

Results are presented here for the packet loss probability versus the normalized

intended traffic load, ρ. In all the simulations, the runs were sufficiently long to

keep the widths of the two-sided 95% confidence intervals, based on the Student-t

distribution, within 3% of the average values of packet loss probability shown in the

figures. The models G1DM, EB, EBD and EBI are as defined in Section 3.6.

Figures 3.17–3.41 provide simulation results comparing our open-loop model

(G1DM) with its four special cases (EB, EBD, EBI and M/M/K/(K+B)). The re-

sults in Figures 3.17–3.31 include the realistic cases when the intended traffic load is

not saturated (ρ < 1). It can be seen that if buffer size is 0, G1DM and EBD reduce

to an Engset model so that they are accurate anyway. Since EB and EBI ignore

the discarding effect, their accuracy, in this case, compared with that of G1DM and

EBD, is lower.



60 Chapter 3. BUFFER SIZING IN CORE DWDM SWITCHES

0

0.05

0.1

0.15

0.2

0.25

0.3

0.35

0.4

0 0.2 0.4 0.6 0.8 1

Pa
ck

et
 lo

ss
 p

ro
ba

bi
lit

y

Normalized intended offered load (Mλ/(K(λ+µ)))

EB
EBD
EBI

G1DM
M/M/K/(K+B)

Simulation

Figure 3.17: Packet loss probability vs. normalized intended traffic load, for the
case of 16 input ports, two output ports and no buffer.

With the increase of buffer size, the inserting effect becomes stronger. This can

be verified by comparing Figure 3.26 to Figure 3.27. However, with large M , even

if buffer size increases, the inserting effect is still insignificant, which can be seen in

Figures 3.17–3.22.

The M/M/K/(K +B) special case, compared with the other four, is the most

inaccurate in the light load scenarios. Its accuracy can be improved only if M is

very large. This is reasonable since an M/M/K/(K+B) queue can be looked on as

a special switch with infinite input ports.

Figure 3.32 shows the results at various numbers of input ports. The number of

output ports is one, buffer size is three packets and the normalized intended traffic

load is 0.7. As expected, with the increase of M , the accuracy of our open-loop model

and its special cases is improved. Moreover, G1DM always predicts the packet loss

probability most accurately.

Figures 3.33–3.41 show the results when the intended traffic load is larger than

the bottleneck capacity. In this case, bottleneck is almost fully utilized so that the

packet loss probability can be approximated by

PB ≈ ρ − 1

ρ
=

Mλ − K(µ + λ)

Mλ
. (3.16)
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Figure 3.18: Packet loss probability vs. normalized intended traffic load, for the
case of 80 input ports, 20 output ports and no buffer.
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Figure 3.19: Packet loss probability vs. normalized intended traffic load, for the
case of 16 input ports, two output ports and one packet buffer.
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Figure 3.20: Packet loss probability vs. normalized intended traffic load, for the
case of 80 input ports, 20 output ports and five packet buffer.
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Figure 3.21: Packet loss probability vs. normalized intended traffic load, for the
case of 16 input ports, two output ports and 10 packet buffer.
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Figure 3.22: Packet loss probability vs. normalized intended traffic load, for the
case of 16 input ports, one output port and 10 packet buffer.
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Figure 3.23: Packet loss probability vs. normalized intended traffic load, for the
case of two input ports, one output port and no buffer.



64 Chapter 3. BUFFER SIZING IN CORE DWDM SWITCHES

1e-08

1e-07

1e-06

1e-05

0.0001

0.001

0.01

0.1

1

0 0.2 0.4 0.6 0.8 1 1.2

Pa
ck

et
 lo

ss
 p

ro
ba

bi
lit

y

Normalized intended offered load (Mλ/(K(λ+µ)))

EB
EBD
EBI

G1DM
M/M/K/(K+B)

Simulation

Figure 3.24: Packet loss probability vs. normalized intended traffic load, for the
case of two input ports, one output port and five packet buffer.
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Figure 3.25: Packet loss probability vs. normalized intended traffic load, for the
case of two input ports, one output port and 10 packet buffer.
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Figure 3.26: Packet loss probability vs. normalized intended traffic load, for the
case of four input ports, one output port and five packet buffer.
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Figure 3.27: Packet loss probability vs. normalized intended traffic load, for the
case of four input ports, one output port and 10 packet buffer.
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Figure 3.28: Packet loss probability vs. normalized intended traffic load, for the
case of eight input ports, one output port and five packet buffer.
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Figure 3.29: Packet loss probability vs. normalized intended traffic load, for the
case of eight input ports, one output port and 10 packet buffer.
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Figure 3.30: Packet loss probability vs. normalized intended traffic load, for the
case of 12 input ports, one output port and five packet buffer.
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Figure 3.31: Packet loss probability vs. normalized intended traffic load, for the
case of 12 input ports, one output port and 10 packet buffer.
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Figure 3.32: Packet loss probability vs. number of input ports, for the case of
one output port, three packet buffer, and the normalized intended traffic load
(Mλ/(K(λ + µ))) is 0.7.

Since the M/M/K/(K+B) model is a realistic queuing system, it must obey this

rule. Thus, it is accurate in the overload cases.

The performance of the EB model can be roughly understood as follows. Let

x = Kµ/((M − K)λ). From (3.6), the EB model becomes

pi+1

pi

=
(M − min(i,K))λ

Kµ
≥ 1

x
,

with equality holding when i ≥ K. Thus pi ≤ pK+BxK+B−i with equality for i ≥ K.

If the bottleneck is overloaded, i ≥ K most of the time. Thus, for xB ≪ 1 (large

buffer or heavy overload), the terms in (3.11) for i < K become insignificant, and Λ

can be approximated as a geometric series. Hence (3.13) becomes

PB ≈ pK+B

pK+B(1 + x + x2 + x3 + ...)

=
Mλ − K(µ + λ)

(M − K)λ
. (3.17)

This overestimates (3.16) by a factor of M/(M−K), which tends to be 1 for M ≫ K,

as in Figures 3.40 and 3.41.
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Figure 3.33: Packet loss probability vs. normalized intended traffic load, for the case
of 16 input ports, two output ports, no buffer and over-saturated intended traffic
load.
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Figure 3.34: Packet loss probability vs. normalized intended traffic load, for the
case of 80 input ports, 20 output ports, no buffer and over-saturated intended traffic
load.
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Figure 3.35: Packet loss probability vs. normalized intended traffic load, for the case
of 16 input ports, two output ports, one packet buffer and over-saturated intended
traffic load.
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Figure 3.36: Packet loss probability vs. normalized intended traffic load, for the case
of 80 input ports, 20 output ports, five packet buffer and over-saturated intended
traffic load.
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Figure 3.37: Packet loss probability vs. normalized intended traffic load, for the case
of 16 input ports, two output ports, 10 packet buffer and over-saturated intended
traffic load.
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Figure 3.38: Packet loss probability vs. normalized intended traffic load, for the case
of 10 input ports, one output port, 1000 packet buffer and over-saturated intended
traffic load.



72 Chapter 3. BUFFER SIZING IN CORE DWDM SWITCHES

0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

1 1.5 2 2.5

Pa
ck

et
 lo

ss
 p

ro
ba

bi
lit

y

Normalized intended offered load (Mλ/(K(λ+µ)))

EB
EBD
EBI

G1DM
M/M/K/(K+B)

Simulation

Figure 3.39: Packet loss probability vs. normalized intended traffic load, for the case
of 16 input ports, two output ports, 1000 packet buffer and over-saturated intended
traffic load.
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Figure 3.40: Packet loss probability vs. normalized intended traffic load, for the
case of 500 input ports, two output ports, 1000 packet buffer and over-saturated
intended traffic load.
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Figure 3.41: Packet loss probability vs. normalized intended traffic load, for the
case of 1000 input ports, one output port, 1000 packet buffer and over-saturated
intended traffic load.

Like EB, the packet loss probability in EBD in an overloaded scenario is given

by

PB ≈ Mλ∗ − K(µ + λ∗)

(M − K)λ∗
. (3.18)

By substituting (3.5) in (3.18) we can obtain

PB ≈ Mλ − K(µ + λ)

Mλ
,

which means, like M/M/K/(K+B), EBD is also accurate in overload cases.

G1DM, which includes the inserting effect, is an improved EBD. Thus, its ac-

curacy is no worse than EBD. Comparatively, although EBI includes the inserting

effect, it ignores the discarding effect so that its estimate is more biased.

In one word, our full open-loop model, G1DM, is able to provide precise estimate

of packet loss probability. We recommend to always use it. Although the results of

the special cases are reasonable, their benefit in terms of computation time is not

that significant given the already fast computation time of G1DM.
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3.7 Closed-Loop Model — Throughput Calculat-

ing

In this section, we introduce the closed-loop model grounded in the above G1DM

open loop model (or one of its four special cases) and TCP properties. We demon-

strate by ns2 simulations that the closed-loop model well and conservatively ap-

proximates the bottleneck packet loss probability and throughput. Moreover, we

maximize the accuracy if G1DM instead of its special cases is incorporated into the

closed-loop model.

3.7.1 Principle of the Closed-Loop Model

Mathis et al. [118] proposed the following expression for the rate of a TCP flow as

a function of the packet loss probability:

r =

√

1.5/PB

RTT
≈ 1.22/

√
PB

RTT
(3.19)

where r is the average rate of TCP flow [packet/s], PB is the average packet loss prob-

ability and RTT is the round trip propagation delay [seconds]. Padhye et al. [139]

further developed this equation and proposed an expression that takes into con-

sideration the number of packets that one acknowledgement (ACK) acknowledges.

Moreover, the relationship between PB and r is affected by the distribution of times

between losses, in particular the probability that multiple losses occur in one RTT.

However, as shown in Section 3.4.2, if each flow is a small fraction of the total

throughput and bursts are smoothed by the access links, this latter effect is negligi-

ble. In Section 3.7.2, we demonstrate by simulation that (3.19) is accurate enough

for our purposes.

Assuming that all the TCP flows have the same long-term average packet loss

probability PB, the aggregate rate of all the TCP flows is given by

Ragg =
N
√

1.5/
√

PB

RTTH

(3.20)
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where Ragg is the aggregate rate of the TCP flows, N is the total number of the

TCP flows and RTTH is the harmonic mean round trip time of these N TCP flows.

As defined in [4], the intended offered load of the bottleneck is given by

T = µ
Mλ

λ + µ
. (3.21)

Intended offered load is the aggregate data rate that all the TCP sources attempt

to transmit. If the packet loss probability is small then it is approximately equal to

the carried load, T ≈ Nr. From (3.20) and (3.21), the relationship between λ and

PB is given by

λ =
Nµ

√
1.5

MµRTTH

√
PB − N

√
1.5

. (3.22)

Note that the functional relationship between λ and PB expressed in (3.22) and the

equations in Section 3.6 give rise to a set of fixed-point equations [37], so that we

can use the binary search algorithm [101] to calculate the values of λ and PB and

then derive the bottleneck throughput.

3.7.2 Validation of the Closed-Loop Model
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Figure 3.42: Bottleneck utilization vs. number of links per trunk, for the case of
two input trunks, one output trunk and zero buffer.
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Figure 3.43: Bottleneck utilization vs. number of links per trunk, for the case of
two input trunks, one output trunk, and buffer size equals 1 [packets].
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Figure 3.44: Bottleneck utilization vs. number of links per trunk, for the case of
two input trunks, one output trunk, and buffer size equals 10 [packets].
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Figure 3.45: Bottleneck utilization vs. number of links per trunk, for the case of 16
input trunks, one output trunk and zero buffer.
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Figure 3.46: Bottleneck utilization vs. number of links per trunk, for the case of 16
input trunks, one output trunk, and buffer size equals 1 [packets].
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Figure 3.47: Bottleneck utilization vs. number of links per trunk, for the case of 16
input trunks, one output trunk, and buffer size equals 10 [packets].

Figures 3.42–3.47 compare the results obtained based on the closed-loop model

with those obtained using the extrapolated ns2 simulations. The bit-rate of every

link is set at 40 Gb/s. The number of output links, K, varies between 1 and 100.

The number of TCP flows is 4000K. The payload of all the TCP packets is 1000

Bytes. The bit-rate of each access link is 100 Mb/s. As expected, in all the cases

we considered, the closed-loop model based on G1DM provides the most accurate

estimation of the bottleneck utilization. In all the figures, the error of this closed-

loop model is never more than 7%. However, interestingly, the closed-loop model

based on EBI seems to perform as well as that based on G1DM. Comparatively, if

EB, EBD or the M/M/K/(K+B) model is used to replace G1DM, the accuracy is

significantly reduced. Given its scalability (in all cases the results have been obtained

in a matter of seconds) and accuracy, we recommend to always use the closed-loop

model based on G1DM. Although the results obtained based on the special cases are

reasonable, their benefit in terms of computation time is not that significant given

the already fast computation time of that based on G1DM.
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3.8 Discussion — Buffer Sizing Rules

Based on the models, in this section, a conservative buffer sizing rule for a core

DWDM switch is demonstrated and validated by ns2 simulations and the extrapola-

tion method. We also show that this rule can be applied to a non-DWDM bottleneck

link. We argue that this rule gives similar or smaller estimates of buffer requirements

than the latest buffer sizing rules while it makes a conservative assumption and con-

siders the effects of many parameters. In the end of this section, we will prove

that the buffer requirement for full bottleneck utilization is maximum bit-rate delay

product.

3.8.1 Buffer Sizing Rule for a Core DWDM Switch

Since the bottleneck utilization is determined not only by the buffer size but also

by the number of input and output links and the properties of TCP traffic, a buffer

sizing rule should include these effects. We now provide a “rule of thumb” for

the minimum buffer size required to achieve a given utilization, U , in a bottleneck

DWDM switch. Here we assume that all the users are greedy, which means TCP

connections always have packets to send. Otherwise, even if the buffer size meets

the requirement, the bottleneck utilization can still be significantly lower than the

desired value.

Let M denote the number of input links, let K denote the number of output links,

let µ denote the bit-rate of a single link, let N be the number of TCP connections,

and let RTTH be the harmonic average round trip propagation delay of the TCP

flows. As shown in Appendix A, for a single output trunk, the buffer requirement is

B = max(0,
⌈

logF1(M,K,U) F2(M,K, µ, U,N, RTT H)
⌉

), (3.23)

and for the whole switch, the total output buffer size should be no less than

BS =
M

K
B = max(0,

M
⌈

logF1(M,K,U) F2(M,K, µ, U,N, RTT H)
⌉

K
), (3.24)
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where U , as mentioned above, is the desired bottleneck utilization,

F1(M,K,U) =
M − UK

UM − UK
,

F2(M,K, µ, U,N, RTT H) =
U2K2µ2RTT

2

HC(M,K)(UK/(M − UK))K

1.5N2(
∑K

i=0 C(M, i)(UK/(M − UK))i)

and C(i, j) = i!/(j!(i − j)!). The max function guarantees the buffer requirement

is a non-negative integer. The derivation of this rule is demonstrated in detail in

Appendix A.

We validate the buffer sizing rule (Equation (3.23)) by ns2 simulations and the

extrapolation method. In the following results, the bit-rate of each link is 40 Gb/s.

The target bottleneck utilization, U , is set at 60%, 70%, 80% and 90%. The ex-

trapolated simulation results (see the “actual utilization” curves) are included in

the figures to be compared with the the desired values (see the “target utilization”

curves).

Figures 3.48, 3.49, 3.50 and 3.51 demonstrate the estimates of buffer require-

ments and the corresponding actual bottleneck utilizations in 32 scenarios. They

verify that the buffer sizing rule is conservative in all cases. Moreover, as illustrated

by Figures 3.48, 3.49 and 3.50, having a larger RTTH , more input links or fewer

persistent TCP flows heightens buffer requirements.

On the other hand, seen from Figure 3.51, full wavelength conversion, which

means more links in one trunk, results in lower buffer requirements. For example,

if there are 16 links per trunk and 64,000 TCP flows, and the desired bottleneck

utilization is 70%, we need a nine packet buffer for one output trunk. However, if the

number of links per trunk and the number of TCP flows are both scaled up fourfold,

no buffer is required to gain the same utilization. This means that if full wavelength

conversion is implemented, a bufferless Internet can achieve high throughput with

acceptable packet loss probability.

Corresponding to these figures, Tables 3.1, 3.2, 3.3 and 3.4 compare the estimates

of buffer requirements of our rule and the existing rules in the 32 scenarios. In these
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tables, the B = 2M buffer sizing rule was suggested by Gorinsky et al. [69]. The

B = O(log(W )) rule, where W is the upper limit of congestion window size, was

proposed by Enachescu et al. in [54]. In over-provisioned networks, this rule is

well-defined by

B ≥ log1/̺

(

W 2

2(1 − θ)

)

(3.25)

where ̺ is the over-provision factor and θ is the effective utilization defined as the

achieved throughput divided by ̺CO. Provided that the largest desired bottleneck

utilization in our simulations is 90%, we have to employ a > 0.9 over-provision factor.

Therefore, in the calculation, we assume ̺ = 0.95. The rule of B = xµRTT/
√

N

is defined in [17] where RTT is the arithmetic mean round trip time and x, the

coefficient of buffer requirement, was derived at different desired utilizations from a

Gauss error function [1] given by

U ≥ erf

(

3
√

3

2
√

2

B

(2TpCO + B)/
√

N

)

= erf

(

3
√

3

2
√

2

xKµRTT

KµRTT + xKµRTT/
√

N

)

(3.26)

= erf

(

3
√

3

2
√

2

x

1 + x/
√

N

)

where Tp is the one-way physical propagation delay and CO is the total output

bit-rate. This inequality can be solved numerically.

Compared with their figures, our rule gains a significant advantage over the

rules of B = O(log(W )) and B = xµRTT/
√

N and the bit-rate delay products

(B = BDP) in all the scenarios. Apparently, it provides similar results to Gorinsky’s

rule and Beheshti’s conclusion [27]. However, the rules of [69] and [27] do not include

the tradeoff between bottleneck throughput and buffer requirement nor do they deal

with TCP properties. More important, none of the existing rules considers the effect

of DWDM, which remarkably decreases the buffer requirements. On the grounds

that our rule includes all these effects and is based on a conservative assumption that

TCP source rate is not limited by a maximum window size, it is more appropriate

to DWDM switches than other rules.
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Figure 3.48: Effect of the harmonic mean round-trip time (RTTH) on the buffer size
requirements (M = 8, K = 1, and N = 400).

Table 3.1: Comparison between the estimates of the buffer requirements [packets]
of our rule and the existing rules (M = 8, K = 1, and N = 400)

desired utilization
RTTH buffer sizing rule

60% 70% 80% 90%

50 ms our rule 19 28 45 97

50 ms B = O(log(W )) 254 260 270 292

50 ms B = xµRTT/
√

N 694 875 1122 1502

50 ms rule in [27] 10 ∼ 20

50 ms B = 2M 16

50 ms BDP rule 240385

100 ms our rule 21 31 51 108

100 ms B = O(log(W )) 281 288 297 319

100 ms B = xµRTT/
√

N 1388 1749 2243 3003

100 ms rule in [27] 10 ∼ 20

100 ms B = 2M 16

100 ms BDP rule 480770
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Figure 3.49: Effect of the number of input links (M) on the buffer size requirements
(K = 4, N = 16000, and RTTH = 100 ms).

Table 3.2: Comparison between the estimates of the buffer requirements [packets]
of our rule and the existing rules (K = 4, N = 16000, and RTTH = 100 ms)

number of input desired utilization

links (M)
buffer sizing rule

60% 70% 80% 90%

8 our rule 8 12 19 40

8 B = O(log(W )) 191 198 208 229

8 B = xµRTT/
√

N 794 986 1226 1587

8 rule in [27] 10 ∼ 20

8 B = 2M 16

8 BDP rule 1923077

32 our rule 11 18 30 65

32 B = O(log(W )) 191 198 208 229

32 B = xµRTT/
√

N 794 986 1226 1587

32 rule in [27] 10 ∼ 20

32 B = 2M 64

32 BDP rule 1923077
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Figure 3.50: Effect of the number of TCP flows (N) on the buffer size requirements
(M = 16, K = 8, and RTTH = 100 ms).

Table 3.3: Comparison between the estimates of the buffer requirements [packets]
of our rule and the existing rules (M = 16, K = 8, and RTTH = 100 ms)

number of TCP desired utilization

connections (N)
buffer sizing rule

60% 70% 80% 90%

3200 our rule 12 18 29 61

3200 B = O(log(W )) 281 288 297 319

3200 B = xµRTT/
√

N 3656 4516 5698 7311

3200 rule in [27] 10 ∼ 20

3200 B = 2M 32

3200 BDP rule 3846154

32000 our rule 7 10 18 38

32000 B = O(log(W )) 191 198 208 229

32000 B = xµRTT/
√

N 1122 1393 1733 2210

32000 rule in [27] 10 ∼ 20

32000 B = 2M 32

32000 BDP rule 3846154
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Figure 3.51: Effect of full wavelength conversion on the buffer size requirements (two
input and one output trunks, N = 4000K, and RTTH = 100 ms).

Table 3.4: Comparison between the estimates of the buffer requirements [packets] of
our rule and the existing rules (two input and one output trunks, N = 4000K, and
RTTH = 100 ms)

number of links desired utilization

per trunk
buffer sizing rule

60% 70% 80% 90%

16 our rule 5 9 16 36

16 B = O(log(W )) 191 198 208 229

16 B = xµRTT/
√

N 1587 1972 2404 3126

16 rule in [27] 10 ∼ 20

16 B = 2M 32

16 BDP rule 7692308

64 our rule 0 0 9 29

64 B = O(log(W )) 191 198 208 229

64 B = xµRTT/
√

N 3174 3845 4808 6154

64 rule in [27] 10 ∼ 20

64 B = 2M 128

64 BDP rule 30769229
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3.8.2 Buffer Sizing Rule for a Non-DWDM Bottleneck Link

Equation (3.23) can also be applied to a non-DWDM bottleneck link in a switch

with very many inputs. This situation is also the basis whereby the existing rules,

e.g. Appenzeller’s rule [17] and Enachescu’s rule [54], were proposed. We will also

compare our rule with the existing rules in this section. We will show that the buffer

requirements given by this rule are smaller than the estimates of any other rule if

bottleneck utilization is not very close to 100%. In light of its advantages including

the conservative assumption and inclusion of many effects, we recommend to use

our rule in this case.

Suppose M = ∞ and K = 1 and hence the buffer sizing rule is reduced to

B = max

(

0,

⌈

logU

1.5N2(1 + U)

U3µ2RTT
2

H

⌉)

≈ max

(

0,

⌈

logU

1.5N2(1 + U)

U3µ2RTT
2

⌉)

(3.27)

where, as defined above, RTTH is the harmonic mean round trip time, RTT is the

arithmetic mean round trip time, and N , U and µ are the number of TCP flows,

target utilization and bottleneck bit-rate, respectively.

We now validate this buffer sizing rule by simulation results. In the simulations,

the bottleneck bit-rate is 4000 packets/s (i.e., about 16 Mb/s for a packet size of 500

bytes). The access bit-rate is half of the bottleneck bit-rate. The mean propagation

delay (RTT ) is 100 ms. The number of TCP flows (N) is varied between 10 and

100. For each N value, we run many simulations, each for a different value of buffer

size (B), and we find the minimal values of B such that the bottleneck utilizations

are no less than 75%, 95%, 99% and 99.9%, respectively.

We illustrate the buffer requirements in Figures 3.52, 3.53, 3.54 and 3.55. Again,

compared with the simulation results, our buffer sizing rule is conservative. How-

ever, if the bottleneck link is saturated (U = 99% and U = 99.9%), packets are

generated spaced by a regular interval equal to one packet transmission time. Since

in this case the packet generation process is no longer Poisson, the rule significantly

overestimates the buffer requirements. We will establish the buffer requirement for

full bottleneck utilization in Section 3.8.3.
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Figure 3.52: Buffer requirements of TCP in a non-DWDM single bottleneck link
(compared to the estimates of the rules), bit-rate delay product is 400 packets,
U = 75%.
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Figure 3.53: Buffer requirements of TCP in a non-DWDM single bottleneck link
(compared to the estimates of the rules), bit-rate delay product is 400 packets,
U = 95%.
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Figure 3.54: Buffer requirements of TCP in a non-DWDM single bottleneck link
(compared to the estimates of the rules), bit-rate delay product is 400 packets,
U = 99%.
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Figure 3.55: Buffer requirements of TCP in a non-DWDM single bottleneck link
(compared to the estimates of the rules), bit-rate delay product is 400 packets,
U = 99.9%.
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We also compare our buffer sizing rule with the existing rules in these figures.

Since we assume that M = ∞, it is reasonable to interpret the number of input links

in the rule of [69] as referring to the number of TCP connections. The definitions of

other rules are the same as those in Section 3.8.1. Note that since the over-provision

factor in the B = O(log(W )) rule is 0.95, we cannot calculate the buffer requirement

based on this rule if the target bottleneck utilization is greater than or equal to 95%.

If the bottleneck is not saturated, which means the utilization is not very close to

100%, our rule gives the lowest estimates of buffer requirements. Considering that

our rule includes the tradeoff between utilization and buffer size, the properties of

TCP traffic and bottleneck bit-rate, we still recommend to use it in a non-DWDM

bottleneck link.

However, if a very high bottleneck utilization (> 95%) is desired, our rule

significantly overestimates the buffer requirements. Therefore, the rule of B =

xµRTT/
√

N should be employed.

3.8.3 Buffer Requirement for Full Bottleneck Utilization

The rules of (3.23) and (3.27) cannot be applied if we expect the TCP flows to fully

utilize the bottleneck bit-rate, considering that in this case (3.23) and (3.27) give

estimates of infinite buffer requirements. In this section, we demonstrate that the

buffer requirement to achieve full bottleneck utilization is maximum bit-rate delay

product.

It has been widely believed that TCP is able to fully utilize the link bit-rate if the

bottleneck buffer size is bit-rate delay product. This argument was initially based

on the study of a single TCP flow [80, 180], and hence the delay can be interpreted

as either a maximum value or a mean value. In [17], it was reported that, in an

environment with multiple TCP connections, the link utilization is indistinguishable

from 100% when the buffer size is approaching to mean bit-rate delay product. This

result was supported by the finding of Raina and Wischik [150] that a mean bit-

rate delay product buffer has much the same performance as the buffers ten times

smaller. In other words, mean bit-rate delay product can be the upper bound for the

buffer requirements intuitively. Therefore, in the literature, bit-rate delay product
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has been looked on as mean delay times bit-rate [5, 23,56,192].

Although in their ns2 simulations a mean bit-rate delay product buffer had been

enough to maximize bottleneck utilization, these authors did not consider the worst

case in real TCP/IP networks. That is, connections with larger round trip times

may dominate the bottleneck bit-rate because of the chaotic nature of TCP con-

gestion control, i.e. unpredictability, extreme sensitivity to initial conditions and

odd periodicity [159, 179]. Therefore, we prove that, in our model, bit-rate times

maximum round trip time is a necessary condition for full link utilization.

Let w denote the congestion window size. In TCP’s congestion avoidance phase,

whenever the source receives w ACKs, w is increased by 1 and w + 1 packets are

then sent. Upon packet loss, the TCP source decreases w by half.

If it is assumed that, when a buffer overflow occurs, at most one packet is lost

from any source and no timeout occurs, then an expression can be found for the

minimum buffer required to prevent the bottleneck trunk/link from being starved.

Assume that the packets are only bottlenecked in the bottleneck trunk/link,

nowhere else. This ensures that the round trip time, except queueing for the bot-

tleneck trunk/link being considered, remains constant. Let RTT b
i be the round trip

time of the ith source minus the queueing delay. Then a tight lower bound on the

queue size is

Qmin =

(

B − µ maxi(RTT b
i )

2

)+

, (3.28)

where x+ = x if x ≥ 0, and 0 otherwise. To establish this result, consider a network

in which RTT b
1 ≥ RTT b

j for all j 6= 1 and with a buffer size B.

To see that (3.28) is a bound, note that (a) aside from small statistical fluctua-

tions, the buffer occupancy only reduces after a packet is lost, (b) the reduction is

by half of the aggregate window size of flows which lose packets, and (c) the buffer

occupancy is B before the packet loss. Let wj be the window size of flow j. The

reduction in buffer occupancy is maximised when a loss occurs in each flow, and so

it is maximised when the aggregate of all flows’ windows is maximised. This occurs
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when wj ≈ 0 for all j 6= 1 and w1 ≈ µRTT b
1 + B. If

B > µ max
i

(RTT b
i ), (3.29)

then the residual buffer occupancy is w1/2 − µRTT b
1 = Qmin. Otherwise, it is 0,

which is again Qmin.

To see that (3.28) is a tight bound, note that it is possible (albeit unlikely) for

losses to occur in such a way that the above scenario (wj ≈ 0 for all j 6= 1) occurs.

This situation may appear in real networks with random jitter where flows with

smaller RTTs obtain lower rates.

The implication of the bound (3.28) is that, if (3.29) is satisfied, then Qmin > 0

and the bottleneck trunk/link can never be starved of packets. It thus achieves full

utilization. We can therefore conclude that the buffer being maximal bit-rate delay

product is a necessary and sufficient condition for full bottleneck utilization. This

conclusion is consistent with the results of previous TCP analysis [10,43,105].

3.9 Summary

The main contribution of this chapter has been the demonstration of the relationship

between the throughput of TCP NewReno and the buffer size at a bottleneck core

switch in DWDM networks. Based on the simulation results, we show that optical

buffer can be very small in the construction of optical networks. Under certain

conditions, TCP can achieve satisfactory throughput without it.

We have proposed an extrapolation method which can predict the bottleneck

throughput for high bit-rate networks. This is achieved by extrapolating the simu-

lation results at smaller bit-rates. Based on this method, we have shown that the

throughput is not only determined by the buffer size but also by many other param-

eters including the number of wavelength channels in the bottleneck trunk and the

properties of the TCP traffic.

We have also proposed an analytical method to estimate the throughput and

packet loss probability. A thorough validation by simulation of a variety of models
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has been demonstrated. Good agreements have been achieved between the extrap-

olated results and the analytical models.

A novel and conservative buffer sizing rule has been derived from our closed-

loop model, validated by the ns2 simulations and the extrapolation method, and

compared with the existing rules. It gives no greater estimates of buffer requirements

than other rules. It includes the effects of multiple wavelength channels on a core

trunk and the properties of TCP traffic. It shows that core DWDM switches with

full wavelength conversion may need no buffer. Moreover, this rule can be applied to

a non-DWDM single bottleneck link. However, if the desired bottleneck utilization

is 100%, the buffer requirement is maximum bit-rate delay product.



Chapter 4

FAST TCP and Related Issues

4.1 Introduction

The Internet has been scaled up by six orders of magnitude in speed since 1997

[85]. However, because of its fundamental limitations [59, 61], TCP NewReno [82]

cannot achieve high throughput and stability in large bandwidth networks. This

disadvantage has stimulated a surge of research activities to propose substitutes for

the widely used protocol [32, 33, 59, 67, 70, 97, 153, 161, 200]. In particular, FAST

TCP [85–87], which adopts queuing delay as a congestion measure, has attracted

significant attention in recent years.

As a congestion indicator, queuing delay gains a compelling advantage over

packet loss [86]. Consequently, FAST TCP demonstrates a competitive edge over

TCP NewReno in some scenarios by achieving high bandwidth utilization [87], small

and controllable queuing delay [85], and stable throughput [87]. However, FAST

TCP also encounters a potential unfairness problem because precise queuing delay

is not easy to obtain [16, 49, 168]. Moreover, there is some concern in the research

community that FAST TCP may suffer from unstable transmission under some con-

ditions. Therefore, to improve this TCP variant and to gain experience for the future

delay-based protocols, the following problems must be tackled.

First, it has been reported [16,168] that identical FAST TCP sources may achieve

stable transmission rates in an unfair manner if the physical round-trip propagation

delay is not accurately measured. In general, this problem, associated with the

persistent congestion scenario [117], deteriorates as the number of FAST TCP flows

increases [16,49,168].

Second, congested FAST TCP flows accumulate their packets in the bottleneck

93
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queue. Thus, more FAST TCP flows result in a larger buffer requirement. If the

requirement cannot be satisfied, frequent buffer overflows occur. Buffer overflows

imply that FAST TCP loses its two important merits, high bandwidth utilization

and stable throughput.

In this chapter, we analyze the shortcomings of FAST TCP and propose our

solutions. We first quantify the unfairness caused by the inaccurate measure of

physical round-trip propagation delay. We confirm that, although better than TCP

Vegas [117], this unfairness is considerable when the number of FAST TCP flows is

large. A four-phase algorithm is proposed which eliminates or greatly alleviates this

unfairness problem. Compared with the solution proposed by Tan et al. [168], this

improvement needs no support from routers so that it opens up new optimism for

fair FAST TCP networks based on the current telecommunications infrastructure.

We also study the performance of FAST TCP when buffer overflows occur. We

find that, in this case, converging FAST TCP flows suffer from heavy packet losses,

and thus their transmission is jeopardized. In contrast, converged FAST TCP flows

maintain high throughput and low packet loss probability. This unfairness results

from the zero transmission rate when FAST TCP decreases its congestion window.

We tackle this problem by modifying FAST TCP pacing algorithm. Moreover, we

propose an α-adjusting algorithm to avoid frequent buffer overflows by dynamically

tuning the α parameter of the FAST TCP protocol. Validated by ns2 simulations,

this algorithm demonstrates satisfactory performance in fairness and stability.

The remainder of this chapter is organized as follows. Section 4.2 presents the

implementation of FAST TCP for ns2 [79]. Now this implementation has been used

by people all over the world. In the following sections, we address its unfairness and

instability issues in the condition of buffer overflow. We also propose solutions in the

corresponding sections. At the end of this chapter, we summarize our conclusions

and overlook the further research for this protocol.



4.2. FAST TCP AND ITS SIMULATOR 95

4.2 The FAST TCP Algorithm and Simulator

4.2.1 Introduction to the FAST TCP Algorithm

FAST TCP [86] is a new TCP variant designed for future large-scale and high-

bandwidth Internet. The key of FAST TCP is its congestion window control algo-

rithm. It determines the congestion window size based on both queuing delay and

packet loss. Under normal network conditions, FAST TCP periodically updates the

congestion window based on the average RTT and average queuing delay measured

by its estimation component, according to

w(t + 1) = min(2w(t), (1 − γ)w(t) + γ(
d

D
w(t) + α(w(t), q(t)))) (4.1)

where γ ∈ (0, 1], w(t) [packets] is the current congestion window size, w(t + 1)

[packets] is the target congestion window size after the update, D [seconds] is the

current RTT and d [seconds] is the minimum RTT observed so far (base RTT), q(t)

[seconds] is the current end-to-end (average) queuing delay, which is equal to D−d in

equilibrium, and α(w(t), q(t)) is a function to determine a parameter that controls

fairness and the number of packets buffered in the network. The min function

guarantees that the increasing rate of congestion window size is no faster than Slow

Start. To avoid oscillation, congestion window is adjusted not per ACK but every

two RTTs or longer [86].

The most significant advantage of this algorithm is that it can set the queuing

delay of a source to a desired value when it achieves equilibrium. If the function

α(w(t), q(t)) [packets] keeps constant, (4.1) changes to

w(t + 1) = (1 − γ)w(t) + γ(
d

D
w(t) + α). (4.2)

Because the updated congestion window size should be equal to the current conges-

tion window size in equilibrium, the converged congestion window size w∗ is given by

w∗ = (1 − γ)w∗ + γ(
d

D
w∗ + α) =

D

D − d
α. (4.3)



96 Chapter 4. FAST TCP AND RELATED ISSUES

Since D − d is the queuing delay in equilibrium, the converged queue size [packets]

is given by

q∗ =
D − d

D
w∗ = α. (4.4)

Therefore, FAST TCP achieves a controllable queueing delay and avoids buffer over-

flow and consequent heavy packet losses. As a result, MD, which leads to significant

rate reduction, can be mostly prevented. Also, based on the FAST TCP pacing rule,

the congestion window is enlarged by one packet per ACK. This manner is similar

to Slow Start so that a FAST TCP source can quickly use up available bandwidth

and achieve high utilization in large bandwidth networks [86].

4.2.2 FAST TCP Simulation Module for Ns2

The flexible and open features have attracted people all over the world to use and de-

velop ns2, a packet level network simulator [79]. Considering the strong dependence

on simulation, it is important to have a freely-available FAST TCP simulator. We

undertook this task to implement this popular flow control protocol in ns2. In this

section we describe the technical details of this FAST TCP simulator and validate

it in a number of scenarios. We also point out two disadvantages of FAST TCP. In

Sections 4.3, 4.4 and 4.5 we will analyze the problems and propose our solutions.

FAST TCP module in ns2 is a child class derived from the TCP (Tahoe) module.

It adopts (4.2) to update the congestion window size when there is no packet loss,

uses Slow Start to exponentially scale up the window size when it is small, and

employs Fast Retransmit and Fast Recovery to handle packet loss. Since both FAST

TCP and TCP Vegas use RTT as a congestion signal, we also referred to the TCP

Vegas module in the development.

There are some features provided by this FAST TCP implementation but not

covered by the FAST algorithm. One is the MIthreshold variable aiming to dynam-

ically adjust a Slow Start threshold introduced in the FAST TCP implementation

in Linux. If the queuing delay is lower than this value, Slow Start is activated to

replace FAST TCP congestion window updating rule shown in (4.1). However, to

match the analysis, in the following simulations, “pure” FAST TCP algorithm is
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studied by setting MIthreshold at zero.

Another difference is the way to measure RTT. In practice, instantaneous RTT

is volatile so that average RTT should be used instead. Average RTT is updated

when a new ACK is received by

D(t + 1) = ϕ × D(t) + (1 − ϕ) × D(t) (4.5)

where D(t) is the current average RTT, D(t + 1) is the updated average RTT, ϕ

is a parameter balancing the history records and the current measure, D(t) is the

instantaneous RTT measured by this ACK.

The validation of the simulator is demonstrated in Appendix B. We simulated

FAST TCP in five scenarios including normal transmission, multiple bottleneck

links, large bandwidth network, random loss and buffer overflow. The simulation

results bolster the claim that high utilization and stable queuing delay can be ac-

complished by this delay-based protocol. However, two challenges, as analyzed in

the following sections, need to be overcome.

4.3 Unfairness of FAST TCP Due to Base RTT

In this section the unfairness problem due to the inaccurate measure of physical

round-trip propagation delay is investigated. By comparing FAST TCP with TCP

Vegas, another protocol affected by the unfairness issue, we found that, although

the equilibrium conditions of TCP Vegas are intuitively analogous to those of FAST

TCP, FAST TCP is much fairer in a persistent congestion scenario. We also validate

our claim by ns2 simulations.

4.3.1 Reason and Notation

Reason Analysis

It has been shown in (4.2) that FAST TCP updates its congestion window size

based on the estimate of base RTT which is assumed to be the physical round-trip

propagation delay. However, since TCP source cannot directly measure this delay, in
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practice base RTT is set at the minimum instantaneous RTT observed so far. FAST

TCP assumes the usual first-in-first-out (FIFO) schedule in routers. Therefore,

the queue in the bottleneck may lead to inaccurate estimate of physical round-trip

propagation delay. The biased estimate results in unfairness and excessive variations

of routers’ queues.

We consider a scenario where three FAST TCP flows sharing one single bottle-

neck link start one after another. All of the flows have an equal α which is 200

packets and the bandwidth and delay of that link are 100 Mb/s and 50 ms respec-

tively. From (4.3) the converged window sizes of three flows should be equal if all of

them know the actual physical round-trip propagation delay. However, Figure B.1

shows that the congestion window sizes of new flows are always larger than that of

the old ones. This is because when a new FAST TCP flow starts, the buffer in the

bottleneck is not empty so that the estimated base RTT of the new flow is larger

than both those of the old flows and the actual physical round-trip propagation

delay. As a result, the new flow achieves larger rate than the old flows.

Besides the unfair rates, the queuing delay is also found to be far from the desired

value. From (4.4), if there are N FAST TCP flows sharing the same bottleneck link

and all of them know the actual physical round-trip propagation delay, then

q∗ =
∑

N

(
D − d

D
w∗) = N × α (4.6)

where q∗ is the converged queue size of the bottleneck, w∗ is the converged congestion

window size of all the FAST TCP flows.

Compared with Figure B.3, the theoretical bottleneck queue size is significantly

smaller than the simulated result when there are more than one FAST TCP flows.

Like FAST TCP, TCP Vegas also employs queuing delay as a congestion signal.

In (2.2), TCP Vegas also updates its congestion window size based on the estimate

of physical round-trip propagation delay. During the life of a TCP Vegas flow, this

delay may not be accurately measured if the queue is not empty so that it experiences

the same unfairness problem between old flows and new flows.
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Notation

Let L(i) denote the set of links used by flow i. Let di [seconds] be the true prop-

agation delay of flow i, let d̂i = di + δi be the estimated propagation delay, and

let Di(t) = di + qi(t) be the RTT of flow i, including queueing delay of qi(t). Let

wi(t) [packets] and xi(t) [packets/s] be the window size and rate for flow i, which

are related by

wi(t) = xi(t)Di(t). (4.7)

Let cl [packets/s] be the capacity of link l, and bl(t) [packets] be the backlog at

link l.

Quantities without explicit time dependence are either constants or equilibrium

values. For example, bl is the equilibrium backlog at link l.

We consider a persistent congestion scenario to compare the unfairness of FAST

TCP with that of TCP Vegas. All flows share a single bottleneck link of capac-

ity c [packets/s], have equal α [packets] (for FAST TCP) or α+ [packets/s] (for

TCP Vegas), and equal propagation delays, d [seconds]. Flows arrive consecutively,

spaced far enough apart for the system to reach equilibrium between arrivals, and

keep transmitting greedily and persistently. When the ith flow arrives, it causes

an increase in the queue size at the bottleneck link of B(i) [packets]. If d were

known exactly, then B(i) would be α under FAST, or α+d under Vegas. However,

the estimated d̂ will be assumed to be the RTT seen when the flow first arrives,

given by d(i) = d + p(i − 1) [seconds], and B(i) will consequently be larger. Here

p(i) =
∑i

j=1 B(j)/c [seconds] be the total queueing delay after the arrival of flow i.

To distinguish between the equilibria of FAST TCP and of TCP Vegas, quantities

pertaining to TCP Vegas will have a superscript +.

4.3.2 Comparison between FAST TCP and TCP Vegas

In this section TCP Vegas and FAST TCP are compared with each other in equi-

librium. Based on the comparison we draw a conclusion that FAST TCP is much

fairer than TCP Vegas.
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Equilibrium Conditions of TCP Vegas

Recall (2.2) and the equilibrium results for TCP Vegas, derived in [117], when the

ith flow estimates its propagation delay by d̂i, and β+
i = α+

i . A Vegas flow is in

equilibrium if

α+d̂i = wi

(

1 − d̂i

Di

)

. (4.8)

The equilibrium state of Vegas maximizes the sum of the flows’ utilities, where

the utility of flow i is

Ui(xi) = α+
i (di + δi) log xi + δixi. (4.9)

Under persistent congestion, the increments in queue occupancy, p+(i), satisfy

i
∑

j=1

d + p+(j − 1)

p+(i) − p+(j − 1)
=

c

α+
(4.10)

with

p+(1) =
α+d

c
(4.11)

and the rate of flow j between the arrival of flow i and flow i + 1 is

x+
j (i) =

α+(d + p+(j − 1))

p+(i) − p+(j − 1)
. (4.12)

Analogous results will now be derived for FAST TCP.

Equilibrium Conditions of FAST TCP

The update rule for FAST has been shown in (4.2), giving the equilibrium condition

α = wi

(

1 − d̂i

Di

)

. (4.13)

(Note that this rule also applies if Vegas adapts its α+ to its estimate of di in an

attempt to achieve proportional fairness [117]. In that case, α+ = α/d̂i.)

By arguments analogous to [117], it can be shown that the FAST equilibrium
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maximizes the sum of flows’ utilities, where the utilities are now given by

Ui(xi) = αi log xi + δixi. (4.14)

The core argument is to show that the derivative of the utility of flow i is the

sum of suitable Lagrange multipliers, pl, corresponding to the price of each link,

evaluated at the equilibrium. That is,

U ′
i(xi) ≡

αi

xi

+ δi =
∑

l∈L(i)

pl. (4.15)

That can be seen as follows. The number of packets queued by flow i at link l is

blxi/cl. The total number of packets queued by flow i in equilibrium is

∑

l∈L(i)

blxi

cl

.

Since the total number of packets from flow i in flight, wi, is equal to the sum of

those in propagation, xidi, and those queued, in equilibrium

wi − xidi =
∑

l∈L(i)

blxi

cl

. (4.16)

Combining (4.7), (4.13) and (4.16) gives

αi = wi

(

1 − d̂i

Di

)

= wi − xi(di + δi) =
∑

l∈L(i)

blxi

cl

− δixi.

Rearranging and setting pl = bl/cl yields (4.15), as required.

On the surface, it seems that (4.9) and (4.14) are equivalent under the substi-

tution αi = α+
i d̂i. However, it turns out to be very significant that the number of

packets that Vegas attempts to maintain in the queue, α+
i d̂i, depends on the error in

the estimate of the propagation delay. To see that, consider the equations analogous

to (4.10) and (4.12), which will now be derived, following [168].
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The equilibrium rates satisfy

x1 + x2 + · · · + xn = c, (4.17)

and

xi = α/q(i), (4.18)

where q(i) is the queueing delay as observed by flow i. When there is only one

flow in the link, this yields x1 = c, and q(1) = B(1)/c. Using (4.17) and (4.18) we

have B(1) = α and p(1) = α/c. When the second flow enters the link, it estimates

d̂(2) = d + B(1)/c, and perceives a queueing delay of q(2) = B(2)/c, while the first

flow sees the true queueing delay of q(1) = (B(2)+B(1))/c. Again using (4.17) and

(4.18) gives 1/(B(1) + B(2)) + 1/B(2) = 1/α and 1/p(2) + 1/(p(2) − p(1)) = c/α.

By induction,
i

∑

j=1

1

p(i) − p(j − 1)
=

c

α
(4.19)

and the rate of flow j between the arrival of flow i and flow i + 1 is

xj(i) =
α

p(i) − p(j − 1)
. (4.20)

Note that, unlike (4.10) and (4.12), these expressions are independent of d. If

d >> p+(i) for all i, then the queueing delay and rates of Vegas reduce to those of

FAST (with the substitution of α+d = α). However, if p+(i) is not negligible, the

results differ.

Which Is Fairer?

Since the equilibria are different, the question arises: which is fairer, FAST TCP or

TCP Vegas? We found FAST TCP is fairer than the prose version of TCP Vegas.

Proof is given as follows.

From [16], when i = 2, (4.12) becomes

d

p+(2)
+

d + p+(1)

p+(2) − p+(1)
=

c

α+
=

d

p+(1)
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giving

p+(2)

p+(1)
=

3d + p+(1) ±
√

(3d + p+(1))2 − 4d2

2d

=
3d + p+(1) +

√

(d + p+(1))(5d + p+(1))

2d
, (4.21)

where the ± becomes + since otherwise p+(2) < p+(1), which is not possible. The

rate of the worse-off flow is thus

x+
1 (2) =

α+d

p+(2)
=

2c

3 + α+/c +
√

(1 + α+/c)(5 + α+/c)
(4.22)

which is clearly less than

x1(2) =
2c

3 +
√

5
(4.23)

yielded by FAST TCP.

In [16], we also expanded the comparison for i > 2. Note that this trend con-

tinues, and FAST TCP is fairer than TCP Vegas for any number of sources. More

specifically, if α+d = α, then p+(i) > p(i) for all i > 1. Furthermore, x+
1 (i) < x1(i)

for all i > 1 and all α, α+. For i = 2, this follows from (4.22) and (4.23). The result

can then be shown by induction on the hypothesis p+(j) > p(j) for all 1 < j < i.

To see that this implies p+(i) > p(i), assume instead that p+(i) ≤ p(i). Then

p+(i) − p+(j − 1) < p(i) − p(j − 1), whence

c

α+
=

d

p+(i)
+

i
∑

j=2

d + p+(j − 1)

p+(i) − p+(j − 1)
>

d

p+(1)
+

i
∑

j=2

d + p+(j − 1)

p(i) − p(j − 1)

>
d

p(1)
+

i
∑

j=2

d

p(i) − p(j − 1)
=

c

α/d

where the second inequality uses p(1) = p+(1). This contradiction establishes

p+(i) > p(i). Since p(0) = 0, (4.12) and (4.20) show that, for this α, x+
1 (i) < x1(i).

However x1(i) is independent of α by (4.20), since p(i) ∝ α. Thus x+
1 (i) < x1(i) for

all i > 1 in general.

This finding has two implications. First, it shows that the prose version of TCP
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Vegas is less fair than FAST TCP and the implemented form of TCP Vegas. On the

other hand, it shows that persistent congestion is less of a problem than is predicted

by the analysis of [117].

The authors of TCP Vegas suggested using small values of α. However, the

optimal value is difficult to set in practice. If it is too small, then the queueing

it induces in a high speed link may be small compared to the jitter of round trip

times. Hence, a large value must often be used, as is proposed for FAST TCP [85].

However, if such an α is used over a low capacity link, it is possible for α+/c to be

large. As α+/c becomes large, Vegas becomes arbitrarily unfair. In the case of two

sources,

x+
1 (2) <

c

2 + α+/c
→ 0.

Consider also the inductive hypothesis (in i) that p+(j) >> p+(k) >> d for all

k < j ≤ i. This is true for i = 1 by (4.11), when α+/c >> 1. Then (4.10) becomes

p+(i − 1)

p+(i)
=

c

α+
<< 1,

showing that p+(i) ≈ d(α+/c)i for all i. Thus, by (4.12), the most recently arriving

flow obtains almost all of the capacity. Although this case is pathological, it is in

principle possible under Vegas. However, it cannot occur under FAST, since p(i) is

independent of d.

This scaling of TCP Vegas is in contrast to that of FAST TCP. Although B(k) =

(p(k) − p(k − 1))c are known to diverge [168], they diverge slower than any power

of k. To see that, assume instead that there exist an η > 0 and γ > 0 such that

B(k) > ηkγ for all k. By (4.19),

1

α
=

i
∑

j=1

1
∑i

k=j ηkγ

≈ γ + 1

η

i
∑

j=1

1

iγ+1 − (j − 1)γ+1

≈ γ + 1

η

(

1

iγ+1
+

i
∑

j=2

1

iγ(i − j + 1)(γ + 1)

)
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= O

(

log(i)

iγ

)

→ 0.

However, α is a constant, which is a contraction and shows that there is no positive

power of k that B(k) consistently grows faster than.

Empirically, it appears that B(i)/B(1) = log(i) + o(1). This can be seen in

Figure 4.1, which plots B(i)/B(1)− log(i). If this is indeed the case, then the lowest

throughput of any source is B(1)/(B(1) + · · · + B(i)) = O(1/x log(x)).

4.3.3 Simulation Results

To verify the above analysis, we consider a persistent congestion scenario with 10

flows. The bottleneck link bandwidth is 100 Mb/s (= 12500 packets/s), and the

round-trip propagation delay is 40 ms (20 ms each way). Simulations were performed

using ns2 disabling the Slow Start phase. The TCP Vegas module in ns2 interprets α

as the rate per propagation delay, as FAST TCP does. The results presented here for

“TCP Vegas” were obtained by modifying the code to implement the prose version of

TCP Vegas. The FAST TCP implementation is what has been mentioned in Section

4.2.2. We measured the queue size and every source’s stable rate for three flow

control rules: FAST TCP (α = 200 packets), TCP Vegas with α+ = 250 packets/s

and TCP Vegas with α+ = 2475 packets/s. For TCP Vegas, β+ = α+ +25 packets/s;

we chose α+ < β+ to prevent oscillation [33]. These induce additional queueing

delays of approximately α+d/c = 0.4 ms and 4 ms, respectively.

To validate (4.10) and (4.19), we compare the actual simulation rates with theo-

retical analysis for FAST TCP (in Figure 4.2), TCP Vegas with α+ = 250 packets/s

(in Figure 4.3) and Vegas with α+ = 2475 packets/s (in Figure 4.4) for the second and

sixth sources. The results match almost perfectly for FAST TCP and TCP Vegas

with α+ = 2475 packets/s. The slight difference for Vegas with α+ = 250 packets/s

is because the difference, β+ − α+, needed for stability, is a non-negligible fraction

of α+.

To compare the fairness of FAST TCP, TCP Vegas with small α+ and TCP

Vegas with large α+, we use two different criteria. First, we consider the ratio of
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4.3. UNFAIRNESS DUE TO BASE RTT 107

0

1000

2000

3000

4000

5000

6000

7000

8000

1 2 3 4 5 6 7 8 9 10

ra
te

 (
pa

ck
et

/s
)

number of flows in the network

2nd source, theoretical
2nd source, simulation
6th source, theoretical
6th source, simulation
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first TCP source rate, x1(n) (the most disadvantaged), to its fair rate which is c/n

for the three cases. The three curves are plotted in Figure 4.5. The second criterion,

proposed by Jain [83], involves all sources. It is also a measure within (0, 1] and it

is given by

F =
(
∑n

i=1 xi)
2

n
∑n

i=1 x2
i

. (4.24)

By (4.24), the case F = 1 reflects the situation where all flows are equal while

the smaller the value of F is, the larger the differences between the flows are. The

three curves resulting from the second criteria are plotted in Figure 4.6. A very

consistent message emerges from Figures 4.5 and 4.6. Fairness is adversely affected

by the increase in the number of sources. Also, the larger α+ is, the more unfairly

the first TCP Vegas flow is treated, which is consistent with our analysis in the

previous section. This is illustrated in Figure 4.7.

Another disadvantage of TCP Vegas is that it generally requires more buffer

space than FAST TCP. Moreover, the rate of increase of the required buffer size will

be greater for larger α+, as is shown in Figure 4.8.

For completeness, we also simulated the pathological case of α+ >> c. We

consider 10 flows with α+ = 2500 packets/s sharing a 1 Mb/s bandwidth link with

round-trip propagation delay 40 ms. This gives α+ = 20c. The analysis shows that
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Table 4.1: Queueing delay, p(i) [seconds], for α+ >> c

# of flows 1 2 3 4 5 6 7 8 9 10

d(α+/c)i 0.8 16 320 6.4e3 1.3e5 2.5e6 5.1e7 1.0e9 2.0e10 4.1e11

Eq. (4.10) 0.8 18.4 403.3 8.8e3 1.9e5 4.2e6 9.6e7 2.1e9 4.5e10 9.6e11

simulation 0.976 21.68 426.19 - - - - - - -

p(i) should be roughly equal to d(α+/c)i. Table 4.1 compares this approximation

with both the simulated and the theoretical p(i). Simulation results were only

obtained for i ≤ 3, due to the very large queue sizes involved. The 20% discrepancy

between the theoretical and simulation results for the first source is because the

measured base RTT includes the 8 ms packetisation delay, which is 20% of the 40 ms

propagation delay.
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4.4 Elimination of the Unfairness Due to Base

RTT

It is important to eliminate the unfairness due to the incorrect measure of physical

round-trip propagation delay. In this section we demonstrate that the amount by

which the rate of a newly arriving flow exceeds its fair capacity grows rapidly as the

number of existing flows increases. We present the calculations for FAST TCP; the

results for TCP Vegas are qualitatively similar, although more complex. We then

propose a technique to avoid this unfairness. Numerical validation of the proposed

technique appears in Section 4.4.3.

4.4.1 Notation and Problem Statement

This section considers the arrival of new flows at a single bottleneck link of capacity

C [packets/s], already carrying N flows. Denote the backlog at the link time t by

b(t) [packets]. Let di [seconds] be the actual round trip propagation delay of flow i,

let d̂i be the estimated propagation delay, and let Di(t) = di + qi(t) be the RTT of

flow i, including queueing delay of qi(t). Let wi(t) [packets] and xi(t) [packets/s] be

the window size and rate for flow i, which are related by

wi(t) = xi(t)Di(t). (4.25)

Every flow using FAST TCP aims to have a total of α packets in queues through-

out the network. Quantities without explicit time dependence are either constants

or equilibrium values; for example, b is the equilibrium backlog.

Like Section 4.3 this study also considers a persistent congestion scenario as fol-

lows. All flows share a single bottleneck link of capacity C [packets/s] and have equal

α [packets]. Flows arrive consecutively, spaced far enough apart for the system to

reach equilibrium between arrivals, and keep transmitting greedily and persistently.

Let ti be a time when the system has reached equilibrium after the arrival of the ith

flow, but before the arrival of the i + 1st flow. When the ith flow arrives, it causes

the queue size at the bottleneck link to increase by B(i) [packets]. If di were known
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exactly, then B(i) would be α. However, the estimate d̂i will be assumed to be the

RTT seen when the flow first arrives, given by d̂i(i) = di + p(i− 1) [seconds], giving

B(i) > α. Here p(i) =
∑i

j=1 B(j)/C [seconds] is the total queueing delay of flow i.

It is known that unfairness occurs under persistent congestion. However, when

flows depart, the reduction in throughput decreases queues, and may allow flows to

observe their true propagation delays. After such an event, new arrivals experience a

situation analogous to persistent congestion, except for the presence of N additional

flows, all of which know their true di. That is the scenario which will be studied

here. All of these flows will have an equal rate, denoted x0(t), which will vary as

new flows arrive. Newly arriving flows will be numbered from 1. Let xi(t) denote

the rate of the ith newly arriving flow. Let bi [packets] denote the increase in queue

size when the ith flow arrives.

4.4.2 Solution to the Unfairness

Four-Phase Algorithm

FAST TCP can only achieve fairness if each flow has an accurate estimate of its

physical propagation delay, d. Unless there is network support, such as allowing

probe packets to bypass the queue [168], the only way to obtain the true propagation

delay is for the queue to empty occasionally. This section presents a means to achieve

this, without network support and with vanishing impact on network throughput.

Since a newly arriving flow i ≥ 1 obtains excessive rate, it is well placed to

drain the bottleneck queues, to allow all flows using those links to estimate d. The

proposed approach is for each newly started flow to pause briefly to allow the queue

to drain, and then resume at full rate. This can be implemented by introducing

a rate scaling factor, r, and using the following phases, once the window size has

stabilized:

reduction In the first additional phase lasting one RTT, the congestion window

size is decreased such that for every r ACKs received, only one new packet is trans-

mitted. This reduces the rate of this source by a factor of r, allowing the bottleneck
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queue to empty.

depletion In this phase, the congestion window size is kept constant to allow the

queues to empty. This phase ends once base RTT (d̂i) stabilizes, or after at most two

RTTs. In the first RTT, the FAST TCP source collects the ACKs corresponding

to the packets generated in the reduction phase. After this, base RTT may still

fluctuate. Thus, the congestion window is kept constant for another RTT. However,

considering the low transmission rate in the depletion phase, it should not last longer.

refilling The third phase increases the window size by r−1 each time an acknowl-

edgement arrives. This phase continues until the congestion window size reaches its

equilibrium given by wi = αd̂i/(Di− d̂i) with Di being the RTT before the reduction

phase and d̂i being the base RTT after the depletion phase.

stabilization Because the measured RTT in the previous phases is very low, the

FAST update rule would increase the window size dramatically. To prevent this,

this final additional phase maintains the window size constant for one RTT to allow

an accurate RTT estimate to be made. After this, FAST TCP resumes normal

operation.

The rate reduction parameter, r, must balance several factors. The larger r is,

the faster the queue will drain, increasing the probability of it emptying entirely

within the RTT. However, the role of the packets sent during depletion is to sample

the RTT, and larger r leads to coarser sampling; flows with short RTTs may respond

to the reduced queueing before the end of the depletion phase, and so the sampling

must be fast enough to detect the minimum queue occupancy.

Moreover, increasing r increases the size of the bursts sent in the refilling phase.

However, if r < α then the queueing induced by these bursts should not exceed α,

which is the amount of queueing due to the source in equilibrium. For this reason,

a value of r ≈ α appears reasonable.

The number of ACKs arriving during refilling is approximately w/r, where w

is the window size. However, random packet delays may cause the number to be

slightly higher. Thus, if every ACK generates r packets, the number of packets



114 Chapter 4. FAST TCP AND RELATED ISSUES

transmitted in that RTT may significantly exceed w. That is prevented by sending

the minimum of r packets and the number permitted by the window.

This entire operation requires only a few RTTs per flow, and the throughput is

reduced only during the reduction and depletion phases. Since even short connec-

tions require many round trips for multiplicative increase (MI) to achieve the correct

rate, the reduction in throughput is negligible.

Analysis of the Fairness Enhancement

The above four-phase algorithm can eliminate or significantly reduce the unfairness.

Its effect is related to the smallest RTTs of any flow sharing the bottleneck link.

Firstly, we consider a scenario where the four-phase algorithm is not adopted.

As shown in Appendix C,
b1

α
=

1 +
√

1 + 4N

2
, (4.26)

and as N → ∞,
b2

α
= a2

√
N + o(

√
N), (4.27)

where a2 ≈ 0.801938 is the solution to 2a2 + 1 = a2(a2 + 1)2. By induction on i,

bi

α
= ai

√
N + o(

√
N), (4.28)

as N → ∞, where ai is the solution of the i + 1th order polynomial given by

i
∑

j=1

1
∑i

k=j ak

=
i

∑

j=2

ak, (4.29)

the equilibrium rate of flow i ≥ 1 between the arrivals of flows j and j + 1 is given

by

xi(tj) =
αC

∑j
k=i bk

. (4.30a)

The rate of the N original flows in the same interval is

x0(tj) =
αC

Nb0 +
∑j

k=i bk

. (4.30b)
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Significantly, (4.28) and (4.30) imply that the newly arriving flows obtain a

bandwidth of O(C/
√

N), while the original flows only obtain O(C/N), which is the

same order as their fair share. This is in contrast to pure persistent congestion (N =

0) studied in [16,117,168]; in that case the most recently arriving flow only obtains

O(log N) times its fair share. However, since the extra bandwidth is “borrowed” from

all N existing flows, no flow is starved of bandwidth as occurs in pure persistent

congestion.

Now we assume that all the FAST TCP flows have employed the four-phase

algorithm. We consider Flow 1. By (4.30) and (4.27), the equilibrium rate of this

newly arriving flow is x1 = 2C/(1 +
√

1 + 4N), and by (4.27), the queue size at the

bottleneck link is Nb0 + b1 = αN + α(1 +
√

1 + 4N)/2. In the depletion phase, the

arrival rate is decreased by 2C(r− 1)/r(1 +
√

1 + 4N) [packets/s], which is the rate

at which the queue is depleted. If the RTTs of the other flows are sufficiently long

that they do not react until after the queue empties, the queue will empty after

αNr

2C(r − 1)
(1 +

√
1 + 4N) +

αr(1 +
√

1 + 4N)2

4C(r − 1)

≈ α

2C
(1 + 3N + (N + 1)

√
1 + 4N)

=
αN3/2

C
+ O(N)

seconds, where the approximation assumes that r >> 1. Given the RTTs of the

existing flows, there is a maximum value of N for which the buffer will empty before

the other flows respond by increasing their rates. If the smallest RTT of any flow

sharing the link is D, then the buffer will empty if

N .

(

CD

α

)2/3

, (4.31)

with the approximation holding if the right hand side is large. Taking α/C =

2.5 ms [85] and D = 40 ms, (4.31) says that the buffer will empty during the depletion

phase of the newly arriving flow if there are N . 7 existing connections at the time

it arrives.
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Figure 4.9: Source rates of three modified FAST sources (α =
200 packets).

4.4.3 Simulation Results

To test the new algorithm, persistent congestion of three sources with equal α sharing

a single link was simulated using ns2 [48, 79]. Figure 4.9 shows that the modified

algorithm proposed in Section 4.4.2 results in greater fairness than that reported

in [117,168] for standard FAST.

For cases when more flows share the link, Figure 4.10 plots the ratio of the rate

of the existing sources to that of the new one as a function of the number of existing

sources. The round trip propagation delays for all existing flows were equal to d−1,

and that of the new flow was d1. Three cases were considered: (a) d−1 = 200 ms,

d1 = 200 ms, (b) d−1 = 200 ms, d1 = 40 ms and (c) d−1 = 40 ms, d1 = 200 ms.

The above calculation for the time to drain the queue, and observe the the empty

queue, gives about 4.16(N3/2 + N) ms. This is less than d0 = 200 ms for N ≤ 11,

and less than d0 = 40 ms for N ≤ 3. The values are indeed the thresholds observed

in Figure 4.10 below which the scheme yields fairness.

Figure 4.10 also plots results for pure FAST TCP, and the value predicted

by (4.26). The results agree except that a much better fairness is achieved when the

propagation delay of the new source is much larger than that of the existing sources.
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Figure 4.10: Ratio of existing flow rate to new flow rate (α =
50 packets).

This is because the new flow with larger RTT “overshoots” its fair share, causing

the existing flow to back off too much. When the new flow corrects its rate to its fair

share, the link is briefly under-utilized. This may even allow the queue to empty,

and the new source to observe its true propagation delay. The effect does not occur

when the new flow has a small RTT, as the size of the overshoot is smaller, nor does

it occur when the existing flows have a large RTT, as they then respond sluggishly

to the increased queue size.

4.5 Buffer Overflow and Solution

In this section we discuss the impairment of performance due to buffer overflow.

Since the buffer requirement of FAST scales up with the number of flows, this prob-

lem arises when the demand of flows increase beyond the buffer capacity. The effect

is twofold. Firstly, frequent buffer overflows imply consecutive packet losses, fluctu-

ations of window size and hence a slump in throughput. Secondly, converging FAST

TCP flows are more likely to drop packets than converged flows. This ultimately

leads to transmission unfairness. We propose a pacing technique for each FAST TCP

flow to guarantee a fair packet loss probability first. Then, we design an α-adjusting
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algorithm to prevent frequent buffer overflows. The ns2 simulation results show that

this algorithm is stable and fair.

4.5.1 Problems Due to Buffer Overflow

In general, buffer overflow does not occur since the desired queueing delays of

individual FAST TCP flows are very small whereas the buffer sizes in electronic

switches/routers are orders of magnitude larger. However, the trouble is that the

bottleneck queuing delay accumulates which means more FAST TCP flows lead to

larger queue size. If N > B/α where N is the number of FAST TCP flows and

B is the bottleneck buffer size, buffer overflow will be inevitable. This problem is

especially troublesome in all-optical networks where only tiny buffers can be ac-

commodated inside optical packet switches [175–177,195]. Ultimately, a scenario of

Nα > B has to be taken into account.

The first problem caused by buffer overflow is the oscillations of queuing delay,

congestion window size and source rate. If buffer overflow occurs, packets will be

dropped. Then one or more FAST TCP flows cut down their rates by reducing their

window sizes. However, FAST TCP always attempts to maintain α packets in the

bottleneck buffer so that after loss recovery, these FAST TCP flows scale up their

windows again. This eventually leads to a cycle of buffer overflow, loss recovery and

rate bursting, and hence heavy packet losses and low QoS.

The second problem is unfairness. As seen in Figure B.14, there is always a

flow maintaining dominance while the other two flows obtain much lower rates.

Moreover, if one flow achieves predominance, with a faint hope the other flows are

able to replace it. As a result, even measured in a large time scale, the unfairness

exists.

The unfairness problem primarily comes from the discrepancy between the in-

stantaneous source rate and the congestion window size at the moment of window

decreasing. Consider, for example, a converged flow and a converging flow compet-

ing in the same bottleneck link. When the converging flow scales up its rate, the

bottleneck queuing delay increases consequently. From (4.2), the converged FAST

TCP source responds to this change by decreasing its congestion window size. How-
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Figure 4.11: Network topology of the simulation to illustrate the unfairness caused
by buffer overflow.
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Figure 4.12: Congestion window size v.s. time (0–100 s).

ever, different from window increasing, no pacing technique is applied to window

decreasing [85–87]. If the decrease of window size is x packets, the converged flow

will stop transmission in the following x ACKs so that its instantaneous rate is zero.

Meanwhile, the converging flow is pushing more packets into the bottleneck link.

Hence, the probability for the converging flow to drop packet is much larger than

the probability for the flow slowing down its rate.

We validated the above analysis by a ns2 simulation as follows. As illustrated

in Figure 4.11, one flow starts from node S1 and ends in node D1, the other flow is

from node S2 to node D2. Each of the flows has an equal α of 800 packets while the

bottleneck buffer can only contain 1590 packets, enough to maintain the queue of

flow 1 but smaller than the aggregate queue size of flow 1 and flow 2.

Flow 1 starts first. After it achieves equilibrium flow 2 begins transmission. Fig-

ure 4.12 demonstrates the variations of the window sizes from 0 to 100 s. Figure 4.13
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Figure 4.13: Congestion window size v.s. time (80–90 s).

shows the variations in a smaller time range. The two flows, although with identical

αs and RTTs, obtain significantly different performances. The first flow tends to

decrease its window size gracefully following the scheme of (4.2). This indicates that

it experiences very light packet loss. Comparatively, the second flow keeps halving

its congestion window which implies that it suffers heavy and consecutive packet

losses. This phenomenon exactly agrees with the analysis above.

4.5.2 Unfairness Solution

The key to removing the unfairness is a fair chance for each flow, no matter slowing

down or speeding up, to drop packet. In other words, the actual instantaneous

rates of individual flows must match their congestion window sizes. Enlightened

by the pacing technique for window increasing [85–87], we propose another pacing

technique and apply it to the window decreasing process.

Suppose that the congestion window size is W (t) [packets] before an update

and the updated window size suggested by the original FAST TCP algorithm is

W (t + 1) < W (t) [packets]. Since the instantaneous rate during the decreasing

period is between W (t + 1)/RTT and W (t)/RTT , around W (t + 1)/W (t) new

packet should be sent at every ACK. Thus, the decrease of congestion window size
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Figure 4.14: Congestion window size v.s. time (0–100 s), with
pacing technique.

per ACK is given by

1 − W (t + 1)

W (t)
=

δW

W (t)

where δW = W (t) − W (t + 1).

Here we assume the congestion window is a float/double variable. It is well

known that only the integer part of the window size determines how many packets a

source can send. However, C/C++, which was used to implement FAST TCP, uses

a floor function to cast a double to an integer so that this rounding error will not

cause any inaccuracy to the converged congestion window size. The pseudo-code of

the new pacing technique is listed in Algorithm 1.

To validate the new pacing technique, we ran a simulation with the same scenario

and parameters as shown in Section 4.5.1.

Figure 4.14 shows the variations of congestion window sizes of the two FAST TCP

flows equipped with the pacing technique. Although in a small time scale significant

difference still exists between the two source rates, the flow with a smaller rate is

more likely to defeat its contender and achieve a higher rate. The unfairness, at

least in a large time scale, disappears.
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Algorithm 1 New pacing algorithm to eliminate the unfairness

1: function FastTCPPaceFunction(wtarget, woriginal)

2: if wtarget > woriginal then

3: incrsum = wtarget − woriginal

4: amount = 1

5: decrsum = 0

6: end if

7: if wtarget < woriginal then

8: decrsum = wtarget − woriginal

9: amount = (wtarget − woriginal)/woriginal

10: incrsum = 0

11: end if

12: if incrsum > 0 then

13: w(t + 1) = w(t) + amount

14: incrsum = incrsum − amount

15: else

16: if decrsum < 0 then

17: w(t + 1) = w(t) + amount

18: decrsum = decrsum − amount

19: end if

20: end if
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4.5.3 α-Adjusting Algorithm

Although the pacing technique introduced above can eliminate the unfairness when

buffer overflow occurs, the oscillation problem is not solved. We need to tune α to

avoid the situation where a target queue size is larger than the buffer capacity. Jin

et al. [85–87] suggested that α could be a function of congestion window size and

queuing delay. However, because of their radical dynamics, the two variables are not

suitable to control α when buffer overflow occurs. Alternatively, we choose buffer

overflow as the control signal for α as follows. If there is no buffer overflow, FAST

TCP keeps increasing α until it equals the desired value (suggested by FAST TCP

users). Otherwise, α will be halved to avoid consecutive packet losses. Moreover, to

guarantee the fairness, the pacing technique proposed in Section 4.5.2 is incorporated

into the α-adjusting algorithm.

Note that Tang et al. [171] also proposed an α-adjusting scheme. However, their

scheme focuses on inter-protocol fairness [169–171] instead of intra-protocol fairness.

Therefore, it is still significant to introduce our scheme here.

In our scheme, the α increasing rate is proportional to the difference between the

current α and the desired α value, as follows:

dα

dt
= k(α0 − α) (4.32)

where α0 is the desired α value and k is a scaling parameter. A large k implies a

large α increasing rate.

The solution for (4.32) is

α = be−kt + α0 (4.33)

where b is a variable determined by the initial α. Let αs denote the initial α value,

then

αs = be−k0 + α0 = b + α0.

Therefore, b = αs − α0 and

α = (αs − α0)e
−kt + α0. (4.34)
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Equation (4.34) implies several advantages of the α-adjusting algorithm. Firstly,

the increasing rate of α is maximized when α = 0 and is 0 when α = α0. This

implies cautious behavior when FAST TCP approaches buffer overflow. Therefore,

heavy packet losses can be avoided.

Secondly, if there are more than one FAST TCP flows, the difference between

their αs is narrowed during α increasing. For instance, we assume two flows with

equal α0 start to increase α at αs1 and αs2 respectively. Then

α1 − α2 = (αs1 − α0)e
−kt + α0 − (αs2 − α0)e

−kt − α0 = (αs1 − αs2)e
−kt

which indicates the difference exponentially decreases with time.

Thirdly, this scheme is independent of RTT so that, in principle, flows with

different RTTs can achieve fair rates.

Fourthly, flows with different α0s will maintain their rate ratio during dynamic

process. If all of them receive the notice of buffer overflow (this can be achieved in

general by applying the pacing scheme proposed in Section 4.5.2), they will scale

down their αs at the same ratio. From (4.34), the ratio of different αs does not vary

during α increasing. This feature also implies a stable source rate ratio since from

(4.3), the average source rate of a FAST TCP flow equals α/(D − d).

4.5.4 Simulation Results

Firstly, we consider the same scenario as in Section 4.5.1. We modified FAST TCP

protocol to adopt the new pacing technique in Section 4.5.2 and the α-adjusting

scheme in Section 4.5.3. Once FAST TCP starts loss recovery, α is halved. After

the flow returns to congestion avoidance, α begins to increase at a slowing-down

rate, given by
dα

dt
= 0.1(α0 − α) = k(α0 − α) =

α0 − α

10
. (4.35)

We also set a lower bound for α which is α0/100. This limit might be necessary to

avoid unstable window size at a very small α, e.g. α ≃ 0.

Figures 4.15, 4.16 and 4.17 show the variations of α values, queue size and
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Figure 4.15: α v.s. time, with α-adjusting algorithm.
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Figure 4.17: Congestion window size v.s. time, with α-
adjusting algorithm.

Figure 4.18: Network topology of the second and third simulations to validate the
α-adjusting algorithm.

window sizes. Fairness is achieved between the two flows, in both α and window

size. Moreover, both the window sizes and the queue size increase gradually. The

increasing rate is large when window size is small. However, when it is close to

buffer overflow, the increase slows down. As a result, consecutive packet losses and

consequent timeout are avoided.

Then, we consider more complex scenarios involving more FAST TCP flows. Fig-

ure 4.18 shows a network with a bottleneck bandwidth of 400 Mb/s and four FAST

TCP flows with equal desired α = 800 packets, but different round-trip propagation

delays, which are 40ms, 50ms, 60ms and 90ms respectively. The bottleneck buffer

size is 3190 packets, smaller than the aggregate requirement of the four flows. Fig-
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Figure 4.19: α v.s. time, different RTTs.

 0

 10000

 20000

 30000

 40000

 50000

 60000

 0  50  100  150  200  250  300

ra
te

 (
Pk

t/s
)

Time (seconds)

Flow 1
Flow 2
Flow 3
Flow 4

Figure 4.20: Rates v.s. time, different RTTs.
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Figure 4.21: α v.s. time, different desired αs.
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Figure 4.22: Window size v.s. time, different desired αs.
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ures 4.19 and 4.20 demonstrate the variations of αs and rates of these flows. We

obtain the rate values by using their RTTs to divide the window sizes. Regardless

of their different RTTs, the four flows obtain fair rates when they approach con-

vergence. Comparatively, when buffer overflow occurs, the flows with smaller RTTs

have larger rates, similar to TCP NewReno [82].

The last scenario is to validate the α-adjusting algorithm when FAST TCP flows

have different desired α values, which are 400, 600, 800 and 1400 packets respectively.

The flows have the same round-trip propagation delay which is 50 ms. The network

topology is illustrated in Figure 4.18.

It can be seen in Figure 4.21 that the four flows enlarge their αs at the same

ratio in the dynamics. Figure 4.22 shows that the congestion window sizes of the

four flows maintain the same ratio as their αs. Since the flows have identical RTTs,

the ratio of their rates should also be 2:3:4:7 which matches the analysis in Section

4.5.3.

4.6 Summary

In this chapter, we have studied FAST TCP, a new TCP variant selecting RTT as a

congestion control signal. We have analyzed its algorithm and have concluded that

this protocol can keep high and stable utilization with controllable queueing delay

in large bandwidth-delay-product networks. We have also verified the analysis by

ns2 simulations in various scenarios including single bottleneck, multiple bottlenecks,

huge bandwidth network, random packet loss and buffer overflow. In the simulations

FAST TCP demonstrates a good performance except some unfairness problems and

oscillations when buffer overflow occurs.

The unfairness problem is caused by the inaccurate measure of physical round-

trip propagation delay. FAST TCP assumes that base RTT, the minimum RTT

observed so far, equals the physical round-trip propagation delay. However, if the

bottleneck queue is not empty, the newly arriving FAST TCP flow cannot obtain

the accurate physical delay so that it may occupy a larger bandwidth share than

old flows. In addition, we have compared FAST TCP with TCP Vegas which is
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also impacted by this unfairness. We have found that TCP Vegas is more severely

affected than FAST TCP. To eliminate this problem, we have proposed a novel four-

phase solution which helps new FAST TCP flows to drain the bottleneck queue when

they start so that the physical delay can be accurately measured.

The second problem is related to the oscillations and unfairness when buffer over-

flow occurs. In this case, some flows may be penalized and continuously drop pack-

ets. Moreover, no flow can maintain a stable transmission rate. We have modified

the FAST TCP pacing scheme to eliminate the unfairness. We have also proposed

an α-adjusting algorithm to dynamically change α value in order to avoid frequent

buffer overflows. Moreover, this scheme is independent of RTT and maintains fair-

ness among FAST TCP flows. We have validated this algorithm by ns2 simulations

in various scenarios.

Nevertheless, FAST TCP is an end-to-end protocol. No router or switch needs

upgrade to deploy it. Compared to the disadvantages, its merits are significant. It

is worth improving this protocol instead of designing a new one to address the above

issues.



Chapter 5

Adaptive Deterministic Packet Marking

5.1 Background and Introduction

Benefited from their simplicity, the end-to-end protocols, e.g. TCP and its variants,

have been widely deployed in the Internet. Although so far these protocols have

served data communications remarkably well, their compelling performance is over-

shadowed by some dark clouds. TCP (Reno/NewReno) [63,81,82], a representative

of loss-driven protocols, undergoes a zigzag source rate [8,82,138,144,166], and large

buffers are required to maximize its bandwidth utilization [80, 180]. Compared to

packet loss, queuing delay could work as a finer congestion measure and hence it has

been employed by a broad variety of TCP variants [24,32,33,85–88,99,112,113,133].

However, this replacement is not easy to be measured by an end-to-end protocol in

a precise manner [16, 49, 168]. Ultimately, the biased measurement results in over-

shooting transmission rates of recently arriving flows, as shown in Section 4.3, and

may induce a slump in throughput with path rerouting [104].

The above drawbacks are primarily due to the end-to-end simplicity, which ex-

cludes the assistance from routers, and thus the congestion measure is harmed by

inaccurate or incomplete information. Alternatively, routers can evaluate their con-

gestion prices, which are defined by a function of incoming traffic rate and outgo-

ing link capacity [173], and explicitly inform sources of them. Packets, which are

dropped or marked by routers, work as a medium by carrying the price informa-

tion and delivering it to sources. Corresponding to the price encoding function in

routers, a decoder must be developed for each source to translate the marked bits

or the incomplete packet sequence into congestion price.

There are two camps of congestion signaling schemes. Some of them, such as

131
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RED [64] and REM [19,20,22,106], drop or mark packets in a probabilistic manner.

In light of the explicit relationship between packet dropping/marking probability

and congestion price, these approaches are considered straightforward. However, the

problem is that the estimation error may be highly dependent on parameter setting

and/or the actual values of the link prices seen along the path [2, 172]. Moreover,

even after receiving a substantial number of packets, significant variance in price

estimates persists, especially when congestion prices are dynamic [172].

The other camp comprises the so called deterministic packet marking algorithms.

In particular, Thommes and Coates [172,173] extended the “marking” utility of ECN

bits by using the value of the IPid to assist in conveying the binary representation of

the price. This idea enables transmitting the accurate total congestion price along

the path. However, this proposal needs further improvement because it is fragile

to packet loss which may lead to large estimation error if the packets containing

higher bits of the quantized total price are missed. Furthermore, although the

sum of the link prices is needed to maximise the utility of a network [94, 95, 115],

(weighted) max-min fairness is obtained by indicating the maximum of the link

prices on the path [196]. Therefore, it is significative to design an algorithm which

can communicate the maximum price using ECN marking.

In this chapter, we analyze an Adaptive Deterministic Packet Marking (ADPM)

scheme, an analogue of the scheme proposed by Thommes and Coates. Regardless

of the similarity, ADPM offers a more efficient congestion measure, which means

that it conveys information more accurately with a given number of packets than

other schemes. Furthermore, except the scheme in [157], ADPM differs from other

deterministic packet marking schemes by obtaining the maximum congestion price

instead of the aggregate price along the routing path.

The remainder of this chapter is organized as follows. Section 5.2 gives a detailed

introduction of the ADPM algorithm. Moreover, it analyzes the performance of

ADPM and compares it with other congestion signaling schemes. In Section 5.3,

we demonstrate how to implement this scheme and discuss its applicability. In

Section 5.4, we validate our analysis by simulation. Then the conclusion of this

chapter is drawn in Section 5.5.
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5.2 Performance Analysis of the ADPM Algorithm

In this section we give an introduction to the ADPM algorithm, which conveys the

maximum link price seen along the path. We show that the mean estimation error

of a constant price of ADPM is inversely proportional to the number of received

packets. If the price is changing, the error increases gracefully as the rate of change

becomes large. We compare ADPM with other congestion signaling schemes and

demonstrate that, for a given number of price levels, ADPM can achieve lower

quantization error than sum-based schemes. Moreover, it can reduce the estimation

error more quickly than all other schemes.

5.2.1 Introduction to the ADPM Algorithm

The ADPM algorithm is based on the concept that marking the ECN fields of

selective packets enables a router to deterministically encode its congestion price [12].

We attempt to convey the maximum price seen along the flow’s path, and this allows

an adaptive quantization, as what will be shown. In what follows, it is convenient

to assume that prices have been mapped to lie in the unit interval [0, 1]; from now

on, the term “price” is used to refer to the mapped value. Similarly, a mapping F

is assumed, that maps IPid values to threshold values in [0, 1]. Also, i ≡ F (v) will

be called the probe type of the packet.

ADPM works in this way. When a router with link price p forwards a packet of

probe type i, it marks the packet if p > i, and leaves the mark unchanged otherwise.

At the receiver, the mark of a packet of probe type i will be set if any router on the

path had a price exceeding i. Decoding is simple. The receiver maintains a current

estimate of the price, p̂. If it sees a marked packet of probe type i with i > p̂ or an

unmarked packet of probe type i with i < p̂, then it sets p̂ to i.

5.2.2 Estimation Error of the ADPM Algorithm

In this section, we analyze the performance of the ADPM algorithm. Our attention

is the estimation error of this congestion signaling scheme. We show that the mean

error is reciprocally proportional to the number of received packets if the price is
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fixed. If the price is changing, the error increases gracefully as the rate of change

becomes large.

We consider the encoding of a fixed price of p. Each packet that arrives provides

a bound on p; packets of probe type i tell us whether or not p ≥ i. After k packets

have arrived, there is an interval in which p is known to lie, given by [i−, i+), where

i− is the largest probe type, i, which has been seen such that i ≤ p and i+ is the

smallest probe type which has been seen such that i > p. The actual estimate, p̂, is

either i− or i+, as determined by the initial value of the estimator. The error in the

estimated price p̂, can thus be bounded above by

|p̂ − p| < i+ − i−. (5.1)

The statistics of the right hand side of (5.1) can be approximated by noticing

that, for large k, the points i approximate a Poisson process of rate k on the interval

[0, 1]. Let i− and i+ denote the endpoints of the inter-arrival interval of the Poisson

process that contains p. Then p̂ is either i− or i+, depending on the initial estimate.

In order to calculate the estimation error, we assume a random probe sequence

first. Here, probe sequence is defined as the order of probe types of arriving packets.

The well-known waiting time paradox for Poisson processes [100] implies that the

distance from a specific number, p, to the immediately preceding point of the Poisson

process has mean 1/k, and similarly, the distance from p to the next point of the

Poisson process has mean 1/k. Averaging over p, it can be obtained that:

E[|p̂ − p|] ≈ 1

k
, (5.2)

although the error can vary significantly about this mean.

Note that (5.2) is within a factor of four of the mean absolute quantisation error

of a k-level quantizer, 1/(4k). However, this resolution is adaptive to the number

of samples that have been seen, and need not be set a priority. If the price changes

slowly, then a large number of samples are received, and a high resolution estimate is

obtained. However, if the price changes rapidly, then only a small number of packets

will still yield a good estimate p̂. To achieve this, random marking [94, 95] would
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need an adaptive averaging interval, and binary marking [172,173] or the approach

of [157] would need an adaptive quantizer resolution.

Now consider a more sophisticated probe sequence. Many operating systems

assign sequential IPid values to packets. This allows the sequence of probes types

to form a sequence of “bit-reversed counting” (BRC) values, that is, 100. . . , 010. . . ,

110. . . , . . . , preceeded by a “binary point”. That is, using the sequence R(1), R(2),

R(3),. . . , where R(
∑∞

i=0 ai2
i) =

∑∞
i=0 ai2

−i for any sequence of bits {ai}.

Since many existing IP implementations set IPid either sequentially or using

byte-swapped counting [172, 173], a possible probe sequence comes from taking i

as the bit-reversal of the exclusive-OR of the two bytes of the IPid. However, this

would limit the resolution of the price to eight bits. A better option is to append one

of the original bytes, so that an IPid of A+256B maps to f(A+256(A⊕B)), where ⊕
denotes bitwise exclusive-OR, and f is the bit-reversal function with f(

∑∞
i=0 ai2

i) =
∑∞

i=0 ai2
−i for any sequence of bits {ai}.

If the probe type sequence is bit-reversed counting, (R(1), R(2), R(3),. . . ) then

after k = 2j − 1 probe packets, probes 2−j, 2 × 2−j, . . . , 1 − 2−j will have been

received. This divides the possible values for p into uniformly spaced “uncertainty

intervals” of width 2−j. ADPM knows which interval the price is in, but not where

within that interval. Thus the estimation error after k packets is bounded above by

|p̂ − p| < 2−⌊log
2

k⌋ ∈ [1/k, 2/k). (5.3)

Thus, bit-reversed counting bounds the error without increasing its mean.

Let us now consider what happens if the prices at routers fluctuate. In this case,

it may not lie within the interval in which the receiver believes it to lie. If it lies far

outside the interval, this condition will be short lived. Denote the interval in which

the receiver believes p to lie by [i−, i+), and consider without loss of generality the

case that p has increased such that p > i+. The error will be detected as soon as

a packet arrives with a probe type i ∈ (i+, p). Consider the probability that a step

change in price which causes p > i+ will remain undetected after k packets have
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been received since the change in price. If probe types are sent randomly,

P (undetected after k) = (1 − (p − i+))k. (5.4)

If probe types are sent according to bit-reversed counting starting from a random

value, intervals of length 2−j are sampled once every 2j packets, and the probability

that the sample will lie in a given sub-interval of length a is a/2−j. Thus

P (undetected after 2j) =






∏j
m=1(1 − (p − i+)2m) if (p − i+)2j < 1

0 otherwise.
(5.5)

In particular, the condition will be detected within ⌈log2(1/(p − i+))⌉ packets.

When it is detected that p > i+, the receiver can set i+ ← 1, establishing an

interval in which p is known to lie.

Let p̂0 be the estimate before the step change. Then the error will be approxi-

mately min(|p − p̂0|, 1/k) after k packets have arrived since the step change.

Now consider the mean error if the price increases such that p increases by δ

per packet, assuming independent, uniformly distributed probe thresholds. It was

shown in [13] that the mean square error is 2δ, implying that the mean error is

less than
√

2δ. Thus, the error tends to zero if the price is constant (δ → 0), and

increases gracefully as the rate of change becomes large.

5.2.3 Comparison with Other Schemes

In this section, we compare the performance of ADPM with other schemes including

the deterministic binary marking schemes in [157, 172, 173] and REM/RAM [2, 19,

20,22,106]. We conclude that, in general, for a given number of price levels, ADPM

can achieve much lower quantization error than the sum-based schemes. Moreover,

it achieves a lower estimation error than all other schemes.
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Maximum Price versus Sum of Prices

As remarked in Section 5.2.1, conveying the maximum price instead of the sum of

prices yields (weighted) max-min fairness, rather than maximum utility. Max-min

fairness is a common objective [196], and can be seen as a limiting case of maximizing

utilities [128]. Although maximizing the utility may seem to be attractive, the

utility functions used in most schemes are fairly arbitrary [114], and are often chosen

for implementation reasons rather than to reflect users’ actual preferences [141].

Weighted max-min fairness [119] is able to provide differentiated service to different

flows. Both approaches are capable of providing high utilization of a network, with

minimal queueing and without fluctuating rates.

For a given number of levels, ADPM can achieve much lower quantization error

than sum-based schemes, since arbitrary non-uniform quantization can be used.

This is not possible if the sum of prices is to be calculated, since that requires the

mapping between prices, p, and their quantized values, q, to obey superposition, i.e.,

to be linear.

Deterministic Binary Marking

ADPM addresses a weakness inherent to marking based on the binary representation

of the price. If the price changes between samples, say from 3 (011) to 4 (100),

then a scheme which transmits the binary representation could estimate the price as

anything from 000 to 111. This cannot occur when unary coding is used, because the

interpretation of each mark is independent of the values of the other marks. Binary

schemes are also vulnerable to the loss of packets carrying the most significant bits.

This can be addressed by transmitting the higher order bits more often [172, 173].

As was shown in Section 5.2.1, this is implicitly done by ADPM.

The number of probe types required is n−1. For a 16-level quantizer, as proposed

in [172, 173], only 15 probe types are required, regardless of the length of the path,

rather than 40 types for paths of up to 30 hops [172,173]. More importantly, ADPM

provides good estimates even after a small fraction of the probe types have been

received, as is shown in Section 5.2.2. This allows high resolution quantization to
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be used, with the effective resolution of the quantizer adapting to the number of

samples available.

The ADPM scheme is similar to the independently derived scheme of [157]. In

that scheme, prices are quantized to n ≈ 100 discrete values. Packets are only

marked if the router’s price exactly matches a price of the probe type, and an

estimate is only available after approximately n packets have been received. Thus

the primary difference between ADPM and the scheme of [157] is that packets are

marked based on inequality with thresholds, rather than equality to quantised values.

That makes the “effective resolution” of the quantizing process adaptive to the

number of packets seen, as will be shown in the follows.

REM and RAM

Under REM, packets at the receiver have been randomly marked with probability

q = θ(p) = 1 − e−p/φ, where p is the sum of the prices of the links. After k packets

have been received, the estimate q̂ is the fraction of packets which have been marked.

Its variance is q(1− q)/k, so the mean error is Θ(1/
√

k), compared with Θ(1/k) for

ADPM.

Compare REM with ADPM using random thresholds. In both cases, the routers

mark a fraction q of the packets, and the standard deviation in the actual number

of packets marked is
√

q(1 − q)/k. The difference is that in ADPM, marked and

unmarked packets carry information about the specific interval in which q (or p) lies.

If q̂ is estimated over a fixed time interval, as in [18], or over a fixed number

of packets, then a tradeoff must be made between speed of response and maximum

resolution.

The decoding procedure for RAM [2] is the same as that for REM, except that

it avoids the non-linear mapping. Thus, the error it observes in the final price, p, is

statistically identical to the error that REM observes in the normalized price, q.

If q̂ is estimated over a fixed time interval, as in [18], or over a fixed number of

packets, then both REM and RAM require a tradeoff to be made between speed of

response and maximum resolution. This is performed automatically by ADPM.
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5.3 Implementation and Applicability

In this section we discuss the implementation details of ADPM and the applicability

of this congestion signaling scheme. In Section 5.3.1, we describe the implementation

details of ADPM including the use of ECN and IPid and some alternative solutions

if IPid is not supported. We also briefly introduce the way to convey prices from

receiver to source. In Section 5.3.2, we argue that ADPM can be used in various

distributed congestion control architectures such as MaxNet [196–198] and RCP [25,

52]. We also propose two congestion price mapping schemes for ADPM in MaxNet

and RCP, respectively.

5.3.1 Implementation Details

Marking Using the ECN and IPid

IP has two ECN bits (RFC 3168), which a source sets to 00 to indicate that it does

not understand ECN, or 01 or 10 to indicate an unmarked packet, while routers mark

packets with 11 to indicate congestion, which the source must treat like a packet loss.

Sending 11 frequently will cripple standards-compliant flows [2,19,157,172,173]. To

prevent this, ADPM uses 01 to indicate no mark, and 10 to indicate a mark due to

pricing. As such, APDM is “ECN-friendly”.

The function F that maps IPid values into probe types can be implemented

either at the source or in the routers. Many operating systems assign sequential IPid

values to packets. The F corresponding to the bit-reversed counting can therefore

be implemented in the routers in a simple and scalable way by simply reversing

the order of the IPid bits and comparing this with the price. If the OS does not

produce sequential IPid values, the source can replace them with alternative values

(sequential or random) provided nearby packets still have unique identifiers, the

primary purpose of the IPid. For example, NetBSD uses uniformly distributed

pseudo-random values. The routers can reverse the bits before the comparison with

the price, while retaining a uniform distribution for the resulting probe type.

Note that the mapping of prices and probe types to [0, 1] is purely a mathematical

convenience, and does not limit the actual range of prices. Either mapping may be



140 Chapter 5. THE ADPM ALGORITHM

nonlinear. In particular, the mapping of prices can be selected to achieve better

quantization and faster estimation of the true price at the receiver.

Protocols Which Do Not Have IPid Fields

Many protocols, such as Frame Relay and HDLC, have binary congestion indication

but do not have fields analogous to the IPid field. As defined in RFC 2460 [50],

IPv6 also does not have an IPid field, as fragmentation is performed at the sender.

It is possible to use a modified version of ADPM in such cases.

ADPM only uses IPid to be a source of pseudo-random (or sequential) data

known to all routers and the destination. An alternative source of such pseudo-

randomness is the packet payload.

A simplistic approach is to set d to two (or more) bytes of the payload. However,

they must be two bytes that will typically differ between packets. In particular, the

first few bytes of the payload will typically be a header from a higher layer protocol

and may be the same for all packets on a given connection, making them unsuitable

as a source of pseudo-random data. Since the amount of header information will

differ for different protocols, and with different numbers of IPv6 internal options [50],

this approach is problematic.

A more robust solution is to set d to a checksum (or CRC) of the entire payload.

This is a high-quality pseudo-random source unless the application data has a very

high degree of redundancy, such as transmitting an uncompressed file containing all

zero bits.

If the protocol allows fragmentation, it would be necessary to take the checksum

over only that portion of the payload which is guaranteed to be in the first fragment.

In that case, the prices of all links are reflected in the mark of the first fragment,

while the pricing-based marks on subsequent fragments can be discarded. Note

that loss-equivalent marks on any fragment must be retained for compatibility with

[151]. Taking the checksum over only a portion of the payload may also reduce the

computational requirements at the routers.

If end-to-end encryption is used, then the packets will be marked based on the

threshold specified by the encrypted payload. Thus, the receiver must also estimate
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the price based on the encrypted, not unencrypted, payload.

With the above caveats, ADPM can be applied to essentially any protocol which

has single-bit congestion indication.

Conveying Prices from Receiver to Source

In all congestion marking schemes, it is the destination rather than the source which

receives the marks, while it is generally the source which must respond to the conges-

tion. The obvious solution of marking acknowledgements rather than data packets

does not work in networks allowing asymmetric routing, and a more robust solution

is required.

Since the feedback information does not need to be modified by the routers, it

can be sent back by the transport layer.

One possibility would be for the receiver to use a similar single-bit marking

scheme with the IPid value obtained as a checksum of the data packet. In that

case, the mark bit could be taken from the reserved bits in the TCP header (bits

47 of bytes 13 and 14 [151]). A more concise option would be to overload the

CWR (congestion window reduced) bit already allocated in [151], and rely on the

asymmetric nature of most TCP connections. This bit is used by the sender to

indicate to the receiver that it has responded to the congestion notification. If data

are only being transmitted on one direction, then the receiver never needs to signal

this to the sender, but the bit is still present. Thus, it would be possible to use the

CWR bit on “pure” acknowledgements (which are not piggybacked on data packets)

as a mark bit.

5.3.2 Applicability of the ADPM Algorithm

ADPM can be used in various distributed congestion control architectures such as

MaxNet [196–198] and RCP [25,52]. However, some schemes, such as XCP [91,205]

and JetMax [206], may not be suitable for ADPM because they need to convey other

information, like router ID and congestion window size, besides congestion price. In

this section, we propose two congestion price mapping schemes for MaxNet and RCP.
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These mapping schemes enable ADPM to convey link price by marking a single bit.

In a MaxNet network, the congestion cost on a link is updated by

p(t + 1) = p(t) + (
∑

i∈F

xi(t) − c)ϕ (5.6)

where p(t) is the current congestion cost, p(t + 1) is the updated congestion cost, F

is the set of the flows that pass through the link,
∑

i∈F xi(t) is the current aggregate

traffic rate on that link, c is the target aggregate traffic rate and ϕ is a control gain.

The maximal congestion cost on all the links along the end-to-end transmission

path is transmitted to the source to determine the transmission rate. This feature

of MaxNet matches the requirement of ADPM. However, the variation range of

the cost can be very large, e.g. from -100 Gb/s to 100 Gb/s. To use ADPM in

this architecture,
⌈

logq(max(1, p(t) + q))
⌉

where q is determined by the number of

quantization levels and we assume that p(t) ≫ 1, can be chosen to convey instead of

the actual congestion cost, p(t). When the mapped congestion price arrives at the

source, it is decoded to obtain p(t).

Comparatively, in a RCP network, the desired sending rate, denoted r, is adopted

as the feedback from RCP routers to sources. Since ADPM conveys the maximal

price while sources need the minimal desired rate along a path, log(1/r) could be

used to map the rate to the link price. This again gives a constant maximum relative

error, independent of r.

Here we provide an example. The variation range of r in RCP routers is from 1

Kb/s to 100 Gb/s. The granularity of the quantization should be no more than 2% of

the actual desired sending rate. Thus, there should be at least
⌈

log1+2%(100G/1K)
⌉

=

931 different congestion prices. We need ⌈log2 931⌉ = 10 probe type bits so that ac-

tually there are 1024 quantization levels. From (5.2), to distinguish between the

1024 different values, the estimation error of the mapped congestion price should be

less than 1/1024 which means averagely a source needs to observe 1024 packets if

random probe sequence is used. If the probe type sequence is bit-reversed counting,

a source needs at most 1024 packets to guarantee the estimation error of r is less

than 2%.
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5.4 Numerical Results

In this section, the performance of the ADPM algorithm is evaluated using simu-

lations and is compared with other marking schemes given by [19], [2], [172, 173]

and [157]. Let TPM denote the algorithm in [172, 173] and RPM denote the al-

gorithm in [157]. First, the error of estimate in ADPM is evaluated after k probe

packets have been received by the receiver. Here, three kinds of probe type sequences

are considered: pure bit-reversed counting (“pure BRC” starting from R(1)), random

bit-reverse counting (“random BRC” starting from R(d) with d uniformly distributed

on [1, 65535]), and pure random. We also assume that there are 216 thresholds. Fig-

ure 5.2 plots the mean estimation error against k on a log-log scale. For pure BRC,

each point is obtained by averaging the errors of 1000 different prices; for random

BRC and pure random probes, they are averaged over 256 different random probe

sequences, each using 100 different prices. Also plotted in the figure are the curves

of 1/(2(k + 1)) and 1/(k + 2) for reference. The figure shows that BRC outperforms

random probing. This is because BRC systematically generates the probe sequence

such that, for a given k, more different price ranges could be probed and hence a

better estimate can be obtained. Random BRC performs like random probing for

the first few packets. However, as more packets are received, its performance gets

closer to that of pure BRC because the feature of systematic probe type generation

is preserved.

The simulation results also confirm the accuracy of our analytical prediction of

estimation error. For the case of random probing, Andrew, et al. [13] proved that

the asymptotic mean estimation error is 1/k + o(1/k). This is supported by the

simulation results which overlap with the curve 1/(k + 2), which is approximately

1/k for large k. The small difference suggests that our analysis can possibly be

refined by including the two implicit thresholds of 0 and 1 as points in the Poisson

process, yielding a Poisson process with a rate of k + 2. For the case of pure BRC,

the simulation results support the conclusion that the asymptotic mean estimation

error is 1/(2K) + (1 − ∆/(2K)) [13], where K = 2⌊log2(k+1)⌋ is the largest power of

2 not less than k + 1 and ∆ = k + 1 − K. They also show that for k + 1 = K, the
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Figure 5.1: Mean estimation error of ADPM after k packets
received.

mean error is equal to 1/(2k + 2), and for other k, the mean error is slightly larger

than 1/(2k + 2), but less than 1/(2K).

Figure 5.2 shows the maximum error taken over the same ensemble as Figure

5.2. For purely random probes, the error is approximately exponentially distributed,

and so the maximum error is not well defined; instead the 99th percentile of error

was plotted. The maximum observed error for pure BRC corresponds well to the

bound of 1/K, which is proved in [13]. After a small number of steps (small k), the

maximum error observed for random BRC is approximately twice that for pure BRC,

as predicted by the bound of 2/K [13]. However, for large k, this bound becomes

loose, and there are additional small “steps” in the graph. To obtain a heuristic

understanding of these steps, notice that the 2/K bound is actually the sum of the

lengths of adjacent intervals in which probes are known to occur. Consider these

intervals after 2n probes have been made. After 1.5 × 2n probes, every alternate

interval has been probed a second time. This causes the maximum sum of the

lengths of adjacent intervals to be 1.5 times, rather than twice, the length of one of

the intervals after 2n probes.

The mean square error performance of ADPM with purely random probes is

compared with alternative marking schemes in Figure 5.3. The results for REM and
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Figure 5.2: Maximum estimation error of ADPM after k pack-
ets received.

RAM are the closed form expression, 1/(6k), which is the advantage of q(1 − q)/k

for q uniform in [0, 1]. For RAM, this represents the error in the actual price,

while for REM, it is the error after the exponential mapping (q = 1 − φ−p, where

φ is a constant parameter) [115]. The results for [172, 173] are for a version of that

algorithm using single-bit marking. The curve for “TPM, n-bit” used 30n probe

types to allow for paths of up to 30 routers with n bit quantization. The actual path

measured had 10 routers, yielding aggregate prices in the range [0, 10]; to avoid bias

against this scheme, the prices were scaled to the range [0, 1] for this figure. The

order of probe types was random.

The results for ADPM and REM/RAM show the expected power law behavior,

with ADPM yielding significantly lower error after a moderate number of packets.

The results of [157, 172, 173] are more complex. When only a small fraction of the

probe types have been received, there is a high probability of high-order bits not

being received, yielding a large mean square error. The error then drops rapidly

after most probe types have been observed. However, because a fixed quantiser is

used, there is an square-error floor for each curve. This clearly shows the tradeoff

inherent in the schemes of [157, 172, 173] between responsiveness and steady state

accuracy.
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Figure 5.3: Comparison of mean square estimation error of
different marking schemes after k packets received.

Finally, the ability of ADPM and the scheme of [172, 173] to track a changing

price is considered in Figure 5.4. Only the maximum link price on the path was

changing. All other prices were taken to be 0. As a result, the error for each scheme

is in the range [0, 1], and there is no need to scale the results for [172, 173]. The

ability of REM and RAM to track changing prices depends on the “forgetting”

mechanism used in averaging the random marks, and is beyond the scope of this

thesis. Also, [157] has a different quantiser with [172,173] and ADPM so that a fair

comparison cannot be made.

To select meaningful values for the rate of change of price, δ, recall that increasing

the price from 0 to 1 corresponds to telling the sources to go from transmitting at the

maximum rate permitted by the standard (say 160 Gb/s) to the minimum possible

rate (say 10 Kb/s). A change of 1/1000 of this magnitude might occur on a scale of

between every packet and every 100 packets. The numerical results considered δ in

the range 10−5 to 10−8 per packets.

Because ADPM can estimate the price closely from a small number of probes, it

tracks the changing price much more closely than the scheme of [172, 173], with a

mean error slightly below
√

2δ as shown in [13].
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5.5 Summary

This chapter has studied an efficient method, Adaptive Deterministic Packet Mark-

ing (ADPM) for the measure of link congestion price. This algorithm adopts Thom-

mas and Coates’ proposal [172,173] to use the ECN field of a IP header for marking

and uses side information in the IPid field to estimate the maximum price along a

flow’s path. It assumes that prices have been mapped, no matter linearly or non-

linearly, to lie in the unit interval [0, 1]. Similarly, the IPid values, which represent

the packet types, are mapped to threshold values in [0, 1] as well. When a router

with link price p forwards a packet of probe type i, it marks the packet if p > i by

changing the ECN value from “01” to “10”, or untouches the packet otherwise. The

receiver scans the IP headers of the packets to find out the marked packet with the

largest probe type.

Since ADPM gives out maximum link price instead of the sum of prices along the

path, (weighted) max-min fairness, rather than maximum utility, can be acquired.

Max-min fairness is a common objective and can be seen as a limiting case of max-

imizing utilities. Weighted max-min fairness is required if we apply differentiated

service to different flows. Like sum-based algorithms, by deploying the price con-

veyed by this approach, novel end-to-end protocols can be developed to achieve high
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utilization in a network, with minimal queueing and without fluctuating rates.

Also, the sum-based schemes require the mapping between prices, p, and their

quantized values, q, to obey superposition, i.e., to be linear. Comparatively, ADPM

only takes the maximum without requirement of superposition, and can use an

arbitrary non-uniform quantizer. As a result, ADPM can achieve much lower quan-

tization error than sum-based schemes.

The simulation results have shown that ADPM generally has much faster con-

verging rate than other schemes, no matter whether the price is constant or in-

creasing. This means ADPM needs less packets to achieve higher resolution and

lower error. Moreover, as analyzed, different from sum-based schemes, the results of

ADPM are not related to the number of links in a path.

This chapter have also investigated the implementation details of ADPM. It

has been demonstrated that whether the IPid is supported or not, ADPM can

be implemented. Moreover, the applicability of ADPM has been analyzed. Two

congestion price mapping schemes have been proposed for ADPM in MaxNet and

RCP, respecitively. With these schemes, ADPM can convey mapped prices of the

congestion control architectures by marking a single bit in the packet headers.
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Conclusions and Further Work

6.1 Conclusions

This thesis has investigated three critical aspects in the research of Internet conges-

tion control and related issues.

1. We have analyzed the buffer requirements of TCP. The most significant contri-

bution has been the demonstration of the relationship between the throughput

of TCP NewReno and the bottleneck buffer size. It is shown that, large optical

buffers and O/E/O conversion can be avoided in the construction of optical

networks since TCP can achieve satisfactory throughput (> 70%) without

them.

We have proposed an extrapolation method which can predict the bottleneck

throughput for large bit-rate (≥ 40Gb/s) networks. This is achieved by ex-

trapolating the simulation results at smaller bit-rates. The principle of the

extrapolation method has been demonstrated. Examples have been provided.

Based on the extrapolation method, it has been shown by simulation that the

throughput is not only determined by the buffer size but also by many other

parameters including the number of wavelength channels in the bottleneck

trunk and the properties of TCP traffic.

An analytical method has also been proposed to estimate the throughput and

packet loss probability. A thorough validation by simulations of a variety of

models has been presented. The error of the estimated bottleneck throughput

is less than 10%.

Moreover, a novel and conservative buffer sizing rule defined by (3.24) has

149



150 Chapter 6. CONCLUSIONS AND FURTHER WORK

been derived from the closed-loop model, validated by ns2 simulations and

the extrapolation method, and compared with the existing rules. It gives

smaller estimates of buffer requirements than the rules of B = O(log(W )) and

B = xµRTT/
√

N . It includes the effect of multiple wavelength channels in a

core trunk and the properties of TCP flows. It shows that, for a bottleneck

switch with 400 input links (40Gb/s per link) and 100 output links (40Gb/s

per link), no buffer is needed if the desired utilization is 80% and there are

500,000 TCP flows whose average round trip time is 0.1 s. This means that

core DWDM switches with full wavelength conversion may need no buffer.

We have also found that the buffer sizing rule can be applied to a non-DWDM

single bottleneck links. However, if the desired bottleneck utilization is very

high (≈ 100%), the rule may significantly overestimate the buffer requirements.

We have proved that, in this case, a buffer of maximum bit-rate delay product

is enough.

2. We have studied FAST TCP. The FAST TCP simulation module for ns2 has

been demonstrated as well as its performance in different scenarios. It has

been shown that, although FAST TCP is capable of achieving high utilization

(≈ 100%) in large bandwidth delay product networks, it is also affected by a

potential unfairness problem. Moreover, FAST TCP does not work well when

buffer size is less than N × α where N is the number of flows and α is a

parameter of FAST TCP. It will experience frequent buffer overflows in this

case.

The unfairness problem is caused by inaccurate measure of physical round-trip

propagation delay. In a persistent congestion scenario, a new FAST TCP flow

may never see an empty bottleneck queue so that this flow overestimates the

delay and, as a result, it obtains higher transmission rate. Since TCP Vegas

is also affected by this unfairness, it has been compared with FAST TCP in

this thesis. Furthermore, a novel four-phase algorithm has been proposed to

drain the bottleneck queue when a new flow starts so that this unfairness can

be eliminated or significantly reduced.
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The second problem happens when buffer overflow occurs. This thesis has

proposed a set of solutions. The key is an α-adjusting algorithm which dynam-

ically changes the value of the α parameter to avoid frequent buffer overflows.

3. We have investigated congestion price signaling and packet marking schemes.

An Adaptive Deterministic Packet Marking (ADPM) algorithm which exploits

the ECN bits and IPid field has been studied. Unlike other determinis-

tic packet marking schemes, ADPM marks packets based on inequality with

thresholds, rather than equality to quantised values. That makes the “effective

resolution” of the quantizing process adaptive to the number of packets seen.

We have demonstrated that ADPM can cooperate with many distributed con-

gestion control architectures like MaxNet and RCP. However, congestion price

mapping schemes are required. For MaxNet, the mapping scheme can be
⌈

logq(max(1, p + q))
⌉

where p is the congestion cost and q is determined by

the number of quantization levels. For RCP, the mapping scheme should be

⌈log(1/r)⌉ where r is the desired sending rate. ADPM conveys the mapped

price and the source decodes the price to determine an appropriate sending

rate.

The implementation of the ADPM algorithm has been introduced and a sim-

ulator has been implemented. The performance of ADPM algorithm has been

demonstrated by simulation. It has been shown that, compared with other

packet marking schemes, ADPM can achieve lower error after receiving a given

number of packets. The error of the price estimation after receiving k packets

is bounded by 2−⌊log
2

k⌋ if the probe type sequence is bit-reversed counting.

6.2 Further Research

Although the buffer requirement has been derived in this thesis, this requirement is

only for TCP NewReno. Since TCP BIC/CUBIC, H-TCP and HighSpeed TCP are

also widely deployed in the Internet, it is necessary to analyze their performances

in networks with small buffers and find out their buffer sizing rules. Moreover,
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it is interesting to find out if AQM schemes are capable of decreasing the buffer

requirements.

Furthermore, in this thesis, the analysis is based on a single bottleneck model.

However, in practice, a network may include several bottlenecks. Thus, bottleneck

throughput is determined not only by the congestion control and local buffer size,

but also by the network topology and the capacities of other links. In addition,

this thesis assumes that the bottleneck is symmetrical which means the traffic load

is evenly distributed in each input link. This assumption is not practical in real

networks. Therefore, we need to further develop our model to include the effects of

other bottlenecks and unbalanced traffic, and find out if our buffer sizing rule is still

suitable.

Finally, in practice, TCP flows are not persistent. It is well known that the

Internet traffic is made up of “mice” (short-lived flows) and “elephants” (long-lived

flows). Moreover, the short-lived flows are much more than the long-lived flows.

Therefore, we need to investigate if the buffer sizing rule in this thesis is still valid

considering the existing short-lived flows.

The advantage of FAST TCP protocol is its high throughput in large bandwidth

networks. However, before widely deployed, two problems should be solved. One is

how to accurately measure the physical round-trip propagation delay if route path

changes. The other is how to set α to guarantee that each FAST TCP session has

the same rate.

The first problem occurs when the physical propagation delay of a FAST TCP

session increases after route path changes. Based on the FAST TCP algorithm,

minimum RTT is assumed to be the physical propagation delay. Therefore, if this

delay is enlarged, FAST TCP cannot realize this. A possible solution is to use high

priority packets to “probe” the actual physical propagation delay. The high priority

packets should be sent frequently so that a FAST TCP source can know the change

of route path on time. However, this solution needs the support of routers.

The second problem is to set α to keep fairness between FAST TCP sessions

passing through different numbers of bottlenecks. If the FAST TCP sessions have

different α values, the sessions with larger αs may obtain larger rates. However, if
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all the FAST TCP sessions have the same α, some of them may obtain smaller rates

if those sessions pass through more bottleneck links than others. Therefore, a global

α-determining algorithm is needed to guarantee the fairness. This algorithm will be

a further development of the α-adjusting algorithm proposed in Section 4.5.3.
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Appendix A

Derivation of the Buffer Sizing Rule for Core

DWDM Switches

This appendix derives the DWDM buffer sizing rule (see Section 3.8) from the closed-

loop model given in Section 3.7.

Let M denote the number of input links, let K denote the number of output

links, let B denote the buffer size, and let µ denote the bit-rate of a single link.

Let ρ be the intended traffic load and let PB be packet loss probability. let N be

the number of TCP connections, and let RTTH be the harmonic average round trip

propagation delay of the TCP flows. From (3.3),

ρKµ = N

√
1.5

RTTH

√
PB

. (A.1)

Let 1/λ be the average packet interval. Due to the discarding effect, the effective

average packet interval should be adjusted to 1/λ∗. From (3.8) and (3.9)

λ̂(i) =
max(M − i, 0)λ∗ + (min(i,M) − K)λm(i)

M − K

≤ max(M − i, 0)λ∗ + (min(i,M) − K)λ∗

M − K
(A.2)

= λ∗ for K + 1 ≤ i ≤ K + B

where λ̂(i) is the total arrival rate in state i, and 1/λm(i) equals the average time

until a packet arrives at one of the potentially inserting ports in state i. The detailed

definitions of λ̂(i) and λm(i) have been provided in Section 3.6.

Let

λ̂min = min(λ̂(i)|K + 1 ≤ i ≤ K + B),
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from (3.11) and (3.12),

PB =
(M − K)λ̂(K + B)pK+B

∑K
i=0(M − i)λ∗pi +

∑K+B
i=K+1(M − K)λ̂(i)pi

≤ (M − K)λ̂(K + B)pK+B
∑K+B

i=0 λ̂min(M − K)pi

(A.3)

=
λ̂(K + B)

λ̂min

pK+B

where pi is the probability that i packets are being transmitted or being stored in

the queuing system. Substitute (A.2) in (A.3),

PB ≤ λ̂(K + B)

λ̂min

pK+B

=
λ̂(K+ B)

λ̂min

(

(M − K)λ∗

Kµ

K+B−1
∏

i=K+1

(M − K)λ̂(i)

Kµ

)

pK

=

(

(M − K)

Kµ

)B

λ∗

∏K+B
i=K+1 λ̂(i)

λ̂min

pK (A.4)

≤
(

(M − K)λ∗

Kµ

)B

pK .

Since

pK =
pK

∑K
i=0 pi

∑K
i=0 pi

∑K+B
i=0 pi

≤ pK
∑K

i=0 pi

(A.5)

=
C(M,K)(λ∗/µ)K

∑K
i=0 C(M, i)(λ∗/µ)i

,

PB ≤
(

(M − K)λ∗

Kµ

)B
C(M,K)(λ∗/µ)K

∑K
i=0 C(M, i)(λ∗/µ)i

(A.6)

where C(i, j) = i!/(j!(i − j)!).

Since in general packet loss probability is very small, from (3.5),

λ∗

µ
=

1

(1/λ + PB/µ)µ
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=
λ

µ + λPB

≈ λ

µ

=
ρK

M − ρK
. (A.7)

Substitute (A.6) in (A.1),

B ≤ log M−ρK

ρM−ρK

ρ2K2µ2RTT
2

HC(M,K)(ρK/(M − ρK))K

1.5N2(
∑K

i=0 C(M, i)(ρK/(M − ρK))i)
. (A.8)

Since packet loss probability is very small, ρ ≈ U where U is the target bottleneck

utilization. Thus,

B ≤ logF1(M,K,U) F2(M,K, µ, U,N, RTT H) (A.9)

where

F1(M,K,U) =
M − UK

UM − UK

and

F2(M,K, µ, U,N, RTT H) =
U2K2µ2RTT

2

HC(M,K)(UK/(M − UK))K

1.5N2(
∑K

i=0 C(M, i)(UK/(M − UK))i)
.

Therefore, for a single output trunk, the buffer requirement is

B = max(0,
⌈

logF1(M,K,U) F2(M,K, µ, U,N, RTT H)
⌉

) (A.10)

where the max function is to guarantee the buffer requirement is a non-negative

integer.

Provided that there are M/K output trunks in total, for the whole switch, the

output buffer size should be no less than

BS = max(0,
M

⌈

logF1(M,K,U) F2(M,K, µ, U,N, RTT H)
⌉

K
). (A.11)
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Appendix B

Validation of FAST TCP simulator

The implementation of FAST TCP in ns2 has been tested by simulation. In this

appendix we demonstrate the simulation results. We consider five scenarios including

normal transmission, multiple bottleneck links, large bandwidth network, random

loss and buffer overflow.

The first scenario is multiple flows sharing one bottleneck link. This experiment

shows the normal behavior of FAST TCP on a properly dimensioned medium speed

link whose capacity is 100 Mb/s with a delay of 50 ms. Each flow has an equal

α = 200 packets. Three FAST TCP flows start up one by one with 20 s intervals,

and they stop their transmission in the reverse order.

Figures B.1, B.2 and B.3 demonstrate the variations of the congestion window

sizes, source rates and bottleneck queue size, respectively. In this simulation, the

window sizes, source rates and queue size converge to equilibria quickly, which verifies

the stability of FAST TCP.

Since the three FAST TCP flows have identical physical propagation delays and α

values, the bandwidth should be evenly allocated among all of them from 40 s to 60 s

and among flows 1 and 2 from 20 s to 40 s and from 60 s to 80 s. However, Figures B.1

and B.2 illustrate that new FAST TCP flows occupy more bandwidth than old flows

from 20 s to 60 s while from 60 s to 80 s flows 1 and 2 share the bandwidth evenly.

This unfairness comes from the inaccurate estimate of the physical propagation delay.

New FAST TCP flows cannot see an empty bottleneck queue when they start so

that they overestimate the physical propagation delay and act more aggressively than

old flows. However, this unfairness cannot persist. When a flow stops transmission,

the bottleneck queue drains henceforth all other flows are aware of real physical

propagation delay.
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Figure B.1: Congestion windows of three FAST TCP flows
sharing one bottleneck.
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Figure B.3: Queue size of the bottleneck shared by three FAST
TCP flows.

Figure B.4: Network topology in the second experiment.
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Figure B.5: Congestion windows of four FAST TCP flows pass-
ing multiple links.

In the second experiment we tested the behavior of FAST TCP in a much more

complex network with multiple links. The network topology is shown in Figure B.4.

There are 4 nodes in this simulation. Flow 1 originates from node 1 and sinks in

node 4. It starts at 0 s and ends at 100 s. Flow 2 is also from node 1 but stops at

node 2. It persists from 20 s to 100 s. Flows 3 and 4, starting from node 2 and node

3 respectively, both have the same destination as flow 1. Flow 3 begins at 40 s and

finishes at 100 s and flow 4 begins at 20 s later but finishes at the same time as flow

3. The bottlenecks to flow 1 change during the experiment from the left link to both

the left link and the right link. In this experiment we use an α of 1000 packets. The

congestion window sizes and the source rates of the four flows and the queue sizes

are shown in Figures B.5, B.6 and B.7, respectively.

The second experiment verifies the self-adaptive feature of FAST TCP. When the

additional bottleneck emerges, all the flows quickly convert from one equilibrium to

another without oscillation.

The performance of FAST TCP in a large bandwidth delay product network is

tested in the third experiment. This scenario is almost the same as the first one

except that the bandwidth of the bottleneck link is set at 10 Gb/s and its delay is

20 ms. The α parameters of the three FAST TCP flows are all 10000 packets.
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Figure B.6: Rates of four FAST TCP flows passing multiple
links.
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Figure B.8: Congestion windows of three FAST TCP flows
sharing one large bandwidth bottleneck.
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Figure B.10: Queue size of the large bandwidth bottleneck
shared by three FAST TCP flows.

Figures B.8, B.9 and B.10 show that FAST TCP can scale up its window size

so quickly that the large bandwidth links are soon fully utilized. Compared with

the first experiment, although the bottleneck bandwidth is significantly larger, the

queueing delay in this test is still small and stable. Similar to the first experiment,

the three FAST TCP flows experience the unfairness due to the inaccurate measure

of the physical propagation delay.

The fourth experiment is designed to test the performance when packets are

randomly dropped. In other words, this experiment is to evaluate the loss recovery

performance of FAST TCP. Figures B.11 and B.12 demonstrate the variations of

the congestion window and queue size respectively. We can draw a conclusion now

that this FAST TCP implementation can tolerate random packet loss by evaluating

the loss recovery performance.

However, FAST’s loss recovery scheme was transplanted from TCP NewReno,

which might not be compatible with stable transmission. As seen from Figure B.11,

Fast Recovery results in spikes in queue size contradicting one aim of FAST TCP,

controllable queueing delay. Also, this loss recovery scheme is known not to recover

very efficiently from multiple losses in one RTT [8]. Therefore, if there is buffer

overflow, the performance of FAST TCP will considerably deteriorate.
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random loss scenario.
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Figure B.13: Network topology to test the performance of FAST TCP when buffer
overflows occur.
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Figure B.14: Congestion window sizes of FAST TCP flows when
buffer overflows occur.

In experiment 5, we demonstrate the poor performance of this FAST TCP imple-

mentation when buffer overflows occur. Figure B.13 illustrates the network topology

in this experiment. Three FAST TCP flows start from node S1, node S2 and node

S3 and end in node D1, node D2 and node D3, respectively. The bottleneck link is

B1–B2. The α parameters of all the three flows are 800 packets. Unlike the scenarios

studied above, the bottleneck buffer size is only 1300 packets, much smaller than

the target queue size which is 3 × α = 2400 packets.

The simulation results of the congestion window sizes are shown in Figure B.14.

All three flows suffer from frequent and excessive oscillations. Furthermore, regard-

less of the identical parameters, those flows are unfairly treated. If one flow gets a
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Figure B.15: Queue size when buffer overflows occur.

larger window size, it will maintain its dominance and other flows will be quenched.

This unfairness has been analyzed in more detail in Section 4.5.

In addition, the bottleneck queue size is not stable. Figure B.15 shows that buffer

overflows occur frequently after the second flow starts. The reason is that all three

FAST TCP flows insist on maintaining α packets in the buffer whose capacity is

smaller than 3×α [packets]. As shown in Section 4.5, we have proposed an adaptive

algorithm which is capable of dynamically adjusting α based on buffer size.



Appendix C

Equilibrium Rates of Recently Arriving FAST

TCP Flows

This appendix investigates the equilibrium rates when a small number of flows arrive

at a single bottleneck link, which is currently carrying N long flows. It will be

assumed that the N existing flows all know the true round trip propagation delay.

This is reasonable since the queue occupancy drops whenever a flow departs; any

long flow has a good chance of seeing the empty queue, and hence knowing the true

propagation delay.

The N existing flows will be referred to as flows −N , −N +1,. . . , −1. Quantities

such as the estimated queueing delay and rate are equal for all of these flows; this

symmetry is indicated by denoting quantities with a subscript “0”. Newly arriving

flows will be numbered from 1.

The update rule for FAST TCP can be written as [86]

wi(t + 1) = γ

(

d̂iwi(t)

Di(t)
+ α

)

+ (1 − γ)wi(t) (C.1)

for some constant γ ∈ (0, 1], giving the equilibrium condition

wi = α
d̂i

Di − d̂i

. (C.2)

Following [168], let bi [packets] denote the increase in queue size when the ith

flow arrives. In equilibrium, each flow will maintain α of its own packets in the

queue in addition to the smallest queue size which it has observed. The flows −N

to −1 know their true propagation delays, and will each maintain b0 = α packets in

the queue. Since there are N such sources, the queue observed by “flow 1” will be
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Nb0 = Nα.

When flow i enters the link, it estimates the propagation delay as di + (Nb0 +
∑i−1

k=1 bk)/C. It observes the queueing delay qi = bi/C, flow j (1 ≤ j ≤ i) observes

the queueing delay qj = (
∑i

k=j bk)/C, and flows −N to −1 observe the queueing

delay q0 = (Nb0 +
∑i

k=j bk)/C. Since

Nx0(ti) +
i

∑

k=1

xk(ti) = C, (C.3)

and xk = α/qk, it follows that

N

Nb0 +
∑i

k=1 bk

+
i

∑

j=1

1
∑i

k=j bk

=
1

α
. (C.4)

This yields an i + 1th order polynomial equation for bi. Thus

b1

α
=

1 +
√

1 + 4N

2
, (C.5)

and as N → ∞,
b2

α
= a2

√
N + o(

√
N), (C.6)

where a2 ≈ 0.801938 is the solution to 2a2 + 1 = a2(a2 + 1)2. By induction on i,

bi

α
= ai

√
N + o(

√
N), (C.7)

as N → ∞, where ai is the solution of the i + 1th order polynomial given by

i
∑

j=1

1
∑i

k=j ak

=
i

∑

j=2

ak, (C.8)

which is independent of the network parameters and of N . Note that (C.6) and

(C.7) are asymptotic for large N ; they are a fair approximation for finite N when

the denominator of the first term of (C.4) is dominated by Nb0, which occurs when

i <
√

N .
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The equilibrium rate of flow i ≥ 1 between the arrivals of flows j and j + 1 is

xi(tj) =
αC

∑j
k=i bk

. (C.9a)

The rate of flows −N to −1 in the same interval is

x0(tj) =
αC

Nb0 +
∑j

k=i bk

. (C.9b)
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